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Limitations of this issue
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Preface

This preface introduces the Arm Architecture Reference Manual, for A-profile architecture. It contains the following

sections:

. About this Manual.

. Using this Manual.

. Conventions.

. Additional reading.

. Feedback.
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About this Manual

Preface
About this Manual

This Manual describes the Arm® architecture v8, Armv8, and the Arm® architecture v9, Armv9. The architecture
describes the operation of an Armv8-A and an Armv9-A Processing element (PE), and this Manual includes
descriptions of:

The two Execution states, AArch64 and AArch32.
The instruction sets:

—  In AArch32 state, the A32 and T32 instruction sets, which are compatible with earlier versions of the
Arm architecture.

—  In AArché64 state, the A64 instruction set.

The states that determine how a PE operates, including the current Exception level and Security state, and in
AArch32 state the PE mode.

The Exception model.
The interprocessing model, that supports transitioning between AArch64 state and AArch32 state.

The memory model, that defines memory ordering and memory management. This Manual covers the Arm
A architecture profile, both Armv8-A and Armv9-A, that defines a Virtual Memory System Architecture
(VMSA).

The programmers’ model, and its interfaces to System registers that control most PE and memory system
features, and provide status information.

The Advanced SIMD and floating-point instructions, which provide high-performance:
—  Single-precision, half-precision, and double-precision floating-point operations.
—  Conversions between double-precision, single-precision, and half-precision floating-point values.

—  Integer, single-precision floating-point, and half-precision floating-point vector operations in all
instruction sets.

—  Double-precision floating-point vector operations in the A64 instruction set.

The security model, which provides up to four Security states to support Secure applications and confidential
computing.

The virtualization model.

The Debug architecture, which provides software access to debug features.

This Manual gives the assembler syntax for the instructions it describes, meaning that it describes instructions in
textual form. However, this Manual is not a tutorial for Arm assembler language, nor does it describe Arm assembler
language, except at a basic level. To make effective use of Arm assembler language, read the documentation
supplied with the assembler being used.

This Manual is organized into parts:

Part A Provides an introduction to the Arm architecture, and an overview of the AArch64 and AArch32

Execution states.

Part B Describes the application level view of the AArch64 Execution state, meaning the view from ELO.

It describes the application level view of the programmers’ model and the memory model.

Part C Describes the A64 instruction set, which is available in the AArch64 Execution state. The

descriptions for each instruction also include the precise effects of each instruction when executed
at ELO, described as unprivileged execution, including any restrictions on its use, and how the

effects of the instruction differ at higher Exception levels. This information is of primary importance
to authors and users of compilers, assemblers, and other programs that generate Arm machine code.
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About this Manual

Describes the system level view of the AArch64 Execution state. It includes details of the System
registers, most of which are not accessible from EL0, and the system level view of the programmers’
model and the memory model. This part includes the description of self-hosted debug.

Describes the application level view of the AArch32 Execution state, meaning the view from the
ELO. It describes the application level view of the programmers’ model and the memory model.

Note

In AArch32 state, execution at ELO is execution in User mode.

Describes the T32 and A32 instruction sets, which are available in the AArch32 Execution state.
These instruction sets are backwards-compatible with earlier versions of the Arm architecture. This
part describes the precise effects of each instruction when executed in User mode, described as
unprivileged execution or execution at EL0, including any restrictions on its use, and how the effects
of the instruction differ at higher Exception levels. This information is of primary importance to
authors and users of compilers, assemblers, and other programs that generate Arm machine code.

Note

User mode is the only mode where software execution is unprivileged.

Describes the system level view of the AArch32 Execution state, which is generally compatible with
carlier versions of the Arm architecture. This part includes details of the System registers, most of
which are not accessible from ELO, and the instruction interface to those registers. It also describes
the system level view of the programmers’ model and the memory model.

Describes the Debug architecture for external debug. This provides configuration, breakpoint and
watchpoint support, and a Debug Communications Channel (DCC) to a debug host.

Describes additional features of the architecture that are not closely coupled to a processing element
(PE), and therefore are accessed through memory-mapped interfaces. Some of these features are
OPTIONAL.

Provides pseudocode that describes various features of the Arm architecture.

Part K, Appendixes

Glossary

Provide additional information. Some appendixes give information that is not part of the A-profile
architectural requirements. The cover page of each appendix indicates its status.

Defines terms used in this Manual that have a specialized meaning.

Note

Terms that are generally well understood in the microelectronics industry are not included in the
Glossary.
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Using this Manual

The information in this Manual is organized into parts, as described in this section.

Part A, Introduction and Architecture Overview

Part A gives an overview of the Armv8-A and Armv9-A architecture profiles, including its relationship to the other
Arm PE architectures. It introduces the terminology used to describe the architecture, and gives an overview of the
Executions states, AArch64 and AArch32. It contains the following chapters:

Chapter A1 Introduction to the Arm Architecture

Read this for an introduction to the Arm architecture.

Chapter A2 A-profile Architecture Extensions

Read this for an introduction to the A-profile architecture extensions and features.

Part B, The AArch64 Application Level Architecture

Part B describes the AArch64 state application level view of the architecture. It contains the following chapters:

Chapter B1 The AArch64 Application Level Programmers’ Model

Read this for an application level description of the programmers’ model for software executing in
AArch64 state. It describes execution at ELO when ELO is using AArch64 state.

Chapter B2 The AArch64 Application Level Memory Model

Read this for an application level description of the memory model for software executing in
AArch64 state. It describes the memory model for execution in ELO when ELO is using AArch64
state. It includes information about Arm memory types, attributes, and memory access controls.

Part C, The A64 Instruction Set
Part C describes the A64 instruction set, which is used in AArch64 state. It contains the following chapters:

Chapter C1 The A64 Instruction Set

Read this for a description of the A64 instruction set and common instruction operation details.

Chapter C2 About the A64 Instruction Descriptions

Read this to understand the format of the A64 instruction descriptions.

Chapter C3 464 Instruction Set Overview

Read this for an overview of the A64 instructions.

Chapter C4 464 Instruction Set Encoding

Read this for a description of the A64 instruction set encoding.

Chapter C5 The A64 System Instruction Class
Read this for a description of the AArch64 System instructions and register descriptions, and the
System instruction class encoding space.

Chapter C6 464 Base Instruction Descriptions
Read this for information on key aspects of the A64 base instructions and for descriptions of the
individual instructions, which are listed in alphabetical order.

Chapter C7 A64 Advanced SIMD and Floating-point Instruction Descriptions

Read this for information on key aspects of the A64 Advanced SIMD and floating-point instructions
and for descriptions of the individual instructions, which are listed in alphabetical order.
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Chapter C8 SVE Instruction Descriptions

Read this for information on key aspects of the SVE instructions and for descriptions of the
individual instructions, which are listed in alphabetical order.

Chapter C9 SME Instruction Descriptions

Read this for information on key aspects of the SME instructions and for descriptions of the
individual instructions, which are listed in alphabetical order.

Part D, The AArch64 System Level Architecture

Part D describes the AArch64 state system level view of the architecture. It contains the following chapters:

Chapter D1 The AArch64 System Level Programmers’ Model

Read this for a description of the AArch64 state system level view of the programmers’ model.

Chapter D2 AArch64 Self-hosted Debug
Read this for an introduction to, and a description of, self-hosted debug in AArch64 state.

Chapter D3 AArch64 Self-hosted Trace

Read this for an introduction to, and a description of, self-hosted trace in AArch64 state.

Chapter D4 The Embedded Trace Extension
Read this for a description of the Embedded Trace Extension.

Chapter DS ETE Protocol Descriptions

Read this for a description of the ETE packets, which are listed in alphabetical order.
Chapter D6 The Trace Buffer Extension

Read this for a description of the Trace Buffer Extension.

Chapter D7 The AArch64 System Level Memory Model
Read this for a description of the AArch64 state system level view of the general features of the
memory system.

Chapter D8 The AArch64 Virtual Memory System Architecture

Read this for a system level view of the AArch64 Virtual Memory System Architecture (VMSA), the
memory system architecture of an A-profile architecture implementation executing in AArch64
state.

Chapter D9 The Granule Protection Check Mechanism

Read this for a description of the granule protection check mechanism, a feature that is added as part
of the OPTIONAL Realm Management Extension.

Chapter D10 The Memory Tagging Extension
Read this for a description of the Memory Tagging Extension.

Chapter D11 The Guarded Control Stack

Read this for a description of the Guarded Control Stack extension.

Chapter D12 The Generic Timer in AArch64 state
Read this for a description of the AArch64 view of the Arm Generic Timer.

Chapter D13 The Performance Monitors Extension

Read this for a description of the Arm Performance Monitors, an optional non-invasive debug
component.
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Chapter D14 The System Performance Monitors Extension

Read this for a description of the System Performance Monitors, an optional non-invasive debug
component.

Chapter D15 The Activity Monitors Extension
Read this for a description of the Arm Activity Monitors.

Chapter D16 The Statistical Profiling Extension

Read this for a description of the Statistical Profiling Extension, an optional AArch64 state
non-invasive debug component.

Chapter D17 Statistical Profiling Extension Sample Record Specification

Read this for a description of the sample records generated by the Statistical Profiling Extension.

Chapter D18 The Branch Record Buffer Extension

Read this for a description of the Branch Record Buffer Extension.

Chapter D19 RAS PE Architecture
Read this for a description of the RAS Extension PE architecture.

Chapter D20 MPAM PE Architecture
Read this for a description of the MPAM Extension PE architecture.

Chapter D21 The Scalable Matrix Extension

Read this for a description of the Scalable Matrix Extension.

Chapter D22 AArch64 System Register Encoding

Read this for a description of the encoding of the AArch64 System registers, and the other uses of
the AArch64 System registers encoding space.

Chapter D23 AArch64 System Register Descriptions

Read this for an introduction to, and description of, each of the AArch64 System registers.

Part E, The AArch32 Application Level Architecture
Part E describes the AArch32 state application level view of the architecture. It contains the following chapters:

Chapter E1 The AArch32 Application Level Programmers’ Model

Read this for an application level description of the programmers’ model for software executing in
AArch32 state. It describes execution at ELO when ELO is using AArch32 state.

Chapter E2 The AArch32 Application Level Memory Model

Read this for an application level description of the memory model for software executing in
AArch32 state. It describes the memory model for execution in ELO when ELO is using AArch32
state. It includes information about Arm memory types, attributes, and memory access controls.

Part F, The AArch32 Instruction Sets

Part F describes the T32 and A32 instruction sets, which are used in AArch32 state. It contains the following
chapters:

Chapter F1 About the T32 and A32 Instruction Descriptions
Read this to understand the format of the T32 and A32 instruction descriptions.

Chapter F2 The AArch32 Instruction Sets Overview

Read this for an overview of the T32 and A32 instruction sets.
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Chapter F3 T32 Instruction Set Encoding

Read this for a description of the T32 instruction set encoding. This includes the T32 encoding of
the Advanced SIMD and floating-point instructions.

Chapter F4 A32 Instruction Set Encoding

Read this for a description of the A32 instruction set encoding. This includes the A32 encoding of
the Advanced SIMD and floating-point instructions.

Chapter F5 T32 and A32 Base Instruction Set Instruction Descriptions
Read this for a description of each of the T32 and A32 base instructions.

Chapter F6 732 and A32 Advanced SIMD and Floating-point Instruction Descriptions

Read this for a description of each of the T32 and A32 Advanced SIMD and floating-point
instructions.

Part G, The AArch32 System Level Architecture

Part G describes the AArch32 state system level view of the architecture. It contains the following chapters:

Chapter G1 The AArch32 System Level Programmers’ Model

Read this for a description of the AArch32 state system level view of the programmers’ model for
execution in an Exception level that is using AArch32.

Chapter G2 AArch32 Self-hosted Debug
Read this for an introduction to, and a description of, self-hosted debug in AArch32 state.

Chapter G3 AArch32 Self-hosted Trace

Read this for an introduction to, and a description of, self-hosted trace in AArch32 state.

Chapter G4 The AArch32 System Level Memory Model

Read this for a system level view of the general features of the memory system.

Chapter G5 The AArch32 Virtual Memory System Architecture
Read this for a description of the AArch32 Virtual Memory System Architecture (VMSA).

Chapter G6 The Generic Timer in AArch32 state

Read this for a description of the AArch32 view of an implementation of the Arm Generic Timer.

Chapter G7 AArch32 System Register Encoding

Read this for a description of the encoding of the AArch32 System registers, including the System
instructions that are part of the AArch32 System registers encoding space.

Chapter G8 AArch32 System Register Descriptions
Read this for a description of each of the AArch32 System registers.

Part H, External Debug
Part H describes the architecture for external debug. It contains the following chapters:

Chapter H1 About External Debug

Read this for an introduction to external debug, and a definition of the scope of this part of the

Manual.
Chapter H2 Debug State
Read this for a description of Debug state, which the PE might enter as the result of a Halting debug
event.
ARM DDI 0487K.a Copyright © 2013-2024 Arm Limited or its affiliates. All rights reserved. XXV

ID032224 Non-Confidential



Preface
Using this Manual

Chapter H3 Halting Debug Events
Read this for a description of the external debug events referred to as Halting debug events.

Chapter H4 The Debug Communication Channel and Instruction Transfer Register

Read this for a description of the communication between a debugger and the PE debug logic using
the Debug Communications Channel and the Instruction Transfer register.

Chapter H5 The Embedded Cross-Trigger Interface
Read this for a description of the Embedded Cross-Trigger Interface.

Chapter H6 Debug Reset and Powerdown Support

Read this for a description of reset and powerdown support in the Debug architecture.

Chapter H7 The PC Sample-based Profiling Extension

Read this for a description of the PC Sample-based Profiling Extension that is an OPTIONAL
extension to an Armv8 or Armv9 implementation.

Chapter H8 About the External Debug Registers

Read this for some additional information about the external debug registers.

Chapter H9 External Debug Register Descriptions

Read this for a description of each external debug register.

Part I, Memory-mapped Components of the Arm architecture
Part I describes the memory-mapped components in the architecture. It contains the following chapters:

Chapter I1 Requirements for Memory-mapped Components

Read this for descriptions of some general requirements for memory-mapped components within a
system that complies with the Arm architecture.

Chapter 12 System Level Implementation of the Generic Timer

Read this for a definition of a system level implementation of the Generic Timer.

Chapter I3 Recommended External Interface to the Performance Monitors

Read this for a description of the recommended memory-mapped and external debug interfaces to
the Performance Monitors.

Chapter 14 Recommended External Interface to the Activity Monitors
Read this for a description of the recommended memory-mapped interface to the Activity Monitors.
Chapter IS RAS System Architecture

Read this for a description of the RAS System architecture.

Chapter 16 External System Control Register Descriptions

Read this for a description of each memory-mapped system control register.

Part J, Architectural Pseudocode
Part J contains pseudocode that describes various features of the Arm architecture. It contains the following chapter:

Chapter J1 Armv8 Pseudocode

Read this for the pseudocode definitions that describe various features of the Arm architecture, for
operation in AArch64 state and in AArch32 state.
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Part K, Appendixes

Note

Some of the descriptions in the following appendixes are not part of the Arm architecture specification. They are
included here as supplementary information, for the convenience of developers and users who might require this
information.

This Manual contains the following appendixes:

Appendix K1 Architectural Constraints on UNPREDICTABLE Behaviors
Read this for a description of the architecturally-required constraints on UNPREDICTABLE behaviors
in the Arm architecture, including AArch32 behaviors that were UNPREDICTABLE in previous
versions of the architecture.

Appendix K2 Recommendations for Reporting Memory Attributes on an Interconnect
Read this for the Arm recommendations about how the architectural memory attributes are reported
on an interconnect.

Appendix K4 ETE Recommended Configurations

Read this for a description of the ETE recommended configurations.

Appendix K5 ETE and TRBE Software Usage Examples
Read this for software examples that help understanding of ETE and TRBE.

Appendix Ké Stages of Execution

Read this for a description of the stages of execution.

Appendix K7 Recommended External Debug Interface

Read this for a description of the recommended external debug interface.

Appendix K8 Additional Information for Implementations of the Generic Timer
Read this for additional information about implementations of the Arm Generic Timer. This
information does not form part of the architectural definition of the Generic Timer.

Appendix K9 Legacy Instruction Syntax for AArch32 Instruction Sets
Read this for information about the pre-UAL syntax of the AArch32 instruction sets, which are valid
for the A32 instruction set.

Appendix K10 Address Translation Examples
Read this for examples of translation table lookups using the translation regimes described in
Chapter D8 The AArch64 Virtual Memory System Architecture and Chapter G5 The AArch32 Virtual
Memory System Architecture.

Appendix K11 Example OS Save and Restore Sequences

Read this for software examples that perform the OS Save and Restore sequences for an Armv8 or
Armv9 debug implementation.

Note
Chapter H6 Debug Reset and Powerdown Support describes the OS Save and Restore mechanism.

Appendix K12 Recommended Upload and Download Processes for External Debug

Read this for information about implementing and using the Arm architecture.

Appendix K13 Software Usage Examples

Read this for software examples that help understanding of some aspects of the Arm architecture.
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Appendix K14 Barrier Litmus Tests

Read this for examples of the use of barrier instructions provided by the Arm architecture.

Appendix K15 Random Number Generation

Read this for information on the generation of random numbers using FEAT RNG.

Appendix K16 Arm Pseudocode Definition
Read this for definitions of the Arm pseudocode.

Appendix K17 Registers Index

Read this for an alphabetic and functional index of AArch32 and AArch64 registers, and
memory-mapped registers.

Defines terms used in this Manual that have a specialized meaning.

Note

Terms that are well understood in the microelectronics industry are not included in the Glossary.
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The following sections describe conventions that this book can use:

. Typographic conventions.

. Rules-based writing.

. Signals.

. Numbers.

. Pseudocode descriptions.

. Assembler syntax descriptions.

Typographic conventions

The typographical conventions are:

italic

bold

monospace

Introduces special terminology, and denotes citations.
Denotes signal names, and is used for terms in descriptive lists, where appropriate.

Used for assembler syntax descriptions, pseudocode, and source code examples.

Also used in the main text for instruction mnemonics and for references to other items appearing in
assembler syntax descriptions, pseudocode, and source code examples.

SMALL CAPITALS

Colored text

{and}

Notes

Used in body text for a few terms that have specific technical meanings, and are defined in the
Glossary.

Indicates a link. This can be:
. A URL, for example https://developer.arm.com.

. A cross-reference that includes the page number of the referenced information if it is not on
the current page, for example, Assembler syntax descriptions.

. A link, to a chapter or appendix, or to a glossary entry, or to the section of the Manual that
defines the colored term, for example Simple sequential execution or SCTLR.

Braces, { and }, have two distinct uses:

Optional items

In syntax descriptions braces enclose optional items. In the following example they
indicate that the <shift> parameter is optional:

ADD <Wd|WSP>, <Wn|WSP>, #<imm>{, <shift>}
Similarly they can be used in generalized field descriptions, for example
TCR_ELx.{I}PS refers to a field in the TCR_ELx registers that is called either IPS or
PS.
Sets of items
Braces can be used to enclose sets. For example, HCR_EL2.{E2H, TGE} refers to a set
of two register fields, HCR_EL2.E2H and HCR_EL2.TGE.

Notes are formatted as:

Note
This is a Note.
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In this Manual, Notes are used only to provide additional information, usually to help understanding
of the text. While a Note might repeat architectural information given elsewhere in the Manual, a
Note never provides any part of the definition of the architecture.

Rules-based writing

Some sections of this Manual use rules-based writing. Rules-based writing consists of a set of individual content
items. A content item is classified as one of the following:

. Rule.

. Information.

. Software usage.
. Declaration.

Rules are normative statements. An implementation that is compliant with this specification must conform to all
Rules in this Manual that apply to that implementation.

Rules must not be read in isolation. Where a particular feature is specified by multiple Rules, these are generally
grouped into sections and subsections that provide context. Where appropriate, these sections begin with a short
introduction.

Arm strongly recommends that implementers read all chapters and sections of this Manual to ensure that an
implementation is compliant.

Content items other than Rules are informative statements. These are provided as an aid to understanding this
Manual.

Content item identifiers

A content item may have an associated identifier which is unique among content items in this Manual. After content
reaches beta status, a given content item has the same identifier across subsequent versions of this Manual.

Content item rendering

Content item classes

Each of the content item classes has a different function in this Manual.

Rule

A Rule is a statement that describes the behavior of a compliant implementation.
A Rule explains what happens in a particular situation.

A Rule does not define concepts or terminology.

A Rule is rendered with the label R.

Information
An Information statement provides information and guidance as an aid to understanding the Manual.

An Information statement is rendered with the label 1.

Software usage

A Software usage statement provides guidance on how software can make use of the features defined by the
specification.
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A Software usage statement is rendered with the label S.

Declaration
A Declaration statement introduces concepts or terminology.
A Declaration does not describe behavior.

A Declaration is rendered with the label D.

In general this specification does not define hardware signals, but it does include some signal examples and
recommendations. The signal conventions are:

Signal level The level of an asserted signal depends on whether the signal is active-HIGH or
active-LOW. Asserted means:

. HIGH for active-HIGH signals.
. LOW for active-LOW signals.

Lowercase n At the start or end of a signal name denotes an active-LOW signal.

Numbers are normally written in decimal. Binary numbers are preceded by @b, and hexadecimal numbers by 0x. In
both cases, the prefix and the associated value are written in a monospace font, for example 0xFFFF0000. To improve
readability, long numbers can be written with an underscore separator between every four characters, for example
0XFFFF_0000_0000_0000. Ignore any underscores when interpreting the value of a number.

Pseudocode descriptions

This Manual uses a form of pseudocode to provide precise descriptions of the specified functionality. This
pseudocode is written in monospace font, and is described in Appendix K16 Arm Pseudocode Definition.

Assembler syntax descriptions

This Manual contains numerous syntax descriptions for assembler instructions and for components of assembler
instructions. These are shown in a monospace font, and use the conventions described in Structure of the A64
assembler language, and Appendix K16 Arm Pseudocode Definition.
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Additional reading

This section lists relevant publications from Arm and third parties.

See Arm Developer, https://developer.arm.com, for access to Arm documentation.

Arm publications

Other publications

AMBA®™ 4 ATB Protocol Specification, ATBv1.0 and ATBvi.1, (ARM THI 0032).
ARM® Architecture Reference Manual, ARMv7-A and ARMv7-R edition (ARM DDI 0406).

Arm® Architecture Reference Manual Supplement, Memory System Resource Partitioning and Monitoring

(MPAM), for A-profile architecture (ARM DDI 0598).

Arm® Architecture Reference Manual Supplement, Armv8, for the Armv8-R AArch32 architecture profile
(ARM DDI 0568).

Arm® Architecture Reference Manual Supplement, Armv8, for R-profile AArch64 architecture (ARM DDI
600).

Arm® Architecture Reference Manual Supplement, Transactional Memory Extension (TME), for A-profile
architecture (ARM DDI 0617).

Arm® Debug Interface Architecture Specification, ADIv6.0 (ARM IHI 0074).
Arm® Debug Interface Architecture Specification, ADIv5.0 to ADIv5.2 (ARM THI 0031).
Arm® Embedded Trace Macrocell Architecture Specification, ETMv4 (ARM IHI 0064).

Arm® Generic Interrupt Controller Architecture Specification, GIC architecture version 3.0 and version 4.0
(ARM IHI 0069).

ARM® CoreSight™ SoC Technical Reference Manual (ARM DDI 0480).
Arm® CoreSight™ Architecture Specification (ARM IHI 0029).

ARM" Procedure Call Standard for the ARM 64-bit Architecture (ARM IHI 0055).

The following publications are referred to in this Manual, or provide more information:

Announcing the Advanced Encryption Standard (AES), Federal Information Processing Standards
Publication 197, November 2001.

IEEE Std 754-2008, IEEE Standard for Floating-point Arithmetic, August 2008.
IEEE Std 754-1985, IEEE Standard for Floating-point Arithmetic, March 1985.
Secure Hash Standard (SHA), Federal Information Processing Standards Publication 180-2, August 2002.

The Galois/Counter Mode of Operation, McGraw, D. and Viega, J., Submission to NIST Modes of Operation
Process, January 2004.

Memory Consistency Models for Shared Memory-Multiprocessors, Gharachorloo, Kourosh, 1995, Stanford
University Technical Report CSL-TR-95-685.

Standard Manufacturer’s Identification Code, JEP106, JEDEC Solid State Technology Association.
SM3 Cryptographic Hash Algorithm, China Internet Network Information Center (CNNIC).
SM4 Block Cipher Algorithm, China Internet Network Information Center (CNNIC).

The QARMA Block Cipher Family, Roberto Avanzi, Qualcomm Product Security Initiative.
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Available from https://eprint.iacr.org/2016/444.
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Feedback

Arm welcomes feedback on its documentation.

Feedback on this Manual
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Feedback

If you have any comments or queries about this Manual, create a ticket at https://support.developer.arm.com.

As part of the ticket, include:

The title, Arm® Architecture Reference Manual, for A-profile architecture.
The number, ARM DDI 0487K.a.

The section name to which your comments refer.

The page number(s) to which your comments refer.

The rule identifier(s) to which your comments refer, if applicable.

A concise explanation of your comments.

Arm also welcomes general suggestions for additions and improvements.

Note

Arm tests PDFs only in Adobe Acrobat and Acrobat Reader, and cannot guarantee the appearance or behavior of
any document when viewed with any other PDF reader.

Inclusive terminology commitment

Arm values inclusive communities. Arm recognizes that we and our industry have used terms that can be offensive.
Arm strives to lead the industry and create change.

Previous issues of this document included language that can be offensive. We have replaced this language. To report
offensive language in this document, email terms@arm.com.
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Arm Architecture Introduction and Overview



Chapter A1

Introduction to the Arm Architecture

This chapter introduces the Arm architecture. It contains the following sections:

About the Arm architecture.
Architecture profiles.

Arm architectural concepts.
Supported data types.
Floating-point support.

The Arm memory model.

Reliability, Availability, and Serviceability.
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A1.1 About the Arm architecture

A11 About the Arm architecture

The Arm architecture described in this Architecture Reference Manual defines the behavior of an abstract machine,
referred to as a processing element, often abbreviated to PE. Implementations compliant with the Arm architecture
must conform to the described behavior of the processing element. It is not intended to describe how to build an
implementation of the PE, nor to limit the scope of such implementations beyond the defined behaviors.

Except where the architecture specifies differently, the programmer-visible behavior of an implementation that is
compliant with the Arm architecture must be the same as a simple sequential execution of the program on the
processing element. This programmer-visible behavior does not include the execution time of the program.

The Arm Architecture Reference Manual also describes rules for software to use the PE.
The Arm architecture includes definitions of:
. An associated debug architecture, see:

—  Chapter D2 AArch64 Self-hosted Debug.

—  Chapter G2 AArch32 Self-hosted Debug.

— Part H of this Manual, External Debug.

. Associated trace architectures that define trace units that implementers can implement with the associated
processor hardware. For more information, see:

—  The Arm® Embedded Trace Macrocell Architecture Specification, ETMv4 (ARM IHI 0064).
—  Chapter D3 A4rch64 Self-hosted Trace.

—  Chapter D4 The Embedded Trace Extension.

—  Chapter D6 The Trace Buffer Extension.

—  Chapter G3 4A4rch32 Self-hosted Trace.

The Arm architecture is a Reduced Instruction Set Computer (RISC) architecture with the following RISC
architecture features:

. A large uniform register file.

. A load/store architecture, where data-processing operations only operate on register contents, not directly on
memory contents.

. Simple addressing modes, with all load/store addresses determined from register contents and instruction
fields only.

The architecture defines the interaction of the PE with memory, including caches, and includes a memory translation
system. It also describes how multiple PEs interact with each other and with other observers in a system.

This document defines the Armv8-A and Armv9-A architecture profiles. See Architecture profiles for more
information.

The Arm architecture supports implementations across a wide range of performance points. Implementation size,
performance, and very low power consumption are key attributes of the Arm architecture.

An important feature of the Arm architecture is backwards compatibility, combined with the freedom for optimal
implementation in a wide range of standard and more specialized use cases. The Arm architecture supports:

. A 64-bit Execution state, AArch64.
. A 32-bit Execution state, AArch32, that is compatible with previous versions of the Arm architecture.

Features that are optional are explicitly defined as such in this Manual.
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Note

The presence of an ID register field for a feature does not imply that the feature is optional.

Both Execution states support floating-point instructions:
. AArch32 state provides:
—  SIMD instructions in the base instruction sets that operate on the 32-bit general-purpose registers.

—  Advanced SIMD instructions that operate on registers in the SIMD and floating-point register
(SIMD&FP register) file.

—  Scalar floating-point instructions that operate on registers in the SIMD&FP register file.
. AArch64 state provides:
—  Advanced SIMD instructions that operate on registers in the SIMD&FP register file.

—  Scalar floating-point instructions that operate on registers in the SIMD&FP register file.

Note

The A64 instruction set does not include SIMD instructions that operate on the general-purpose
registers, therefore, some AArch64 instructions descriptions use SIMD as a synonym for Advanced
SIMD.

—  SVE instructions that operate on registers in the SVE register files.

—  SME instructions that operate on registers in the SVE register files and Z4 storage.

Note

See Conventions for information about conventions used in this Manual, including the use of SMALL CAPITALS for
particular terms that have Arm-specific meanings that are defined in the Glossary.
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A1.2 Architecture profiles

The Arm architecture has evolved significantly since its introduction, and Arm continues to develop it. Nine major
versions of the architecture have been defined to date, denoted by the version numbers 1 to 9. Of these, the first three
versions are now obsolete.

The generic names AArch64 and AArch32 describe the 64-bit and 32-bit Execution states:

AArch64 Is the 64-bit Execution state, meaning addresses are held in 64-bit registers, and instructions in the
base instruction set can use 64-bit registers for their processing. AArch64 state supports the A64
instruction set.

AArch32 Is the 32-bit Execution state, meaning addresses are held in 32-bit registers, and instructions in the
base instruction sets use 32-bit registers for their processing. AArch32 state supports the T32 and
A32 instruction sets.

Note

The Base instruction set comprises the supported instructions other than the floating-point instructions.

See sections Execution state and The instruction sets for more information.

Arm defines three architecture profiles:

A Application profile, described in this Manual:

.

.

Supports a Virtual Memory System Architecture (VMSA) based on a Memory Management
Unit (MMU).

Note

An Armv8-A implementation can be called an AArchv8-A implementation and an Armv9-A
implementation can be called an AArchv9-A implementation.

Supports the A64, A32, and T32 instruction sets.

R Real-time profile:

Supports a Protected Memory System Architecture (PMSA) based on a Memory Protection
Unit (MPU).

Supports an optional VMSA based on an MMU.

Supports the A64, A32, and T32 instruction sets.

M Microcontroller profile:

Implements a programmers' model designed for low-latency interrupt processing, with
hardware stacking of registers and support for writing interrupt handlers in high-level
languages.

Implements a variant of the R-profile PMSA.

Supports a variant of the T32 instruction set.

This Manual describes only Armv8-A and Armv9-A. For information about the R and M architecture profiles, and
earlier Arm architecture versions, see:

. The Arm® Architecture Reference Manual Supplement, Armv8, for the ARMvS8-R AArch32 architecture

profile.

. The Arm® Architecture Reference Manual Supplement, ArmvS, for R-profile AArch64 architecture.

. The ARM® Architecture Reference Manual, ARMv7-A and ARMv7-R edition.

. The Arm®v8-M Architecture Reference Manual.
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. The Arm®v7-M Architecture Reference Manual.

. The ARM™v6-M Architecture Reference Manual.
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A1.3 Arm architectural concepts

This section introduces architectural concepts and the associated terminology.

The following subsections describe key architectural concepts. Each section introduces the corresponding terms that
are used to describe the architecture:

. Execution state.
. The instruction sets.
. System registers.

. Arm Debug.

A1.3.1 Execution state

The Execution state defines the PE execution environment, including:
. The supported register widths.
. The supported instruction sets.
. Significant aspects of:
—  The Exception model.
—  The Virtual Memory System Architecture (VMSA).
—  The programmers’ model.
The Execution states are:
AArch64 The 64-bit Execution state. This Execution state:

. Provides 31 64-bit general-purpose registers, of which X30 is used as the procedure link
register.

. Provides a 64-bit Program Counter (PC), stack pointers (SPs), and Exception Link Registers
(ELRs).

. Provides 32 128-bit registers for Advanced SIMD vector and scalar floating-point support.
. Provides a single instruction set, A64. For more information, see The instruction sets.

. Defines the Armv8 Exception model, with up to four Exception levels, ELO - EL3, that
provide an execution privilege hierarchy, see Exception levels.

. Provides support for 64-bit virtual addressing. For more information, including the limits on
address ranges, see Chapter D8 The AArch64 Virtual Memory System Architecture.

. Defines a number of Process state (PSTATE) elements that hold PE state. The A64
instruction set includes instructions that operate directly on various PSTATE elements.

. Names each System register using a suffix that indicates the lowest Exception level at which
the register can be accessed.

AArch32 The 32-bit Execution state. This Execution state:

. Provides 13 32-bit general-purpose registers, and a 32-bit PC, SP, and Link Register (LR).
The LR is used as both an ELR and a procedure link register.

Some of these registers have multiple banked instances for use in different PE modes.
. Provides a single ELR, for exception returns from Hyp mode.

. Provides 32 64-bit registers for Advanced SIMD vector and scalar floating-point support.
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. Provides two instruction sets, A32 and T32. For more information, see The instruction sets.

. Supports the Armv7-A Exception model, based on PE modes, and maps this onto the Armv8
Exception model, that is based on the Exception levels.

. Provides support for 32-bit virtual addressing.

. Defines a number of Process state (PSTATE) elements that hold PE state. The A32 and T32
instruction sets include instructions that operate directly on various PSTATE elements, and
instructions that access PSTATE by using the Application Program Status Register (APSR)
or the Current Program Status Register (CPSR).

Later subsections give more information about the different properties of the Execution states.

Transferring control between the AArch64 and AArch32 Execution states is known as interprocessing. The PE can
move between Execution states only on a change of Exception level, and subject to the rules given in
Interprocessing. This means different software layers, such as an application, an operating system kernel, and a
hypervisor, executing at different Exception levels, can execute in different Execution states.

A1.3.2 The instruction sets

The possible instruction sets depend on the Execution state:

AArch64 AArch64 state supports a single instruction set, called A64. This is a fixed-length instruction set that
uses 32-bit instruction encodings.
For information on the A64 instruction set, see Chapter C3 464 Instruction Set Overview.

If FEAT SVE is implemented, the A64 instruction set supports scalable vector instructions. See
About the SVE instructions.

If FEAT SME is implemented, the A64 instruction set supports scalable matrix instructions. See
About the SME instructions.

AArch32 AArch32 state supports the following instruction sets:
A32 This is a fixed-length instruction set that uses 32-bit instruction encodings.
T32 This is a variable-length instruction set that uses both 16-bit and 32-bit instruction
encodings.

In previous documentation, these instruction sets were called the ARM and Thumb instruction sets.
Armv8 and Armv9 extend each of these instruction sets. In AArch32 state, the Instruction set state
determines the instruction set that the PE executes.

For information on the A32 and T32 instruction sets, see Chapter F2 The AArch32 Instruction Sets
Overview.

The instruction sets support SIMD and scalar floating-point instructions. See Floating-point support.

A1.3.3 System registers

System registers provide control and status information of architected features.

The System registers use a standard naming format: <register name>.<bit_field name> to identify specific
registers as well as control and status bits within a register.

Bits can also be described by their numerical position in the form <register name>[x:y] or the generic form
bits[x:y].

In addition, in AArch64 state, most register names include the lowest Exception level that can access the register as
a suffix to the register name:

. <register name> ELx, where x is 0, 1, 2, or 3.

For information about Exception levels, see Exception levels.
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The System registers comprise:
. The following registers that are described in this Manual:
—  General system control registers.
—  Debug registers.
—  RAS registers.
—  Generic Timer registers.
—  Optionally, Performance Monitor registers.
—  Optionally, the Activity Monitors registers.
—  Optionally, the Scalable Vector Extension registers.
—  Optionally, in Armv9, Trace System registers.

. Optionally, one or more of the following groups of registers that are defined in other Arm architecture
specifications:

—  Trace System registers, as defined in the Arm®™ Embedded Trace Macrocell Architecture Specification,
ETMv4.

—  Generic Interrupt Controller (GIC) System registers, see The Arm Generic Interrupt Controller
System registers.

For information about the AArch64 System registers, see Chapter D23 AA4rch64 System Register Descriptions.

For information about the AArch32 System registers, see Chapter G8 4A4rch32 System Register Descriptions.

A1.3.3.1 The Arm Generic Interrupt Controller System registers

From version 3 of the Arm Generic Interrupt Controller architecture, GICv3, the GIC architecture specification
defines a System register interface to some of its functionality. The System register summaries in this Manual
include these registers, see:

. About the GIC System registers, for more information about the AArch64 GIC System registers.
. About the GIC System registers, for more information about the AArch32 GIC System registers.

These sections give only short overviews of the GIC System registers. For more information, including descriptions
of the registers, see the ARM™ Generic Interrupt Controller Architecture Specification, GIC architecture version 3.0
and version 4.0 (ARM IHI 0069).

Note

The programmers’ model for earlier versions of the GIC architecture is wholly memory-mapped.

A1.3.4 Arm Debug

Armv8 and later architectures support the following:

Self-hosted debug
In this model, the PE generates debug exceptions. Debug exceptions are part of the Armv§8
Exception model.

External debug

In this model, debug events cause the PE to enter Debug state. In Debug state, the PE is controlled
by an external debugger.

ARM DDI 0487K.a
ID032224

Copyright © 2013-2024 Arm Limited or its affiliates. All rights reserved. A1-43
Non-Confidential



Introduction to the Arm Architecture
A1.3 Arm architectural concepts

All Armv8 and later implementations support both models. The model chosen by a particular user depends on the
debug requirements during different stages of the design and development life cycle of the product. For example,
external debug might be used during debugging of the hardware implementation and OS bring-up, and self-hosted
debug might be used during application development.

For more information about self-hosted debug:
. In AArch64 state, see Chapter D2 AArch64 Self-hosted Debug.
. In AArch32 state, see Chapter G2 AArch32 Self-hosted Debug.

For more information about external debug, see Part H External Debug.
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A1.4 Supported data types

The Arm architecture supports the following integer data types:
Byte 8 bits.

Halfword 16 bits.

Word 32 bits.

Doubleword 64 bits.

Quadword 128 bits.

The architecture also supports the following floating-point data types:

. Half-precision. See Half-precision floating-point formats.
. Single-precision. See Single-precision floating-point format.
. Double-precision. See Double-precision floating-point format.

. BFloat16. See BFloatl6 floating-point format.

It also supports vectors, where a register holds a vector of multiple elements, each the same size and data type. See
Advanced SIMD vector formats and SVE vector formats.

The architecture provides the following:
. A general-purpose register file.
. A SIMD&FP register file.

. If FEAT SVE or FEAT SME is implemented, an SVE scalable vector register file and an SVE scalable
predicate register file.

. If FEAT SME is implemented, the scalable ZA storage.

. If FEAT SME?2 is implemented, the SME2 ZT0 register.

In each of these, the possible register widths depend on the Execution state.
In AArch64 state:

. The general-purpose register file contains 64-bit registers:

—  Many instructions can access these registers as 64-bit registers, or as 32-bit registers using only the
bottom 32 bits.

. The SIMD&FP register file contains 128-bit registers:

—  While the AArch64 vector registers support 128-bit vectors, the effective vector length can be 64-bits
or 128-bits depending on the A64 instruction encoding used, see /nstruction Mnemonics.

. The SVE scalable vector register file contains registers of an IMPLEMENTATION DEFINED width:

—  An SVE scalable vector register has an IMPLEMENTATION DEFINED width that is a power of two, from
a minimum of 128 bits up to a maximum of 2048 bits.

— Al SVE scalable vector registers in an implementation are the same width.
. The SVE scalable predicate register file contains registers of an IMPLEMENTATION DEFINED width:

—  An SVE predicate register has an IMPLEMENTATION DEFINED width that is a power of two, from a
minimum of 16 bits up to a maximum of 256 bits.

. The SME scalable ZA storage is a two-dimensional array of bytes. See Z4 storage.
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. The SME2 ZTO register is 512 bits. See SME2 ZT0 register.
For more information on the register files in AArch64 state, see Registers in AArch64 Execution state.
In AArch32 state:
. The general-purpose register file contains 32-bit registers:
—  Two 32-bit registers can support a doubleword.
—  Vector formatting is supported, see Figure Al-4.
. The SIMD&FP register file contains 64-bit registers:

—  AArch32 state does not support quadword integer or floating-point data types.

Note

Two consecutive 64-bit registers can be used as a 128-bit register.

For more information on the register files in AArch32 state, see The general-purpose registers, and the PC, in
AArch32 state.

A1.41 Advanced SIMD vector formats

In an implementation that includes the Advanced SIMD instructions that operate on the SIMD&FP register file, a
register can hold one or more packed elements, all of the same size and type. In AArch32 state, the combination of
a register and a data type describes a vector of elements, where the number of elements in the vector is implied by
the size of the data type and the size of the register. In AArch64 state, the explicit combination of a register, number
of elements, and element size describes a vector of elements.The vector is considered to be a one-dimensional array
of elements of the data type specified in the instruction.

Vector indices are in the range 0 to (number of elements — 1). An index of 0 refers to the least significant bits of the
vector.

For more information on the Advanced SIMD and floating-point registers in AArch32 state, see The SIMD and
floating-point register file.

A1.4.1.1 Advanced SIMD vector formats in AArch64 state

In AArch64 state, the SIMD&FP registers can be referred to as Vn, where # is a value from 0 to 31.

The SIMD&FP registers support the following data formats for loads, stores, and data-processing operations:

. A single, scalar, element in the least significant bits of the register. See Registers in AArch64 Execution state.
. A 128-bit vector of byte, halfword, word, or doubleword elements. See Figure A1-1.

. A 64-bit vector of byte, halfword, word, or doubleword elements. See Figure Al-1.

For vectors, the element sizes are defined in Table A1-1, with the vector format described as:

. For a 128-bit vector: Vn.{2D, 4S, 8H, 16B}.

. For a 64-bit vector: Vn.{1D, 2S, 4H, 8B}.

Table A1-1 SIMD elements in AArch64 state

Mnemonic Size

B 8 bits
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Table A1-1 SIMD elements in AArch64 state (continued)

Mnemonic Size

H 16 bits
S 32 bits
D 64 bits
127 112111 96 95 80 79 64 63 48 47 32 31 16 15 0
Vn
128-bit vector of 64-bit elements (.2D) .D .D
(11 [0]
128-bit vector of 32-bit elements (.4S) .S .S .S .S
(3] [2] (1] []
128-bit vector of 16-bit elements (.8H) H H H H H H H H
[7] 6] [8] [4] [3] (2] 1] [0
128-bit vector of 8-bit elements (.16B) | B( .B|.B|.B|.B|B|(.B|.B|.B|(B|.B|.B|.B|B|.B|.B

(151 (141 (131 (2] (1] [10] [9] [8] [7] [6] [8] [41 [3] [21 [1] [O]

63 48 47 32 31 16 15 0
Vn
64-bit vector of a single 64-bit element (.1D) .D
[
64-bit vector of 32-bit elements (.2S) .S .S
(1] []
64-bit vector of 16-bit elements (.4H) H H H H
[3] (2] (1] [0]
64-bit vector of 8-bitelements ((8B) | B|.B|.B|.B|(.B|.B|.B|.B

[7] [6] [5] [4] [3] [2] [1]1 [O]
Figure A1-1 SIMD vectors in AArch64 state

A1.4.1.2 Advanced SIMD vector formats in AArch32 state

Table A1-2 shows the available formats. Each instruction description specifies the data types that the instruction

supports.

Table A1-2 Advanced SIMD data types in AArch32 state

Data type specifier Meaning

.<size> Any element of <size> bits
.F<size> Floating-point number of <size> bits
I<sizes> Signed or unsigned integer of <size> bits
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Table A1-2 Advanced SIMD data types in AArch32 state (continued)

Data type specifier Meaning

.P<size> Polynomial over {0, 1} of degree less than <size>
.S<size> Signed integer of <size> bits
.U<size> Unsigned integer of <size> bits

Polynomial arithmetic over {0, 1} describes the polynomial data type.

The .F16 data type is the half-precision data type selected by the FPSCR.AHP bit, see Half-precision floating-point
formats.

The .F32 data type is the Arm standard single-precision floating-point data type, see Single-precision floating-point
format.

The instruction definitions use a data type specifier to define the data types appropriate to the operation. Figure A1-2
shows the hierarchy of the Advanced SIMD data types.

S8
. 18 U8
: P8
516
116 Tie
16 P16 1
F16
BF16
532
32 132 U32
F32
S64
164
Ub4
64 ue
P64 t

1 Output format only. See VMULL instruction description.

1 Available only if the Cyptographic Extension is implemented.
See VMULL instruction description.

Figure A1-2 Advanced SIMD data type hierarchy in AArch32 state
For example, a multiply instruction must distinguish between integer and floating-point data types.

An integer multiply instruction that generates a double-width (long) result must specify the input data types as
signed or unsigned. However, some integer multiply instructions use modulo arithmetic, and therefore do not have
to distinguish between signed and unsigned inputs.

Figure A1-3 shows the Advanced SIMD vectors in AArch32 state.

Note

In AArch32 state, a pair of even and following odd numbered doubleword registers can be concatenated and treated
as a single quadword register.
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Figure A1-3 Advanced SIMD vectors in AArch32 state

The AArch32 general-purpose registers support vectors formats for use by the SIMD instructions in the Base
instruction set. Figure A1-4 shows these formats, that means that a general-purpose register can be treated as either

2 halfwords or 4 bytes.

32-bit general-purpose register
as a set of two halfwords

32-bit general-purpose register
as a set of four bytes

SVE vector formats

31

24 23

16 15

Rn

.16

16

(1]

[0]

.8

8

8

(3]

(2]

(1]

[0]

Figure A1-4 Vector formatting in AArch32 state

In an implementation that includes the AArch64 SVE instructions, an SVE register can hold one or more packed or
unpacked elements, all of the same size and type. The combination of a register and an element size describes a
vector of elements. The vector is considered to be a one-dimensional array of elements of the data type specified in
the instruction. The number of elements in the vector is implied by the size of the data elements and the Effective
SVE vector length of the register.

Vector element indexes are in the range 0 to (number of elements — 1). An index of 0 refers to bits 0 to (element size
-1) of the vector.

For the definition of Effective SVE vector length, see Configurable SVE vector lengths.
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A1.4.2.1 Scalable vector formats in AArch64 state
In AArch64 state, the SVE scalable vector registers can be referred to as Zn, where n is a value from 0 to 31.

The SVE scalable vector registers support the following data formats for loads, stores, and data-processing
operations:

. Advanced SIMD data formats.
Bits[127:0] of each Zn register hold the correspondingly numbered Vi SIMD&FP register.

. A configurable-length vector of byte, halfword, word, doubleword, or quadword elements. See Figure A1-5.
Also see Z0-Z31 in Chapter B1.

The element sizes are defined in Table A1-3 with the vector format described as:

«  Zn.{Q,D,S, H,B}.

Table A1-3 SVE elements in AArch64 state

Mnemonic Element size

B 8 bits

H 16 bits
S 32 bits
D 64 bits
Q 128 bits

Figure A1-5 shows the vector formats of an SVE scalable vector register containing:
. A configurable-length vector, where the Effective SVE vector length is 256 bits.

. A fixed-length 128-bit Advanced SIMD vector.
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Figure A1-5 SVE vectors, and Advanced SIMD vectors, in an SVE scalable vector register

A1.4.3 Half-precision floating-point formats

The Arm architecture supports two half-precision floating-point formats:
. IEEE half-precision, as described in the IEEE 754-2008 standard.

. Arm alternative half-precision format.

Note
BFloat16 is not a half-precision floating-point format, see BFloat16 floating-point format.

Both formats can be used for conversions to and from other floating-point formats. FPCR.AHP controls the format
in AArch64 state and FPSCR.AHP controls the format in AArch32 state. FEAT FP16 adds half-precision
data-processing instructions, which always use the IEEE format. These instructions ignore the value of the relevant
AHP field, and behave as if it has an Effective value of 0. All SVE half-precision data-processing instructions,
including conversions, ignore the value of FPCR.AHP, and behave as if it has an Effective value of 0.
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The description of IEEE half-precision includes Arm-specific details that are left open by the standard, and is only
an introduction to the formats and to the values they can contain. For more information, especially on the handling
of infinities, NaNs, and signed zeros, see the IEEE 754 standard.

For both half-precision floating-point formats, the layout of the 16-bit format is the same. The format is:

1514 10 9 0

S exponent fraction

The interpretation of the format depends on the value of the exponent field, bits[14:10] and on which half-precision
format is being used.

0 < exponent < 0x1F
The value is a normalized number and is equal to:
(—1)S x 2(exponent-15) x (1.fraction)
The minimum positive normalized number is 2-14, or approximately 6.104 - 10-5.
The maximum positive normalized number is (2 — 2-10) x 215 or 65504.

Larger normalized numbers can be expressed using the alternative format when the
exponent == Ox1F.

exponent ==

The value is either a zero or a denormalized number, depending on the fraction bits:

fraction ==

The value is a zero. There are two distinct zeros:
+0 when S==0.
-0 when S==1.
fraction !=0
The value is a denormalized number and is equal to:
(=1)S x 2-14 x (0.fraction)
The minimum positive denormalized number is 2-24, or approximately 5.960 x 10-8.

Half-precision denormalized numbers are not flushed to zero by default. When FEAT FP16 is
implemented, the FPCR.FZ16 bit controls whether flushing denormalized numbers to zero is
enabled for half-precision data-processing instructions. For details, see Flushing denormalized
numbers to zero.

exponent == Ox1F

The value depends on which half-precision format is being used:

IEEE half-precision

The value is either an infinity or a Not a Number (NaN), depending on the fraction bits:

fraction ==

The value is an infinity. There are two distinct infinities:

+infinity When S==0. This represents all positive numbers that are too
big to be represented accurately as a normalized number.

-infinity When S==1. This represents all negative numbers with an
absolute value that is too big to be represented accurately as a
normalized number.
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fraction !=0
The value is a NaN, and is either a quiet NaN or a signaling NaN.
The two types of NaN are distinguished by their most significant fraction
bit, bit[9]:

bit[9] == 0 The NaN is a signaling NaN. The sign bit can take any value,
and the remaining fraction bits can take any value except all
ZEeros.

bit[9] ==1 The NaN is a quiet NaN. The sign bit and remaining fraction
bits can take any value.

Alternative half-precision

The value is a normalized number and is equal to:
-18 x 216 x (1.fraction)

The maximum positive normalized number is (2-2-10) x 216 or 131008.

A14.4 Single-precision floating-point format

The single-precision floating-point format is as defined by the IEEE 754 standard.

This description includes Arm-specific details that are left open by the standard. It is only intended as an
introduction to the formats and to the values they can contain. For full details, especially of the handling of infinities,
NaNs, and signed zeros, see the IEEE 754 standard.

A single-precision value is a 32-bit word with the format:

3130

23 22 0

S

exponent

fraction

The interpretation of the format depends on the value of the exponent field, bits[30:23]:

0 < exponent < 0xFF

The value is a normalized number and is equal to:

(—1)S x 2(exponent - 127) x (1 fraction)

The minimum positive normalized number is 2-126, or approximately 1.175 x 10-38,

The maximum positive normalized number is (2 — 2-23) x 2127 or approximately 3.403 x 1038,

exponent ==

The value is either a zero or a denormalized number, depending on the fraction bits:

fraction ==

The value is a zero. There are two distinct zeros:
+0 When S==0.

-0 When S==1.

These usually behave identically. In particular, the result is equal if +0 and —0 are
compared as floating-point numbers. However, they yield different results in some
circumstances. For example, the sign of the infinity produced as the result of dividing
by zero depends on the sign of the zero. The two zeros can be distinguished from each
other by performing an integer comparison of the two words.

fraction !=0

The value is a denormalized number and is equal to:

(=1)S x 2-126 x (0.fraction)
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The minimum positive denormalized number is 2-149, or approximately 1.401 x 1045,

Denormalized numbers are always flushed to zero in Advanced SIMD processing in AArch32 state.
They are optionally flushed to zero in floating-point processing and in Advanced SIMD processing
in AArch64 state. For details, see Flushing denormalized numbers to zero.

exponent == OxFF

The value is either an infinity or a Not a Number (NaN), depending on the fraction bits:
fraction ==
The value is an infinity. There are two distinct infinities:

+infinity When S==0. This represents all positive numbers that are too big to be
represented accurately as a normalized number.

-infinity = When S==1. This represents all negative numbers with an absolute value
that is too big to be represented accurately as a normalized number.
fraction !=0
The value is a NaN, and is either a quiet NaN or a signaling NaN.
The two types of NaN are distinguished by their most significant fraction bit, bit[22]:

bit[22] ==
The NaN is a signaling NaN. The sign bit can take any value, and the
remaining fraction bits can take any value except all zeros.

bit[22] ==

The NaN is a quiet NaN. The sign bit and remaining fraction bits can take
any value.

For details of the default NaN, see Default NaN.
Note

NaNs with different sign or fraction bits are distinct NaNs, but this does not mean software can use floating-point
comparison instructions to distinguish them. This is because the IEEE 754 standard specifies that a NaN compares
as unordered with everything, including itself.

A1.4.5 Double-precision floating-point format

The double-precision floating-point format is as defined by the IEEE 754 standard. Double-precision floating-point
is supported by both SIMD and floating-point instructions in AArch64 state, and only by floating-point instructions
in AArch32 state.

This description includes implementation-specific details that are left open by the standard. It is only intended as an
introduction to the formats and to the values they can contain. For full details, especially of the handling of infinities,
NaNs, and signed zeros, see the IEEE 754 standard.

A double-precision value is a 64-bit doubleword, with the format:

63 62 52 51 32 31 0

{( ( ((
7 7 )T

S exponent fraction

{( (( Itd
7 7 )T

Double-precision values represent numbers, infinities, and NaNs in a similar way to single-precision values, with
the interpretation of the format depending on the value of the exponent:

0 < exponent < 0x7FF
The value is a normalized number and is equal to:

(=1)S x 2(exponent-1023) x (1 fraction)
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The minimum positive normalized number is 2-1022, or approximately 2.225 x 10-308,

The maximum positive normalized number is (2 — 2-52) x 21023 or approximately 1.798 x 10308,
exponent ==

The value is either a zero or a denormalized number, depending on the fraction bits:

fraction ==
The value is a zero. There are two distinct zeros that behave in the same way as the two
single-precision zeros:
+0 when S==0.
-0 when S==1.

fraction !=0
The value is a denormalized number and is equal to:
(-1)S x 271022 x (0.fraction)
The minimum positive denormalized number is 2-1074, or approximately 4.941 x 10324,
Optionally, denormalized numbers are flushed to zero in floating-point calculations. For details, see
Flushing denormalized numbers to zero.
exponent == Ox7FF

The value is either an infinity or a NaN, depending on the fraction bits:

fraction ==

The value is an infinity. As for single-precision, there are two infinities:
+infinity When S==0.
-infinity When S==1.

fraction !=0

The value is a NaN, and is either a quiet NaN or a signaling NaN.
The two types of NaN are distinguished by their most significant fraction bit, bit[51] of
the doubleword:
bit[51] ==
The NaN is a signaling NaN. The sign bit can take any value, and the
remaining fraction bits can take any value except all zeros.
bit[51] ==

The NaN is a quiet NaN. The sign bit and the remaining fraction bits can
take any value.

For details of the default NaN, see Default NaN.

Note

NaNs with different sign or fraction bits are distinct NaNs, but this does not mean software can use floating-point
comparison instructions to distinguish them. This is because the IEEE 754 standard specifies that a NaN compares
as unordered with everything, including itself.

A1.4.6 BFloat16 floating-point format

BFloat16 is a 16-bit floating-point storage format that inherits many of its properties and behaviors from the IEEE
754 single-precision format described in Single-precision floating-point format.
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The BFloat16 format is:

1514 7 6 0

S exponent fraction

0 < exponent < 0xFF

The value is a normalized number and is equal to:
(—1)8 x 2(exponent-127) x (] fraction)
The minimum positive normalized number is 2-126, or approximately 1.175 - 10-38,

The maximum positive normalized number is (2 — 2-7) x 2127 or approximately 3.390 - 1038,

exponent ==

The value is either a zero or a denormalized number, depending on the fraction bits:

fraction ==

The value is a zero. There are two distinct zeros:
+0 when S==0.

-0 when S==1.
These usually behave identically. However, they yield different results in some
circumstances. For example, the sign of the result produced as the result of multiplying
by zero depends on the sign of the zero. The two zeros can be distinguished from each
other by performing an integer bitwise comparison of the two halfwords.

fraction !=0
The value is a denormalized number and is equal to:
(=1)S x 2-126 x (0.fraction)

The minimum positive denormalized number is 2-133, or approximately 9.184 x 1041,

Denormalized numbers are always flushed to zero in Advanced SIMD processing in AArch32 state.
They are optionally flushed to zero in floating-point processing and in Advanced SIMD processing
in AArch64 state. For details, see Flushing denormalized numbers to zero.

exponent == OxFF

The value is either an infinity or a Not a Number (NaN), depending on the fraction bits:

fraction ==
The value is an infinity. There are two distinct infinities:

+infinity When S==0. This represents all positive numbers that are too big to be
represented accurately as a normalized number.

-infinity = When S==1. This represents all negative numbers with an absolute value
that is too big to be represented accurately as a normalized number.
fraction !=0
The value is a NaN, and is either a quiet NaN or a signaling NaN.
The two types of NaN are distinguished by their most significant fraction bit, bit[6]:

bit[6] == 0 The NaN is a signaling NaN. The sign bit can take any value, and the
remaining fraction bits can take any value except all zeros.

bit[6] == 1 The NaN is a quiet NaN. The sign bit and remaining fraction bits can take
any value.
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BFloat16 values are 16-bit halfwords that software can convert to single-precision format, by appending 16 zero
bits, so that single-precision arithmetic instructions can be used. A single-precision value can be converted to a
BFloat16 value, either by:

. Truncating, by removing the least significant 16 bits.
. Using the BFloat16 conversion instructions, see Floating-point single-precision to BFloatl6 conversion
instruction.
See also:
. Summary of BFloatl6 instruction behaviors.
A1.4.7 Conversion between floating-point and fixed-point values

The Arm architecture supports the conversion of a scalar floating-point value to or from a signed or unsigned
fixed-point value in a general-purpose register. Conversion instructions take an argument, #fbits, that specifies the
number of fraction bits in the fixed-point number. That is, #fbits indicates that the general-purpose register holds a
fixed-point number with fbits bits after the binary point, where fbits is in the range 1 to 64 for a 64-bit
general-purpose register, or 1 to 32 for a 32-bit general-purpose register:

. For a 64-bit register Xq:

—  The integer part is X4[63:#fbits].

—  The fractional part is X[ (#fbits-1):0].
. For a 32-bit register Wq or Ry:

—  The integer part is Wq[31:#fbits] or Rq[3 1:#{bits].

—  The fractional part is Wy[(#1bits-1):0] or Ry[ (#1bits-1):0].
These instructions can cause the following floating-point exceptions:

Invalid Operation =~ When the floating-point input is NaN or Infinity or when a numerical value cannot be
represented within the destination register.

Inexact When the numeric result differs from the input value.

Input Denormal When flushing denormalized numbers to zero is enabled and the denormal input is replaced
by a zero, see Flushing denormalized numbers to zero and Input Denormal exceptions.

Note

An out of range fixed-point result is saturated to the destination size.

For more information, see Floating-point exceptions and exception traps.

A1.4.8 Polynomial arithmetic over {0, 1}

Some SIMD instructions that operate on SIMD&FP registers can operate on polynomials over {0, 1}, see Supported
data types. The polynomial data type represents a polynomial in x of the form b,_x2-1 + ... + b;x + by where by is
bit[k] of the value.

The coefficients 0 and 1 are manipulated using the rules of Boolean arithmetic:

< 0+0=1+1=0.
«  0+1=1+0=1
« 0x0=0x1=1x0=0.

. Ix1=1.
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That is:
. Adding two polynomials over {0, 1} is the same as a bitwise exclusive-OR.
. Multiplying two polynomials over {0, 1} is the same as integer multiplication except that partial products are

exclusive-ORed instead of being added.
A64, A32, and T32 provide instructions for performing polynomial multiplication of 8-bit values.
. For AArch32, see VMUL (integer and polynomial) and VMULL (integer and polynomial).
. For AArch64, see PMUL and PMULL, PMULL?.
The Cryptographic Extension adds the ability to perform long polynomial multiplies of 64-bit values. See PMULL,
PMULL?.
A1.4.8.1 Pseudocode description of polynomial multiplication
In pseudocode, polynomial addition is described by the EOR operation on bitstrings.

Polynomial multiplication is described by the PoTlynomialMu1t() function defined in Chapter J1 Armv8 Pseudocode.
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Floating-point support

The architecture includes the following types of floating-point instructions:

Scalar floating-point instructions that operate on the lowest numbered element of the SIMD&FP registers.
Advanced SIMD floating-point instructions that operate on multiple elements of the SIMD&FP registers.

If FEAT SVE is implemented, AArch64 SVE instructions that operate on multiple elements of the SVE
scalable vector registers, in which the SIMD&FP registers occupy the least significant 128 bits.

If FEAT SME is implemented, AArch64 SME instructions that operate on multiple elements of the SVE
scalable vector registers and the Z4 storage.

The architecture can provide the following levels of floating-point support:

No floating-point support. This option is licensed only for implementations targeting specialized markets.
Advanced SIMD and floating-point support.
SVE, plus Advanced SIMD and floating-point support.

SME and SVE, plus Advanced SIMD and floating-point support.

Note

All Armv8-A systems that support standard operating systems with rich application environments provide hardware
support for Advanced SIMD and floating-point instructions. All Armv9-A systems that support standard operating
systems with rich application environments also provide hardware support for SVE2 instructions. It is a requirement
of the ARM Procedure Call Standard for AArch64, see Procedure Call Standard for the Arm 64-bit Architecture.

The architecture supports the following floating-point formats:

Table A1-4

AArch32 state AArch64 state

IEEE 754 half-precision Conversion instructions to and from IEEE 754 half-precision.

Supported for data processing if FEAT FP16 is implemented.

Arm alternative half-precision ~ Conversion instructions to and from non-IEEE 754 Arm alternative half-precision.

IEEE 754 single-precision Supported for scalar data processing. Supported for scalar and vector

data processing.
Supported for Advanced SIMD, with restrictions.

See Arm standard floating-point input and output
values.

IEEE 754 double-precision Supported for scalar data processing. Supported for scalar and vector

BFloatl6

data processing.
Not supported for Advanced SIMD.

Supported if FEAT AA32BF16 is implemented. Supported if FEAT BF16 is
implemented.

For many floating-point instructions, there are configurable behaviors, such as:

Configurable rounding modes. See Rounding.
Configurable trapping of floating-point exceptions. See Floating-point exceptions and exception traps.

Configurable non-IEEE 754 Default NaN behavior. See NaN handling and the Default NaN.
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. Configurable non-IEEE 754 flushing to zero of denormalized numbers. See Flushing denormalized numbers
to zero.

Floating-point computation using AArch32 Advanced SIMD instructions remains unchanged from Armv7. A32
and T32 Advanced SIMD floating-point instructions always use Arm standard floating-point arithmetic and
performs IEEE 754 floating-point arithmetic with the following restrictions:

. Denormalized numbers are flushed to zero, see Flushing denormalized numbers to zero.
. Only default NaNs are supported, see Default NaN.

. The Round to Nearest rounding mode is used.

. Untrapped floating-point exception handling is used for all floating-point exceptions.

If floating-point exception trapping is supported, then unless stated otherwise, when a floating-point exception is
not trapped, that exception causes a cumulative status register bit to be set to 1 and the operation produces a default
result. For more information, see Floating-point exceptions and exception traps.

In:

. AArch64 state, the Floating-point Control Register, FPCR, controls floating-point operation, and the
Floating-point Status Register, FPSR, returns floating-point status information.

. AArch32 state, there is a single Floating-Point Status and Control Register, FPSCR, combining the FPCR
and FPSR fields.

In AArch64 state, the PSTATE.{N,Z,C,V} condition flags are updated by floating-point comparison operations.
In AArch32 state, the FPSCR.{N,Z,C,V} condition flags are updated by floating-point comparison operations.

If FEAT FlagM2 is implemented, the AArch64 instructions AXFLAG and XAFLAG convert between the Arm
floating-point condition flags in PSTATE and an alternative format shown in Relationship between ARM format and
alternative format PSTATE condition flags.

Note
For additional details of AArch32 state floating-point support, see Advanced SIMD and floating-point support.

The remainder of this section contains:

. Instruction support.

. Floating-point standards, and terminology.

. Arm standard floating-point input and output values.
. Summary of BFloatl6 instruction behaviors.

. Flushing denormalized numbers to zero.

. NaN handling and the Default NaN

. Rounding

. Floating-point exceptions and exception traps
. Alternate BFloatl6 behaviors

. BFloat16 behaviors for instructions that compute sum-of-products

A1.5.1 Instruction support
The floating-point instructions support:

. Load and store for single elements and vectors of multiple elements.
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Note

Single elements are also referred to as scalar elements.

. Data processing on single and multiple elements.

. When FEAT FCMA is implemented, complex number arithmetic.

. Floating-point conversion between different levels of precision.
. Conversion between floating-point and integer types.
. Floating-point rounding.

For more information on floating-point instructions in AArch64 state, see Chapter C3 A64 Instruction Set Overview.

For more information on floating-point instructions in AArch32 state, see Chapter F2 The AArch32 Instruction Sets
Overview.

A1.5.2 Floating-point standards, and terminology

The Arm architecture includes support for all the required features of ANSI/IEEE Std 754-2008, [EEE Standard for
Binary Floating-Point Arithmetic, referred to as IEEE 754-2008. However, some terms in this Manual are based on
the 1985 version of this standard, referred to as IEEE 754-1985:

. Arm floating-point terminology generally uses the IEEE 754-1985 terms. This section summarizes how
IEEE 754-2008 changes these terms.

. References to IEEE 754 that do not include the issue year apply to either issue of the standard.

Table A1-5 shows how the terminology in this Manual differs from that used in IEEE 754-2008.

Table A1-5 Floating-point terminology

This manual IEEE 754-2008
Normalized 2 Normal
Denormal, or denormalized Subnormal

Round towards Minus Infinity (RM)  roundTowardsNegative

Round towards Plus Infinity (RP) roundTowardsPositive
Round towards Zero (RZ) roundTowardZero
Round to Nearest (RN) roundTiesToEven

Round to Nearest with Ties to Away ~ roundTiesToAway

Rounding mode Rounding-direction attribute

a. Normalized number is used in preference to normal number,
because of the other specific uses of normal in this Manual.

A1.5.3 Arm standard floating-point input and output values

The Arm architecture provides full IEEE 754 floating-point arithmetic support. In AArch32 state, floating-point
operations performed using Advanced SIMD instructions are limited to Arm standard floating-point operation,
regardless of the selected rounding mode in the FPSCR.
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Arm standard floating-point arithmetic supports the following input formats defined by the IEEE 754 floating-point
standard:

. Zeros.

. Normalized numbers.

. Denormalized numbers are flushed to 0 before floating-point operations, see Flushing denormalized numbers
to zero.

. NaNs.

. Infinities.

Arm standard floating-point arithmetic supports the Round to Nearest (roundTiesToEven) rounding mode defined
by the IEEE 754 standard.

Arm standard floating-point arithmetic supports the following output result formats defined by the IEEE 754
standard:

. Zeros.
. Normalized numbers.
. Results that are less than the minimum normalized number are flushed to zero, see Flushing denormalized

numbers to zero.

. NaNs produced in floating-point operations are always the default NaN, see Default NaN.
. Infinities.
Note

AArch64 Advanced SIMD floating-point arithmetic is performed using the rounding mode selected by the FPCR.

A1.5.4 Summary of BFloat16 instruction behaviors

BFloat16 instructions follow the floating-point behaviors shown in Table A1-6 and Table A1-7:

Table A1-6 Advanced SIMD and floating-point, and SVE, BFloat16 instruction behaviors

Behaviors when the PE is in Behaviors when the PE is not in
Streaming SVE mode Streaming SVE mode
Advanced BFCVT Behaves as: Floating-point behaviors in Follows single-precision behaviors.
SIMD & FP Streaming SVE mode.

This instruction also supports the Alternate BFloatl6 behaviors.

BFCVIN, BFCVIN2  If legal in Streaming SVE mode?, behave as ~ Follows single-precision behaviors.
BFMLALB, BFMLALT  Floating-point behaviors in Streaming SVE
mode.

These instructions also support the Alternate BFloat16 behaviors.

BFDOT, BFMMLA Iflegal in Streaming SVE mode?, behave as ~ Behave as BFloat16 behaviors for
BFloatl16 behaviors for instructions that instructions that compute sum-of-products.
compute sum-of-products.
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Table A1-6 Advanced SIMD and floating-point, and SVE, BFloat16 instruction behaviors (continued)

Behaviors when the PE is not in
Streaming SVE mode

Behaviors when the PE is in
Streaming SVE mode

SVE

BFADD, BFSUB

Behave as Floating-point behaviors in Follows single-precision behaviors.

BFMLA, BFMLS, Streaming SVE mode.

BFMUL

BFCLAMP Behave as both: Follows both:

BFMAX, BFMAXNM . Floating-point behaviors in . Single-precision behaviors.

BFMIN, BFMINNM Streaming SVE mode. . Additional behaviors described in the
. Additional behaviors described in the individual instruction descriptions.

individual instruction descriptions.

BFCVT, BFCVINT
BFMLALB, BFMLALT
BFMLSLB, BFMLSLT

Behave as Floating-point behaviors in
Streaming SVE mode.

Follows single-precision behaviors.

These instructions also support the Alternate BFloat16 behaviors.

BFDOT

BFMMLA

Behave as BFloat16 behaviors for instructions that compute sum-of-products.

Behaves as BFloat16 behaviors for
instructions that compute sum-of-products.

Iflegal in Streaming SVE mode?, behaves as
BFloatl6 behaviors for instructions that
compute sum-of-products.

a.

These instructions generate an SME illegal instruction exception in Streaming SVE mode if FEAT _SME_FA64 is not implemented
or not enabled at the current Exception level. See Streaming SVE mode and Rzrgp.

Table A1-7 SME BFloat16 instruction behaviors

SME

Behaviors in Streaming SVE mode
Behaviors when the PE is

not in Streaming SVE mode
ZA storage enabled ZA storage g
disabled
BFADD, BFMLA, BFMLS, BFSUB  Behave as Floating-point behaviors — Illegal? Illegal?
BFMOPA (non-widening) Jor instructions that target the SME
BFMOPS (non-widening) ZA array.
BFCLAMP Behave as both: Illegal?
BFMAX, BFMAXNM . Floating-point behaviors in Streaming SVE
BFMIN, BFMINNM mode.
. Additional behaviors described in the
instruction descriptions.
BFCVT, BFCVIN Behave as Floating-point behaviors in Streaming SVE ~ Tllegal?
mode.
These instructions also support the Alternate
BFloat16 behaviors.
BFDOT, BFVDOT Behave as BFloatl6 behaviors for Illegal2 Illegala
BFMOPA (widening) instructions that compute
BFMOPS (widening) sum-of-products.
BFMLAL Behave as Floating-point behaviors — 1llegal? Illegal®
BFMLSL for instructions that target the SME

ZA array.
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. The instructions generate an SME illegal instruction exception. See Streaming SVE mode and R zrcp.

Unless otherwise specified, BFloat16 instructions follow the behaviors defined in all of:
. Flushing denormalized numbers to zero.

. Rounding.

. Floating-point exceptions and exception traps

See also:

. Streaming SVE mode.

. ZA storage.

A1.5.5 Flushing denormalized numbers to zero

For this section if FEAT AFP is not implemented, the behavior is the same as if FPCR.AH == 0, FPCR.FIZ == 0,
and FPCR.NEP == 0.

Calculations involving denormalized numbers and Underflow exceptions can reduce the performance of
floating-point processing. For many algorithms, replacing the denormalized operands and intermediate results with
zeros can recover this performance, without significantly affecting the accuracy of the final result. Arm
floating-point implementations allow denormalized numbers to be flushed to zero to permit this optimization.

If a number value satisfies the condition @ < Abs(value) < MinNorm, it is treated as a denormalized number.

MinNorm is defined as follows:

. For half-precision numbers, MinNorm is 2-14.
. For single-precision and BFloat16 numbers, MinNorm is 2-126,
. For double-precision numbers, MinNorm is 2-1022,

Flushing denormals to zero is incompatible with the IEEE 754 standard, and must not be used when IEEE 754
compatibility is a requirement. Enabling flushing of denormals to zero must be done with care. Although it can
improve performance on some algorithms, there are significant limitations on its use. These are
application-dependent:

. On many algorithms, it has no noticeable effect, because the algorithm does not usually process denormalized
numbers.

. On other algorithms, it can cause exceptions to occur and can seriously reduce the accuracy of the results of
the algorithm.

A1.5.5.1 Flushing denormalized inputs to zero

If flushing denormalized inputs to zero is enabled for an instruction and a data type, and an input to that instruction
is a denormalized number of that data type, the input operand is flushed to zero, and its sign bit is not changed.

If a floating-point operation has a denormalized input that is flushed to zero, for all purposes within the instruction
other than calculating Input Denormal floating-point exceptions, all inputs that are denormalized numbers are
treated as though they were zero with the same sign as the input.

For floating-point instructions, if the instruction processes half-precision inputs, flushing denormalized inputs to
zero can be controlled as follows:

. If FPCR.FZ16 == 0, denormalized half-precision inputs are not flushed to zero.
. If FPCR.FZ16 == 1:

—  Denormalized half-precision inputs to data processing instructions are flushed to zero.
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—  Denormalized half-precision inputs to convert instructions are not flushed to zero.

If FPCR.FIZ == 1, or both FPCR.AH == 0 and FPCR.FZ == 1, then for floating-point instructions other than FABS
and FNEG, for all inputs other than half-precision, denormalized inputs are flushed to zero.

If FPCR.FZ ==0, for all inputs other than half-precision, FPCR.FZ does not cause denormalized inputs to be flushed
to zero, although other factors might cause denormalized inputs to be flushed to zero.

If FPCR.AH == 1, regardless of the value of FPCR.FIZ, all of the following instructions flush all input denormal
numbers to zero:

. The BFloatl6 instructions defined in Alternate BFloatl6 behaviors.

. Single-precision and double-precision instructions: FRECPE, FRECPS, FRECPX, FRSQRTE, and
FRSQRTS.

A1.5.5.2 Flushing denormalized outputs to zero

If a denormalized output is flushed to zero, the output is returned as zero with the same sign bit as the denormalized
output value.

If FPCR.AH == 0, the test for a denormalized number for the purpose of flushing the output to zero occurs before
rounding.

If FPCR.AH == 1, the test for a denormalized number for the purpose of flushing the output to zero occurs after
rounding using an unbounded exponent.

If FPCR.FZ == 0, then unless otherwise specified, for all outputs other than half-precision, FPCR.FZ does not cause
denormalized outputs to be flushed to zero, although other factors might cause denormalized outputs to be flushed
to zero.

If FPCR.FZ == 1, for all outputs other than half-precision, for floating-point instructions other than FABS, FNEG, FMAX,
FMAXP, FMAXV, FMIN, FMINP, FMINV, BFMIN, and BFMAX, denormalized outputs are flushed to zero.

If FPCR.EBF == 0, BFDOT, BFMMLA, BFVDOT, BFMOPA (widening), and BFMOPS (widening) instructions unconditionally
flush denormalized outputs to zero, as defined in BFloat16 behaviors for instructions that compute sum-of-products.

If FPCR.FZ16 == 0, denormalized half-precision outputs are not flushed to zero.

If FPCR.FZ16 == 1, for floating-point instructions other than FABS, FNEG, FMAX, FMAXP, FMAXV, FMIN, FMINP, FMINV, BFMIN,
and BFMAX, denormalized half-precision outputs are flushed to zero.

If FPCR.AH == 1, regardless of the value of FPCR.{FZ, FZ16}, denormalized outputs of FABS, FNEG, FMAX, FMAXP,
FMAXV, FMIN, FMINP, FMINV, BFMIN, and BFMAX, are not flushed to zero.

If FPCR.AH == 1, regardless of the value of FPCR.FZ, all of the following instructions flush all output denormal
numbers to zero:

. The BFloatl6 instructions defined in Alternate BFloatl6 behaviors.

. Single-precision and double-precision instructions: FRECPE, FRECPS, FRECPX, FRSQRTE, and
FRSQRTS.

A1.5.5.3 Flushing denormalized BFloat16 intermediate results to zero

BFloat16 arithmetic instructions BFDOT, BFMMLA, BFVDOT, BFMOPA (widening), and BFMOPS (widening) in AArch64 state,
and VDOT (by element), VDOT (vector), VMMLA in AArch32 state when working with BFloat16 inputs, convert
BFloat16 input values to IEEE single-precision format, and calculate N-way dot-products, accumulating the
products in single-precision accumulators. If one of these instructions processes an intermediate result that is a
single-precision denormalized number:

. If the instruction is one of AArch64 BFDOT, BFMMLA, BFVDOT, BFMOPA (widening), and BFMOPS (widening), the
intermediate result is unconditionally flushed to zero if FEAT EBF16 is not implemented or when
FPCR.EBF is 0. See BFloat16 behaviors for instructions that compute sum-of-products.
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. If the instruction is one of AArch32 VDOT (by element), VDOT (vector), VMMLA, the intermediate result
is unconditionally flushed to zero.

A1.5.6 NaN handling and the Default NaN

The IEEE 754 standard defines a NaN as a number with all exponent bits set to 1 and a nonzero number in the
mantissa, and specifies that the sign bit of a NaN has no significance.

The Arm architecture additionally defines:

. A BFloat16 NaN, that follows the encoding in BFloatl6 floating-point format.

. A Default NaN, compliant with the IEEE 754 standard, that follows the encoding in Table A1-8.
For a quiet NaN output derived from a signaling NaN operand, the most significant fraction bit is set to 1.

A PE is forbidden to generate a NaN whose value is strongly correlated to the values of non-NaN inputs as a
speculative result of a floating-point calculation not involving NaN inputs.

A1.5.6.1 Default NaN

A Default NaN is encoded as described in Table A1-8.

Table A1-8 Default NaN encodings

H If' isi ’
alf-precision Single-precision Double-precision BFloat16

IEEE Format
Sign bit if FPCRAH==0 0 0 0 0
Sign bit if FPCR.AH == 1 1 1 1
Exponent 0x1F OxFF Ox7FF OxFF
Fraction Bit[9] =1, Bit[22] ==1, Bit[51]==1, Bit[6] == 1,
bits[8:0] == 0 bits[21:0] == 0 bits[50:0] == 0 bits[5:0] ==
When FPCR.DN == 1, if any input to a floating-point operation is a NaN, the output is a Default NaN, unless the

instruction is one of the following:

. FABS, FNEG, FMAX, FMAXP, FMAXV, FMIN, FMINP, FMINV, BFMAX, and BFMIN. For these, see the individual instruction
descriptions for their Default NaN behavior.

Floating-point instructions that detect an Invalid Operation condition for a reason other than one of its inputs being
a NaN, produce a Default NaN as the result.

A1.5.6.2 NaN handling

The IEEE 754 standard does not specify which input NaN is used as the output NaN. Therefore, where the Arm
architecture specifies which input NaN to use, this is an addition to the requirements in the IEEE 754 standard.

Depending on the operation, the exact value of a derived quiet NaN output might have both a different sign and
different fraction bits from its source. See individual instruction descriptions for details.

A1.5.6.3 NaN propagation

If an output NaN is derived from one of the operands, how the input NaN propagates to the output depends on the
instruction and the number of operands.
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If an output NaN is derived from an input NaN and if the size of the output format is the same as the input format,
then all of the following apply:

. If the input NaN is a quiet NaN, the output NaN is derived from the input NaN.
. If the input NaN is a signaling NaN, the output NaN is derived as follows:

—  Ifthe handling of a signaling NaN by the instruction detects an Invalid Operation condition, the output
NaN is derived from a quietened version of the input NaN.

—  If the handling of a signaling NaN by the instruction does not detect an Invalid Operation condition,
the output NaN is derived from the input NaN.

If an output NaN is derived from an input NaN and if the size of the output format is larger than the input format,
all of the following apply:

. If the input NaN is a quiet NaN, the output NaN is the same as the input NaN except that the mantissa is
zero-extended in the low-order bit to fit the output format, and the exponent field is set to all ones.

. If the input NaN is a signaling NaN, the output NaN is the quieted version of the input NaN, except that the
mantissa is zero-extended in the low-order bits and the exponent field is set to all ones.

If an output NaN is derived from an input NaN and if the size of the output format is smaller than the input format,
all of the following apply:

. If the input NaN is a quiet NaN, the output NaN is the same as the input NaN except that the mantissa is
truncated in the lower-order bits to fit the output format, and the exponent field is set to all ones.

. If the input NaN is a signaling NaN, the output NaN is the quicted version of the input NaN except that the
mantissa is truncated in the lower-order bits to fit the output format, and the exponent field is set to all ones.

For the following descriptions, the term “first operand” and “second operand” relate to the left-to-right ordering of
the arguments of the pseudocode function that describes the operation.

If FPCR.DN == 0, for instructions that perform a floating-point operation, other than FABS, FNEG, FMAXx, and FMINx,
NaN outputs that derive from NaN inputs are derived as follows:

. If all of the following apply, an instruction outputs a quiet NaN derived from the first signaling NaN operand:
—  FPCR.AH==0.
—  Atleast one operand is a signaling NaN.
—  The instruction is not trapped.
. If all of the following apply, an instruction outputs a quiet NaN derived from the first NaN operand:
—  FPCR.AH==0.
— At least one operand is a NaN, but none of the operands is a signaling NaN.
—  The instruction is not trapped.
. If all of the following apply, the output is a quiet NaN derived from the NaN operand:
—  FPCR.AAH==1.
—  The operation has two floating-point inputs.
—  The operation has only one NaN operand.
. If all of the following apply, the output is a NaN derived from the <Zn>, <Vn>, <Hn>, <Sn>, or <Dn> registers:
— FPCR.AAH==1.

—  The operation has two floating-point inputs.
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—  The operation has two NaN operands.

If all of the following apply, the output is a NaN derived from the NaN held in the <Zn>, <Vn>, <Hn>, <Sn>, or
<Dn> registers:

—  FPCRAH==

—  The instruction is one of: BFMLALB, BEMLALT (by element), BFMLALB, BEMLALT (vector),
FCMLA, FMADD, FMLA (by element), FMLA (vector), FMLAL, FMLAL2 (by element), FMLAL,
FMLAL2 (vector), FMLS (by element), FMLS (vector), FMLSL, FMLSL2 (by element), FMLSL,
FMLSL2 (vector), FMSUB, FNMADD, and FNMSUB.

—  One of the following applies:
—  The operation has three NaN operands.

—  The operation has two NaN operands and the <Zn>, <Vn>, <Hn>, <Sn> or <Dn> register holds a
NaN.

If all of the following apply, the output is a NaN derived from the NaN held in the <Zm>, <Vm>, <Hm>, <Sm>, or
<Dm> registers:

— FPCR.AH==

—  The instruction is one of: BFMLALB, BFMLALT (by element), BFMLALB, BFMLALT (vector),
FCMLA, FMADD, FMLA (by element), FMLA (vector), FMLAL, FMLAL2 (by element), FMLAL,
FMLAL2 (vector), FMLS (by element), FMLS (vector), FMLSL, FMLSL2 (by element), FMLSL,
FMLSL2 (vector), FMSUB, FNMADD, and FNMSUB.

—  The operation has two NaN operands and the <Zn>, <Vn>, <Hn>, <Sn> or <Dn> register does not hold a
NaN.

If FPCR.AH == 0, and an output NaN is derived from an input NaN, the pseudocode functions FPAbs(), FPNeg(),
BFNeg(), FPTrigMAdd(), and FPTrigSSel() can change the sign of the NaN,

If FPCR.AH == 1, and an output NaN is derived from an input NaN, for all cases, the sign bit of the NaN is
unchanged.

For FMAXx, FMINx, BFMAX:x, BFMIN«, FCLAMP, and BFCLAMP, the NaN handling is described in the instruction description.

The rounding mode specifies how the exact result of a floating-point operation is rounded to a value in the
destination format.

The rounding mode is either determined by the rounding mode control field FPCR.RMode or by the instruction.

If FPCR.AH == 1, for any value of FPCR.RMode, the following instructions use Round to Nearest on outputs:

The BFloatl6 instructions defined in Alternate BFloatl6 behaviors.

Single-precision and double-precision instructions FRECPE, FRECPS, FRECPX, FRSQRTE, and
FRSQRTS.

Half-precision instructions FRECPE, FRECPS, FRECPX, FRSQRTE, and FRSQRTS.

FPCR.RMode can select one of:

Round to Nearest (RN) mode.
Round towards Plus Infinity (RP) mode.
Round towards Minus Infinity (RM) mode.

Round towards Zero (RZ) mode.
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The following additional rounding behaviors are not selected by FPCR.RMode, but are used by some instructions:
. Round to Odd.

. Round to Nearest with Ties to Away.

A1.5.7.1 Round to Nearest (RN) mode

Round to Nearest rounding mode rounds the exact result of a floating-point operation to a value that is representable
in the destination format as follows:

. If the value before rounding has an absolute value that is too large to represent in the output format, the
rounded value is an Infinity. The sign of the rounded value is the same as the sign of the value before
rounding.

. If the value before rounding has an absolute value that is not too large to represent in the output format, the

result is calculated as follows:

—  If the two nearest floating-point numbers bracketing the value before rounding are equally near, the
result is the number with an even least significant digit.

—  If the two nearest floating-point numbers bracketing the value before rounding are not equally near,
the result is the floating-point number nearest to the value before rounding.

A1.5.7.2 Round towards Plus Infinity (RP) mode

Round towards Plus Infinity rounding mode rounds the exact result of a floating-point operation to a value that is
representable in the destination format. The result is the floating-point number in the output format that is closest to
and not less than the value before rounding. The result can be plus infinity.

A1.5.7.3 Round towards Minus Infinity (RM) mode

Round towards Minus Infinity rounding mode rounds the exact result of a floating-point operation to a value that is
representable in the destination format. The result is the number in the output format that is closest to and not greater
than the value before rounding. The result can be minus infinity.

A1.5.7.4 Round towards Zero (RZ) mode

Round towards Zero rounding mode rounds the exact result of a floating-point operation to a value that is
representable in the destination format. The result is the floating-point number in the output format that is closest to
and not greater in absolute value than the value before rounding.

A1.5.7.5 Round to Nearest with Ties to Away

Round to Nearest with Ties to Away rounds the exact result of a floating-point operation to a value that is
representable in the destination format. The result is calculated as follows:

. If the two nearest floating-point numbers bracketing the value before rounding are equally near, the result is
the number with the largest absolute value.

. If the two nearest floating-point numbers bracketing the value before rounding are not equally near, the result
is the floating-point number nearest to the value before rounding.

Round to Nearest with Ties to Away rounding is used by FCVTAS (scalar), FCVTAS (vector), FCVTAU (scalar),
FCVTAU (vector), FRINTA (scalar), and FRINTA (vector).

A1.5.7.6 Round to Odd

Round to Odd is not defined by IEEE 754.
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Round to Odd rounds the exact result of a floating-point operation to a value that is representable in the destination
format. If the result of the rounding is inexact, the least significant bit of the mantissa is forced to 1.

The following instructions use Round to Odd:
. BFloat16 instructions defined in BFloat16 behaviors for instructions that compute sum-of-products.

. FCVTXN, FCVTXN2, FCVTX, and FCVTXNT, for which Round to Odd rounding can avoid double
rounding errors when a floating-point value is converted to a lower precision destination format through an
intermediate precision format.

Example A1-1 Converting 64-bit floating-point format to 16-bit floating-point format

A 64-bit floating-point value can be converted to a correctly rounded 16-bit floating-point value using the following
steps:

1. Use an FCVTXN instruction to produce a 32-bit value.

2. Use another instruction with the required rounding mode to convert the 32-bit value to the final 16-bit
floating-point value.

A1.5.8 Floating-point exceptions and exception traps

Execution of a floating-point instruction, or execution of an Advanced SIMD, SVE, or SME instruction that
performs floating-point operations, can generate an exceptional condition, called a floating-point exception.

Predicated SVE floating-point instructions only generate floating-point exceptions in response to floating-point
operations performed on Active elements.

Note

In AArché64 state, an Advanced SIMD, SVE, or SME instruction that operates on floating-point values can perform
multiple floating-point operations. Therefore, this section describes the handling of a floating-point exception on an
operation, rather than on an instruction.

The architecture does not support asynchronous reporting of floating-point exceptions.

For each of the following floating-point exceptions, it is IMPLEMENTATION DEFINED whether an implementation
includes synchronous exception generation:

. Input Denormal.
. Inexact.

. Underflow.

. Overflow.

. Divide by Zero.
. Invalid Operation.

If an implementation does not support synchronous exception generation from a floating-point exception, then that
synchronous exception is never generated and all statements about synchronous exception generation from that
floating-point exception do not apply to the implementation.

Synchronous exception generation by floating-point exceptions is enabled using the FPCR as follows:

. For each floating-point exception that supports synchronous exception generation, the relevant control bit
chosen from FPCR.{IDE, IXE, UFE, OFE, DZE, IOE} is used to enable synchronous exception generation.

ARM DDI 0487K.a
ID032224

Copyright © 2013-2024 Arm Limited or its affiliates. All rights reserved. A1-70
Non-Confidential



Introduction to the Arm Architecture
A1.5 Floating-point support

. For each floating-point exception that does not support synchronous exception generation, the relevant bit
chosen from FPCR.{IDE, IXE, UFE, OFE, DZE, IOE} is RAZ/WI.

A1.5.8.1 Operations that do not generate floating-point exceptions

The BFloat16 instructions defined in BFloatl6 behaviors for instructions that compute sum-of-products do not
generate floating-point exceptions.

The SME instructions defined in Floating-point behaviors for instructions that target the SME ZA array do not
generate floating-point exceptions.

If FPCR.AH is 1, all of the following instructions do not generate any floating-point exceptions regardless of their
input values:

. The BFloat16 instructions defined in Alternate BFloatl6 behaviors.

. Single-precision, double-precision and half-precision instructions FRECPE, FRECPS, FRECPX,
FRSQRTE, and FRSQRTS.

. Floating-point to integer and floating-point rounding instructions: FCVTMS (scalar), FCVTMS (vector),
FCVTMU (scalar), FCVTMU (vector), FCVTNS (scalar), FCVTNS (vector), FCVTNU (scalar), FCVTNU
(vector), FCVTPS (scalar), FCVTPS (vector), FCVTPU (scalar), FCVTPU (vector), FCVTZS (scalar,
fixed-point), FCVTZS (scalar, integer), FCVTZS (vector, fixed-point), FCVTZS (vector, integer), FCVTZU
(scalar, fixed-point), FCVTZU (scalar, integer), FCVTZU (vector, fixed-point), FCVTAS (scalar), FCVTAS
(vector), FCVTAU (scalar), FCVTAU (vector), FCVTZS (scalar, fixed-point), FCVTZS (scalar, integer),
FCVTZS (vector, fixed-point), FCVTZS (vector, integer), FRINTA (scalar), FRINTA (vector), FRINTZ
(scalar), FRINTZ (vector), FRINTM (scalar), FRINTM (vector), FRINTP (scalar), FRINTP (vector),
FRINTN (scalar), FRINTN (vector), FRINTX (scalar), FRINTX (vector), FRINTI (scalar), FRINTI (vector),
FRINT32X (scalar), FRINT32X (vector), FRINT32Z (scalar), FRINT32Z (vector), FRINT64X (scalar),
FRINT64X (vector), FRINT64Z (scalar), and FRINT64Z (vector).

All the following apply to FPAbs(), FPNeg(), and BFNeg():
. They cannot generate floating-point exceptions.
. The floating-point behavior described in the Flushing denormalized numbers to zero does not apply to them.

. The floating-point behavior described in the section NaN handling and the Default NaN does not apply to
them.

. When FPCR.AH is 1, the sign of a NaN input is not changed. When FPCR.AH is 0, the sign of a NaN input
can be changed.

A1.5.8.2 Input Denormal exceptions

The cumulative floating-point exception bit FPSR.IDC, and the trap enable bit FPCR.IDE both relate to Input
Denormal exceptions.

If a denormalized input is flushed to zero, the occurrence of the Input Denormal exception is determined using the
value before flushing.

If a denormalized input is flushed to zero, and FPCR.AH is 0, all floating-point exceptions, except Input Denormal,
are determined by treating the input value that is flushed to zero as zero.

If a denormalized input is flushed to zero, and FPCR.AH is 1, an Input Denormal exception is not generated, and
other floating-point exceptions are determined by treating the input value that is flushed to zero as zero.

When a half-precision floating-point or BFloat16 value is flushed to zero, an Input Denormal exception is not
generated.

If FPCR.AH is 0, when a single-precision or double-precision floating-point input is flushed to zero, an Input
Denormal exception is generated.
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If FPCR.AH is 1, and FPCR.FIZ is 0, if and only if none of the following apply, any operation with a denormalized
floating-point input generates an Input Denormal exception:

. One of the other operands of the instruction is a NaN.
. The operation generates an Invalid Operation floating-point exception.
. The operation generates a Divide-by-Zero floating-point exception.

. The instruction that generated the operation was one of: BFCVT, BFCVTN, BFCVTN2, and BFCVTNT.

. The denormalized floating-point input is BFloat16.
. The denormalized floating-point input is half-precision.
. The denormalized floating-point input is flushed to zero.

If FPCR.AH is 1, or FPCR.FZ is 0, when FPCR.FIZ causes flushing of a denormalized number, an Input Denormal
Exception is not generated.

A1.5.8.3 Inexact exceptions

The cumulative floating-point exception bit FPSR.IXC and the trap enable bit FPCR.IXE both relate to Inexact
exceptions.

If a denormalized output is flushed to zero, all of the following apply:
. If FPCR.AH is 1, an Inexact exception is generated.
. If FPCR.AH is 0, an Inexact exception is not generated.

If a result is not flushed to zero, and the result does not equal the result computed with unbounded exponent range
and unbounded precision, then an Inexact exception is generated.

A1.5.8.4 Underflow exceptions

The cumulative floating-point exception bit FPSR.UFC, and the trap enable bit FPCR.UFE both relate to Underflow
exceptions.

If FPCR.AH is 0, for the purpose of underflow floating-point exception generation, a denormalized number is
detected before rounding is applied.

If FPCR.AH is 1, for the purpose of underflow floating-point exception generation, a denormalized number is
detected after rounding with an unbounded exponent.

If the result of a floating-point operation is a denormalized number that is not flushed to zero, then:
. If FPCR.UFE is 0, and the result is inexact, then the underflow floating-point exception is generated.
. If FPCR.UFE is 1, then the underflow floating-point exception is generated.

If the result of a floating-point operation is a denormalized number that is flushed to zero, then the Underflow
floating-point exception is not generated.

A1.5.8.5 Overflow exceptions

The cumulative floating-point exception bit FPSR.OFC, and the trap enable bit FPCR.OFE both relate to Overflow
exceptions.

If the output of an instruction rounded with an unbounded exponent is greater than the maximum normalized
number for the output precision, an overflow exception is generated.
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If an untrapped Overflow exception is generated, the result is determined by the selected rounding behavior and the
sign of the result before rounding as follows:

. Round to Nearest carries all overflows to infinity with the sign of the result before rounding.

. Round towards Plus Infinity carries negative overflows to the most negative finite number of the output
precision, and carries positive overflows to plus infinity.

. Round towards Minus Infinity carries positive overflows to the largest finite number of the output precision,
and carries negative overflows to minus infinity.

. Round towards Zero carries all overflows to the output precision’s largest finite number with the sign of the
result before rounding.

. Round to Nearest Ties to Away carries all overflows to infinity with the sign of the result before rounding.

. Round to Odd, when used by convert instructions, carries all overflows to the output precision’s largest finite
number with the sign of the result before rounding.

. Round to Odd, when used by some BFloat16 instructions, carries all overflows to infinity with the sign of the
result before rounding.

A1.5.8.6 Divide by Zero exceptions

The cumulative floating-point exception bit FPSR.DZC, and the trap enable bit FPCR.DZE both relate to Divide by
Zero exceptions.

If a floating-point operation divides a finite nonzero number by zero, a Divide by Zero exception is generated.

If a floating-point operation divides a finite nonzero number by zero, and the Divide by Zero exception is untrapped,
the result is a correctly signed infinity.

A1.5.8.7 Invalid Operation exceptions

The cumulative floating-point exception bit FPSR.IOC, and the trap enable bit FPCR.IOE both relate to Invalid
Operation exceptions.

For any floating-point instruction that performs a floating-point operation, if any of the following apply, the
instruction generates an Invalid Operation exception:

. At least one operand is a signaling NaN.

. Magnitude subtraction of infinities.

. Multiplying a zero by an infinity.

. Dividing a zero by a zero.

. Dividing an infinity by an infinity.

. Square root of an operand that is less than zero.

If the input is one of: a quiet NaN, an infinity, or a number that overflows the values that can be represented in the
output format, and if another exception is not generated to signal the condition, then a conversion from
floating-point to either integer or fixed-point format, generates an Invalid Operation exception.

For the signaling compare instructions FCMPE and FCCMPE, if either of the source operands is any type of NaN,
the instruction generates an Invalid Operation floating-point exception.

If FPCR.AH is 1, for FMAX (vector), FMAX (scalar), FMAXP (scalar), FMAXP (vector), FMAXV, FMIN
(vector), FMIN (scalar), FMINP (scalar), FMINP (vector), FMINV, BFMAX, and BFMIN, if either input is any
type of NaN, then an Invalid Operation floating-point exception is generated.

ARM DDI 0487K.a
ID032224

Copyright © 2013-2024 Arm Limited or its affiliates. All rights reserved. A1-73
Non-Confidential



Introduction to the Arm Architecture
A1.5 Floating-point support

A1.5.8.8 Handling floating-point exceptions

If an implementation supports synchronous exception generation for floating-point exceptions, the synchronous
exceptions generated by the floating-point exception traps are taken to the lowest Exception level that can handle
such an exception and that is not at a lower Exception level than where the exception was generated.

If an implementation supports synchronous exception generation for floating-point exceptions in AArch64 state, all
of the following apply:

. The registers that are presented to the exception handler are consistent with the state of the PE immediately
before the instruction that caused the exception, except that an implementation is permitted to not restore the
cumulative floating-point exception bits in the event of such an exception.

. When the execution of separate operations in separate SIMD elements causes multiple floating-point
exceptions, the ESR_ELx reports one exception associated with one element that the instruction uses. The
architecture does not specify which element is reported.

The AArch64.FPTrappedException() and FPProcessException() pseudocode functions describe the handling of
trapped floating-point exceptions generated in AArch64 state.

A1.5.8.9 Combinations of floating-point exceptions

More than one floating-point exception can occur on the same operation. The only combinations of floating-point
exceptions that can occur are:

. Overflow with Inexact.

. Underflow with Inexact.

. If FPCR.AH is 0, Input Denormal with any other floating-point exceptions.
. If FPCR.AH is 1, Input Denormal with Inexact, Underflow, or Overflow.

If two floating-point exceptions occur on the same operation, the Input Denormal exception is treated as highest
priority and the Inexact exception is treated as lowest priority.

Some floating-point instructions specify more than one floating-point operation, this is indicated by the pseudocode
descriptions of the instruction. In these cases, it is possible for one instruction to generate multiple exceptions.
Multiple exceptions from one instruction are prioritized as follows:

. If an exception generating operation outputs a result that is used by a second exception generating operation,
the exception generated by the operation that outputs the result is treated as higher priority than the exception
generated by the second operation that uses the result.

. If exception generating operations do not use the outputs of other exception generating operations, it is
CONSTRAINED UNPREDICTABLE which floating-point exception is treated as higher priority. The exception
prioritized might differ between different instances of the same two floating-point exceptions being generated
on the same operation during execution of the instruction.

. A trapped Underflow exception has priority over a trapped inexact exception.

If none of the floating-point exceptions caused by an operation is trapped, any floating-point exception that occurs
causes the associated cumulative exception flag bit in the FPSR to be set to 1.

When a floating-point exception is trapped, all of the following apply:

. When the trapped floating-point exception is taken, it is IMPLEMENTATION DEFINED whether the FPSR is
restored to the value of the FPSR immediately before the instruction that generated the trapped floating-point
exception.

When the trapped floating-point exception is taken, if the FPSR is not restored, it is CONSTRAINED
UNPREDICTABLE which untrapped floating-point exceptions, if any, are indicated by the corresponding FPSR
cumulative exception flag bits having the value 1.
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. In the ESR_ELx to which the trapped exception is taken all of the following apply:
—  The highest priority trapped floating-point exception has a floating-point exception trapped bit set to 1.

—  Ifany other untrapped floating-point exceptions are generated by the same operation, each untrapped
exception has a floating-point exception trapped bit set to 0. This applies to both higher priority and
lower priority untrapped floating-point exceptions.

—  If any lower priority trapped floating-point exceptions are generated by the same operation, for each
exception, it is CONSTRAINED UNPREDICTABLE whether the floating-point exception trapped bit is set
to 1.

The architectural requirements for floating-point exception prioritization apply only to multiple floating-point
exceptions generated on the same element of an Advanced SIMD, SVE or SME operation. For trapped
floating-point exceptions from Advanced SIMD, SVE or SME instructions, the architecture does not define the
floating-point exception prioritization between different elements of the instruction.

A1.59 Alternate BFloat16 behaviors

The behaviors in this section apply to the following instructions:

. Advanced SIMD&FP: BFCVT, BFCVTN, BFCVTN2, BFMLALB, BFMLALT.

. SVE: BFCVT, BFCVTNT, BFMLALB, BFMLALT, BFMLSLB, BFMLSLT.

. SME: BFCVT, BFCVTN, BFMLAL, BFMLSL.

Table A1-6 and Table A1-7 describe when these instructions are legal.

When FPCR.AH is 1, the instructions:

. Produce the expected IEEE 754 default result but do not update the FPSR cumulative exception flag bits.
. Disable trapped floating-point exceptions, as if FPCR.{IDE, IXE, UFE, OFE, DZE, IOE} are all 0.

. Use Round to Nearest Even, ignoring FPCR.RMode.

. Flush denormalized inputs and outputs to zero, as if FPCR.{FZ, FIZ} is {1, 1}.

A1.5.10 BFloat16 behaviors for instructions that compute sum-of-products

The behaviors in this section apply to the following instructions:

. Advanced SIMD: BFDOT and BFMMLA.

. SVE: BFDOT and BFMMLA.

. SME: BFMOPA (widening) and BFMOPS (widening), and SME2 BFDOT and BFVDOT.
Table A1-6 and Table A1-7 describe when these instructions are legal.

When FPCR.EBF is 0, the instructions:

. Perform unfused two-way sum-of-products for each pair of adjacent BFloat16 elements in
the source vectors, with rounding of all intermediate products and sums.

. Ignore FPCR.RMode and use non-IEEE 754 Round to Odd behavior. See Round to Odd.
. Flush denormalized inputs and outputs to zero, as if FPCR.{FZ, FIZ} is {1, 1}.

. Disable alternative floating-point behaviors, as if FPCR.AH is 0.
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When FPCR.EBF is 1, the instructions:

.

Perform a fused two-way sum-of-products for each pair of adjacent BFloat16 elements in the
source vectors, without rounding of the intermediate products, but rounding the
single-precision sum before addition to the single-precision accumulator element.

Honor FPCR.RMode, supporting all four IEEE 754 rounding modes.
Honor FPCR.{FZ, FIZ}.

Honor FPCR.AH.

Regardless of the value of FPCR.EBF, the instructions:

Produce the expected IEEE 754 single-precision default result but do not update the FPSR
cumulative exception flag bits.

Disable trapped floating-point exceptions, as if FPCR.{IDE, IXE, UFE, OFE, DZE, IOE} are
all 0.

Generate an intermediate sum-of-products of the same infinity when there are infinite
products all with the same sign.

Generate an intermediate sum-of-products that is a Default NaN when any of the following
are true:

—  Any multiplier input is a NaN.
—  Any product is infinity x 0.0.
—  Both products are infinity of differing signs.

Generate a Default NaN, as if FPCR.DN is 1.
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A1.6 The Arm memory model

The Arm memory model supports:

. Generating an exception on an unaligned memory access.

. Restricting access by applications to specified areas of memory.

. Translating virtual addresses (VAs) provided by executing instructions to physical addresses (PAs).
. Altering the interpretation of multi-byte data between big-endian and little-endian.

. Controlling the order of accesses to memory.

. Controlling caches and address translation structures.

. Synchronizing access to shared memory by multiple PEs.

. Barriers that control and prevent speculative access to memory.

VA support depends on the Execution state, as follows:

AArch64 state

Supports 64-bit virtual addressing, with the Translation Control Register determining the supported
VA range. Execution at EL1 and ELO supports two independent VA ranges, each with its own
translation controls.

AArch32 state

Supports 32-bit virtual addressing, with the Translation Control Register determining the supported
VA range. For execution at EL1 and ELO, system software can split the VA range into two
subranges, each with its own translation controls.

The supported PA space is IMPLEMENTATION DEFINED, and can be discovered by system software.

Regardless of the Execution state, the Virtual Memory System Architecture (VMSA) can translate VAs to blocks or
pages of memory anywhere within the supported PA space.

For more information, see:
For execution in AArch64 state

. Chapter B2 The AArch64 Application Level Memory Model.

. Chapter D7 The AArch64 System Level Memory Model.

. Chapter D8 The AArch64 Virtual Memory System Architecture.
For execution in AArch32 state

. Chapter E2 The AArch32 Application Level Memory Model.

. Chapter G4 The AArch32 System Level Memory Model.

. Chapter G5 The AArch32 Virtual Memory System Architecture.
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A1.7 Reliability, Availability, and Serviceability

A1.71 Introduction
I MHPD RAS are three aspects of the dependability of a system:
. Reliability, that is, the continuity of correct service.
. Availability, that is, the readiness for correct service.
. Serviceability, that is, the ability to undergo modifications and repairs.
THwHIM RAS techniques reduce unplanned outages because:
. Transient errors can be detected and corrected before they cause application or system failure.
. Failing components can be identified and replaced.
. Failure can be predicted ahead-of-time to allow replacement during planned maintenance.
A1.7.2 Faults, errors, and failures
RNVNNC Correct service is delivered when the service implements the system function.
Iowsvk Correct service might include:
. Producing correct results.
. Producing results within the time allotted to the task.
. Not divulging secret or secure information.
RgrTsc For the purpose of describing the RAS Extension and RAS System Architecture, deviation from correct service is
defined using the following terms:
. A failure is the event of deviation from correct service. This includes data corruption, data loss, and service
loss.
. An error is the deviation from correct service. An incorrect value that has an error is corrupt.
. A fault is the cause of the error.
RyNBDX Errors that are present but not detected are latent errors or undetected errors.
ITnQPK In a system with no error detection, all errors are latent errors and are silently propagated by components until they
are either masked or cause failure.
IGrRYKV The severity of a failure can range from minor to catastrophic:
. The harmful consequences of a minor failure are of a similar cost to the benefits provided by correct service
delivery.
. The harmful consequences of a catastrophic failure are orders of magnitude, or even incommensurably,
higher than the benefit provided by correct service delivery.
InmGPQ There are many sources of faults in a system, including both software and hardware faults:

. Hardware faults originate in, or affect, hardware.

. Software faults affect software, that is programs or data.

The RAS Extension and RAS System Architecture primarily address errors produced from hardware faults. These
fall into two main areas:

. Transient faults.
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. Non-transient or persistent faults.

A1.7.3 General taxonomy of errors

Reuxwp

Iwkpvr

RrrzDN

Ivycex

IrRHGDL

RskzzG

Reucev

RyrBrv

Reawvx

A1.7.3.1 Error detection
When a component accesses memory or other state, an error might be detected in that memory or state.

The error might be corrected or deferred by the component, or signaled to another component as either a deferred
error or a detected error.

A1.7.3.2 Error propagation

A transaction occurs when a producer of the transaction passes a value or other signal to a consumer of the
transaction.

Transactions are part of the service provided by the producer for the consumer.
In many protocols and service interface definitions, a high-level transaction consists of a sequence of operations,

for instance between a Requester and a Completer.

For the purposes of this manual, the most basic form of a unidirectional transfer between a producer and consumer
is considered as a transaction.

That is, each one of the sequence of operations is considered a separate transaction. For some operations, such as a
request, the Requester is producer and the Completer is the consumer. For other operations, such as a response, the
Completer is producer and the Requester is the consumer.

An error is propagated by the producer of a transaction when the service interface is incorrect because of the error.
The error is propagated to the consumer.

An error is propagated by deviations from correct service, including when any of the following occurs that would
not have been permitted to occur had the fault not been activated:

. A corrupt value is passed from producer to consumer.

. A transaction or other operation occurs that should not have occurred.

. A transaction or other operation that should have occurred does not occur.

. A loss of uniprocessor semantics or any other loss of coherency in a multiprocessor coherent system is
observed.

. Changing the timing and/or order of transactions or other operations such that the timing and/or order of those

transactions or operations is incorrect. In this case, the service interface defines acceptable timings and/or
orders for transactions and other operations.

The service interface for a transaction might include means to signal that the transaction is propagating either of the
following:

. A detected error.
. A deferred error.

An error is silently propagated by the producer of a transaction if the consumer of the transaction cannot detect the
error and consumes an undetected error because of the transaction. This might be because of one of the following:

. The error is present on the transaction, but was not detected by the producer. The error is silently propagated
by the producer.
. The error is present on the transaction, but was not signaled to the consumer as an error. For example, a

corrupt value was passed in the transaction with no indication that it was corrupt. The error is silently
propagated by the producer.
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A latent, possibly detectable, error is silently propagated by the consumer of an otherwise correct transaction if the
transaction causes the error to become undetectable.

Example A1-2

A partial write to a protection granule removes poison, leaving the unchanged portion of the location corrupt. To
implement a partial write, the consumer logically reads the current value of the location, modifies the value, and
then writes the modified value back. These are internal transactions in the consumer that silently propagate the error.
In this example there was no error at the producer nor on the transaction.

Errors might be propagated by components in a system until one of the following occurs:

. They are masked and do not affect the outcome of the system.

The error might be masked because a corrupt value is discarded or overwritten, or the error is detected and
removed.

. They affect the service interface of the system and possibly cause failure. If the error has been silently
propagated to the service interface, then:

—  This is a Silent Data Corruption, SDC.

—  The rate of such failures, measured as the number of failures per billion device-hours of operation, is
called the Silent Data Corruption Failure-in-Time rate, SDC FIT rate.

Alternatively, the error might have been detected, causing the system to invoke error handling and recovery.
See Error handling and recovery.
A1.7.3.3 Infected and poisoned

The state of a component becomes infected when the component consumes an Uncorrected error that updates the
state.

A value is poisoned in the state of a component if it is marked as being in error, such that a subsequent access of the
state will detect the value is so marked and is treated as a detected error.

Poison is used to defer an error.

A1.7.3.4 Containable and uncontainable
An undetected error is uncontained at the component that failed to detect it.
A silently propagated error is uncontained at the component that silently propagated it.

A Detected Uncorrected Error is uncontainable at the component if it might be uncontained at the component. A
Detected Uncorrected Error is containable at the component if it is not uncontainable at the component. If the
component cannot determine whether a Detected Uncorrected Error is uncontainable at the component or
containable at the component, then the component treats the Detected Uncorrected Error as uncontainable at the
component.

An error that is uncontainable at the component might be containable at the system level.

Reporting an error as containable allows software to contain the error. This does not mean that hardware has
contained the error.

A1.7.4 Techniques for improving reliability, availability, and serviceability

ItpGKF

Each device sets its own targets for reliability, availability, and serviceability, using various techniques to achieve
these targets, including:

. Fault prevention and fault removal.
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. Error handling and recovery.
. Fault handling.

The level of reliability, availability, and serviceability in any implementation, and which parts of the system include
RAS, are IMPLEMENTATION DEFINED. The RAS Extension and RAS System Architecture do not prescribe the level
of reliability, availability, and serviceability in any implementation, or which parts of the system include RAS.

A1.7.4.1 Fault prevention and fault removal

Fault prevention and fault removal are two techniques for handling faults. Fault prevention and fault removal
mechanisms are IMPLEMENTATION DEFINED.

Fault prevention techniques are outside the scope of the architecture.

A fault that is removed is a Corrected error and might be recorded and generate a Fault handling interrupt, but it is
not propagated. This means that it is not consumed and does not cause service failure.

A common technique to detect and correct errors is the use of an Error Detection and Correction Code (EDAC),
more commonly referred to as simply an Error Correction Code (ECC). ECC schemes use mathematical codes to
detect and correct an error in a value in memory. The size of the value is the protection granule for the ECC scheme.

The RAS Extension and RAS System Architecture do not require implementation any fault removal schemes,
including ECC.

A1.7.4.2 Error handling and recovery

A fault that is not removed gives rise to an Uncorrected error.

Error recovery is the process by which software and hardware minimize the impact of an Uncorrected error.
Error recovery methods include any of the following:

. Deferring an error from a fault. An error is deferred by hardware if hardware can make forward progress
without consuming the error. Deferring the error means:

—  The fault might become masked later (fault removal). For example, because the corrupt value is
overwritten before it is consumed.

—  If'the deferred error is later consumed, then the error is reported at the point of consumption. For
example, if the deferred error is consumed by a PE then the consumer PE generates an Error exception.
This can give better results in terms of error recovery in the case where the original producer of the
data is not known when the error was deferred. For example because a latent error was detected.

A common technique to defer an error is to replace the corrupt value with a poisoned value, for example in
memory or in a transaction.

. Preventing further propagation of the error, that is containing the error. In particular, preventing silent
propagation of the error.

. Reducing the severity of a failure by invoking a service failure mode:
—  This is a Detected Uncorrected Error (DUE).
—  The rate of such failures gives the DUE FIT rate.
—  The type of service failure mode depends on what is acceptable to the service.

A software error recovery agent is typically invoked when hardware detects an error it cannot correct, defer, or
remove.

An error recovery agent also provides information to the operator through error logs to improve serviceability, for
example to help with the identification of a Field Replaceable Unit, FRU.
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The RAS Extension and RAS System Architecture provide optional common programmers’ models to record
information about an error in an Error record.

The RAS Extension describes the behavior of a PE when an error is signaled to it by the system, including invoking
a service failure mode by taking an Error exception, and optional mechanisms to limit propagation of an error.

The RAS Extension and RAS System Architecture do not require systems to implement error recovery mechanisms,
including poison, and do not require systems to limit the silent propagation of errors.

A1.7.4.3 Fault handling
Fault handling by software is the process by which software diagnoses and responds to faults to improve availability.

Fault handling methods include Predictive Failure Analysis (PFA), using information recorded by hardware to
trigger preemptive action.

The RAS Extension and RAS System Architecture provide optional mechanisms to allow the reporting of errors
and warnings to a fault handling agent, and to record information about the fault in an Error record. It is the
responsibility of the Error recovery and fault handling processes to collate the Error record data and write it to an
error log.

The detailed nature of the fault handling agent is outside the scope of this architecture. Fault handling and Error
recovery might be independent agents.

See also Standard error record.
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A-profile Architecture Extensions

This chapter introduces the Arm A-profile architecture extensions. It contains the following sections:

. About the A-profile architecture extensions.
. Armv8-A architecture extensions.
. Armv9-A architecture extensions.
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A2.1 About the A-profile architecture extensions

An architecture extension adds a set of features that are when implemented can make an implementation compliant
with the version of the architecture.

Each feature description includes:

A feature name.

A brief description of the feature.

The Execution state the feature is supported in.

Whether the implementation of the feature is mandatory or OPTIONAL.
Dependencies on the implementation of other features if any.

The register field that identifies the presence of the feature.

A2.1.1 Permitted implementation of subsets of the A-profile architectural features

Arm regularly introduces new features to the architecture. When a feature is introduced, the architecture specifies
when the feature can be implemented. Typically, a feature introduced as part of Armv8.x or Armv9.x is permitted
to be built in Armv8.(x-1) or Armv9.(x-1), subject only to those constraints that require that certain features be
implemented together.

See the individual feature descriptions for details of when each feature is permitted or required to be built.
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A2.2 Armv8-A architecture extensions

A2.2.1 The Armv8.0 architecture extension

The original Armv8-A architecture is called Armv8.0. It contains mandatory and optional architectural features.
Some features must be implemented together. An implementation is Armv8.0 compliant if it includes all of the
Armv8.0 architectural features that are mandatory.

An Armv8.0 compliant implementation can additionally include:
. Armv8.0 features that are optional.

. Any arbitrary subset of the architectural features of Armv8.1, subject only to those constraints that require
that certain features be implemented together.
FEAT _AA32ELQ, Support for AArch32 at EL0
FEAT AA32ELO is OPTIONAL.

FEAT AA32EL1, Support for AArch32 at EL.1
FEAT AA32EL1 is OPTIONAL.
If Armv9.0 is implemented, then FEAT AA32EL1 is not implemented.
If FEAT AA32ELI is implemented, then FEAT AA32ELO is implemented.

FEAT _AA32EL2, Support for AArch32 at EL2
FEAT AA32EL2 is OPTIONAL from Armv8.0.
IfFEAT AA32EL2 is implemented, then FEAT AA32EL1 is implemented.

FEAT _AA32EL3, Support for AArch32 at EL3
FEAT AA32EL3 is OPTIONAL from Armv8.0.
If FEAT AA32EL3 is implemented, then FEAT AA32EL1 is implemented.
When FEAT AA32EL3 and FEAT EL2 are implemented, FEAT AA32EL2 is implemented.

FEAT_AA64ELO, Support for AArch64 at EL0
If FEAT AAG64ELO is implemented, FEAT AAG64ELL1 is implemented.

FEAT _AAG64EL1, Support for AArch64 at EL.1
FEAT AAG64EL1 is mandatory from Armv9.0.
If FEAT AAG64EL1 is implemented, then FEAT AA64ELO is implemented.
When FEAT AA64EL1 and FEAT EL2 are implemented, FEAT AAG64EL2 is implemented.
When FEAT AA64EL1 and FEAT EL3 are implemented, FEAT AAG64EL3 is implemented.

FEAT_AA64EL2, Support for AArch64 at EL2
FEAT AAG4EL2 is OPTIONAL from Armv8.0.
If FEAT AAG4EL2 is implemented, then FEAT AAG64EL1 is implemented.
When FEAT AA64EL2 and FEAT EL3 are implemented, then FEAT AA64EL3 is implemented.

FEAT AAG64EL3, Support for AArch64 at EL3
FEAT AAG4EL3 is OPTIONAL from Armv8.0.
If FEAT AAG64ELS3 is implemented, then FEAT AA64EL1 is implemented.
When FEAT AAG64EL3 and FEAT EL2 are implemented, FEAT AAG64EL?2 is implemented.

FEAT_AES, Advanced SIMD AES instructions

FEAT AES provides the AES* instructions to support AES encryption and decryption, AESD, AESE,
AESMC, and AESIMC.
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This feature is supported in both AArch64 and AArch32 states.
FEAT AES is OPTIONAL from Armv8.0.

If FEAT AES is implemented, then FEAT Crypto is implemented.
The following field identifies the presence of FEAT AES:

«  ID_AAG4ISARO ELI.AES.

FEAT_ASID16, 16 bit ASID
FEAT ASIDI16 is OPTIONAL from Armv8.0.
The following field identifies the presence of FEAT ASID16:

. ID AA64AMMFRO_EL1.ASIDBits.

FEAT_AdvSIMD, Advanced SIMD Extension
FEAT AdvSIMD includes support for the SISD and SIMD operations.
This feature is supported in both AArch64 and AArch32 states.
FEAT AdvSIMD is OPTIONAL from Armv8.0.
If FEAT AdvSIMD is implemented, then FEAT FP is implemented.
The following fields identify the presence of FEAT AdvSIMD:

. ID_AAG64PFRO_EL1.AdvSIMD.

. EDPFR.AdvSIMD.

For more information, see:

. Supported data types.

. Chapter C7 464 Advanced SIMD and Floating-point Instruction Descriptions.

. Advanced SIMD and floating-point instructions.

. Chapter F6 732 and A32 Advanced SIMD and Floating-point Instruction Descriptions.

FEAT_CRC32, CRC32 instructions

FEAT CRC32 introduces the support for the CRC32* instructions that perform cyclic redundancy
check calculations.

This feature is supported in both AArch64 and AArch32 states.
FEAT CRC32 is mandatory from ArmvS.1.

FEAT CRC32 is OPTIONAL from Armv8.0.

The following fields identify the presence of FEAT CRC32:

«  ID_AAG64ISARO_EL1.CRC32.
«  ID ISAR5 EL1.CRC32.
«  ID ISAR5.CRC32.

FEAT_CSV2_1pl, Cache Speculation Variant 2

For FEAT_CSV2_1pl, within a hardware-described context, branch targets trained for branches
situated at one address can control speculative execution of branches situated at different addresses
only in a hard-to-determine way.

FEAT CSV2 1pl does not support the SCXTNUM_ELx registers.

This feature is supported in both AArch64 and AArch32 states.

FEAT CSV2 1pl is OPTIONAL from Armv8.0.

IfFEAT CSV2 l1pl is implemented, then FEAT CSV2 is implemented.
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The following fields identify the presence of FEAT CSV2 Ipl:
. ID _AA64PFR1_EL1.CSV2 frac.

. ID AA64PFRO _EL1.CSV2.

For more information, see:
. Restrictions on the effects of speculation.
. Restrictions on the effects of speculation.

FEAT_CSV2_1p2, Cache Speculation Variant 2 version 1.2

For FEAT_CSV2_1p2, within a hardware-described context, branch targets trained for branches
situated at one address can control speculative execution of branches situated at different addresses
only in a hard-to-determine way.

FEAT CSV2 1p2 adds the SCXTNUM_ELx registers, but the contexts do not include the
SCXTNUM_ELKx register contexts.

This feature is supported in AArch64 state only.

FEAT CSV2_1p2 is OPTIONAL from Armv8.0.

If FEAT CSV2 1p2 is implemented, then FEAT CSV2 l1pl is implemented.
The following fields identify the presence of FEAT CSV2 1p2:

. ID_AA64PFR1_EL1.CSV2 frac.

«  ID_AAG64PFRO _EL1.CSV2.

For more information, see:
. Restrictions on the effects of speculation.
. Restrictions on the effects of speculation.

FEAT _CSV2_2, Cache Speculation Variant 2 version 2

FEAT CSV2 2 adds the SCXTNUM ELx registers, which provide a number that can be used to
separate out different context numbers within their respective Exception levels for the purpose of
protecting against side-channels using branch prediction and similar resources.

This feature is supported in AArch64 state only.

FEAT CSV2 2 is OPTIONAL from Armv8.0.

If FEAT CSV2_ 2 is implemented, then FEAT CSV2 is implemented.

If FEAT CSV2 2 is implemented, then FEAT CSV2 1pl is not implemented.
The following field identifies the presence of FEAT CSV2 2:

«  ID_AAG64PFRO _EL1.CSV2.

For more information, see:
. Restrictions on the effects of speculation.
. Restrictions on the effects of speculation.

FEAT _CSV2_3, Cache Speculation Variant 2 version 3

FEAT CSV2 3 adds a mechanism to identify if hardware cannot disclose information about
whether branch targets and branch history trained in one hardware described context can control
speculative execution in a different hardware described context.

This feature is supported in AArch64 state only.
FEAT CSV2_ 3 is OPTIONAL from Armv8.0.
If FEAT CSV2_3 is implemented, then FEAT CSV2 2 is implemented.
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The following field identifies the presence of FEAT CSV2 3:

«  ID_AAG64PFRO _EL1.CSV2.

For more information, see:
. Restrictions on the effects of speculation.
. Restrictions on the effects of speculation.

FEAT_Crypto, Cryptographic Extension

The Arm Cryptographic Extension provides instructions for the acceleration of encryption and
decryption. The presence of the Cryptographic Extension in an implementation is subject to export
license controls.

The Cryptographic Extension is an extension of the SIMD support and operates on the vector
register file. It also provides multiply instructions that operate on long polynomials.

In an implementation that supports both AArch64 state and AArch32 state, FEAT AES,
FEAT PMULL, FEAT SHA1 and FEAT SHAZ256 provide the same functionality in both states.

This feature is supported in both AArch64 and AArch32 states.
If FEAT Crypto is implemented, then FEAT AES or FEAT SHAI is implemented.

In an Armv8.2 implementation, if FEAT Crypto is implemented, FEAT PMULL, FEAT SHA256,
FEAT SM3, or FEAT SM4 is implemented.

For more information, see
. The Cryptographic Extension.
. The Cryptographic Extension in AArch32 state.

FEAT_DoubleLock, Double Lock
FEAT DoubleLock is the mnemonic used for the OS Double Lock.
FEAT DoubleLock is OPTIONAL from Armv8.0.
If Armv9.0 is implemented, then FEAT DoubleLock is not implemented.
The following field identifies the presence of FEAT DoubleLock:
. ID_AA64DFRO_ELI1.DoubleLock.

FEAT_ELO(, Support for execution at EL0
FEAT ELO is mandatory.
FEAT ELO is implemented if and only if at least one of the following is true:

. FEAT AA32ELOQ is implemented.
. FEAT AAG4ELO is implemented.

FEAT_EL1, Support for execution at EL1
FEAT EL1 is mandatory.
FEAT ELI is implemented if and only if at least one of the following is true:

. FEAT AA32EL1 is implemented.
. FEAT AAG4EL1 is implemented.

FEAT EL2, Support for execution at EL2
FEAT EL2 is OPTIONAL from Armv8.0.
FEAT EL2 is implemented if and only if at least one of the following is true:

. FEAT AA32EL2 is implemented.

. FEAT AAG4EL2 is implemented.
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FEAT_ELS3, Support for EL3
FEAT EL3 is OPTIONAL from Armv8.0.
FEAT EL3 is implemented if and only if at least one of the following is true:

. FEAT AA32EL3 is implemented.
. FEAT AAG4EL3 is implemented.

FEAT_ETMv4, Embedded Trace Macrocell version 4
FEAT ETMv4 indicates support for the Embedded Trace Macrocell architecture ETMv4.
FEAT ETMv4 is OPTIONAL from Armv8.0.
If Armv9.0 is implemented, then FEAT ETMv4 is not implemented.
If FEAT ETMv4 is implemented, then FEAT TRC SR or FEAT TRC EXT is implemented.
For more information, see the Arm® Embedded Trace Macrocell Architecture Specification,
ETMv4(ARM IHI 0064).

FEAT _ETS2, Enhanced Translation Synchronization

FEAT ETS2 adds support for enhanced memory access ordering requirements for translation table
walks.

This feature is supported in both AArch64 and AArch32 states.
FEAT ETS2 is OPTIONAL from Armv8.0.

FEAT ETS2 is mandatory from Armv8.8.

The following fields identify the presence of FEAT ETS2:

«  ID_AA64MMFRI _ELI1.ETS.
«  ID_MMFR5 ELL.ETS.

. ID_MMFRS.ETS.

For more information, see:

. Definition of the Arm memory model.
. Ordering of memory accesses from translation table walks.
. Ordering of translation table walks.

FEAT_FP, Floating Point extensions
FEAT FP includes support for single-precision and double-precision floating-point types.
This feature is supported in both AArch64 and AArch32 states.
FEAT FP is OPTIONAL from Armv8.0.
If FEAT FP is implemented, then FEAT AdvSIMD is implemented.
The following fields identify the presence of FEAT FP:

. ID_AA64PFRO_ELI1.FP.

. EDPFR.FP.

For more information, see:

. Supported data types.

. Floating-point support.

. Chapter C7 464 Advanced SIMD and Floating-point Instruction Descriptions.

. Advanced SIMD and floating-point instructions.
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. Chapter F6 732 and A32 Advanced SIMD and Floating-point Instruction Descriptions.

FEAT _IVIPT, The IVIPT Extension

The IVIPT Extension, FEAT IVIPT describes any permitted instruction cache implementation.
This includes Virtual Index, Physical tag (VIPT) cache policy and Physical Index, Physical Tag
(PIPT) cache policy.

FEAT IVIPT is OPTIONAL from Armv8.0.
For more information, see:
. Instruction caches.

° Instruction caches.

FEAT_MixedEnd, Mixed-endian support
FEAT MixedEnd provides support for mixed-endian configuration.
FEAT MixedEnd is OPTIONAL from Armv8.0.
The following field identifies the presence of FEAT MixedEnd:

«  ID_AA64MMFRO ELI.BigEnd.

For more information, see:
. Mixed-endian support in AArch64.
. Mixed-endian support in AArch32.

FEAT MixedEndEL0, Mixed-endian support at EL0
FEAT MixedEndELO provides support for mixed-endian at ELO.
FEAT MixedEndELO is OPTIONAL from Armv8.0.
The following field identifies the presence of FEAT MixedEndELO:

. ID_AA64AMMFRO EL1.BigEndELO.

For more information, see:
. Mixed-endian support in AArch64.
. Mixed-endian support in AArch32.

FEAT PCSRv8, PC Sample-based Profiling extension

FEAT PCSRv8 adds support for PC Sample-based Profiling Extension that provides
coarse-grained, non-invasive profiling by an external debugger.

FEAT PCSRVS is OPTIONAL from Armv8.0.

If FEAT PCSRv8 is implemented, then FEAT PCSRvS8p2 is not implemented.
The following fields identify the presence of FEAT PCSRvS:

. EDDEVID.PCSample.

. DBGDEVID.PCSample.

. EDDEVID1.PCSROffset.

. DBGDEVID1.PCSROffset.

For more information, see About the PC Sample-based Profiling Extension.

FEAT _PMULL, Advanced SIMD PMULL instructions

FEAT PMULL provides the AES* instructions that support multiplication of 64-bit polynomials,
PMULL, PMULL2.

This feature is supported in both AArch64 and AArch32 states.
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FEAT PMULL is OPTIONAL from Armv8.0.
If FEAT PMULL is implemented, then FEAT AES is implemented.
The following field identifies the presence of FEAT PMULL:

. ID_AA64ISARO EL1.AES.

FEAT_PMUv3, PMU extension version 3

The Performance Monitors Extension, FEAT PMUV3, is an optional non-invasive debug
component.

This feature is supported in both AArch64 and AArch32 states.
FEAT PMUV3 is OPTIONAL from Armv8.0.
The following fields identify the presence of FEAT PMUv3:

. ID AA64DFRO_EL1.PMUVer.
. ID_DFRO_EL1.PerfMon.
. ID_DFRO.PerfMon.

. EDDFR.PMU Ver.

For more information, see Chapter D13 The Performance Monitors Extension.

FEAT _PMUv3_EXT, External interface to the Performance Monitors
FEAT PMUv3 EXT indicates support for external access to the PMUv3 registers.
FEAT PMUv3 EXT is OPTIONAL from Armv8.0.
If FEAT PMUv3_EXT is implemented, then FEAT PMUV3 is implemented.
When FEAT PMUv3 EXT32 or FEAT PMUv3 EXT64 is implemented, FEAT PMUv3 EXT is
implemented.
FEAT _PMUv3_EXT32, 32-bit external interface to the Performance Monitors

FEAT PMUv3 EXT32 indicates the external Performance Monitors and CoreSight registers are
implemented as mostly 32-bit registers.

If FEAT PMUv3 EXT32 is implemented, then FEAT PMUv3 EXT is implemented.

If FEAT PMUv3_EXT32 is implemented, then FEAT PMUv3 EXT64 is not implemented.
FEAT PMUv3 EXT32 is OPTIONAL from Armv8.0.

The following field identifies the presence of FEAT PMUv3_EXT32:

. PMDEVARCH.ARCHPART.
For more information, see Chapter 13 Recommended External Interface to the Performance
Monitors.
FEAT_SHAI1, Advanced SIMD SHA1 instructions
FEAT SHAI implements the SHA1* instructions.
This feature is supported in both AArch64 and AArch32 states.
FEAT SHAI1 is OPTIONAL from Armv8.0.
If FEAT SHAI is implemented, then FEAT Crypto is implemented.
The following field identifies the presence of FEAT SHAIL:

. ID AA64ISARO_EL1.SHAI.

FEAT_SHA256, Advanced SIMD SHA256 instructions
FEAT SHA256 implements the SHA256* instructions.
This feature is supported in both AArch64 and AArch32 states.
FEAT SHA256 is OPTIONAL from Armv8.0.
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If FEAT SHAZ256 is implemented, then FEAT SHAI is implemented.
The following field identifies the presence of FEAT SHA256:

«  ID_AAG4ISARO EL1.SHA2.

FEAT_SpecSEL SError interrupt exceptions from speculative reads of memory

Describes whether the PE can generate SError interrupt exceptions from speculative reads of
memory, including speculative instruction fetches.

FEAT SpecSEI is OPTIONAL.
If FEAT SpecSEI is implemented, then FEAT RAS is implemented.
The following field identifies the presence of FEAT SpecSEI:

. ID_AA64MMFR1_EL1.SpecSEL

FEAT TGran16K, Support for 16KB memory translation granule size at stage 1
FEAT TGranl6K is OPTIONAL from Armv8.0.
The following field identifies the presence of FEAT TGranl6K:

. ID AA64MMFRO_EL1.TGranlé6.

FEAT_TGran4K, Support for 4KB memory translation granule size at stage 1
FEAT TGran4K is OPTIONAL from Armv8.0.
The following field identifies the presence of FEAT TGran4K:

«  ID_AA64MMFRO_EL1.TGran4.

FEAT_TGran64K, Support for 64KB memory translation granule size at stage 1
FEAT TGran64K is OPTIONAL from Armv8.0.
The following field identifies the presence of FEAT TGran64K:

. ID_AA64MMFRO_EL1.TGran64.

FEAT _TRC_EXT, Trace external registers
FEAT TRC _EXT indicates support for external access to the ETMv4 or ETE registers.
FEAT TRC EXT is OPTIONAL from Armv8.0.
If FEAT TRC EXT is implemented, then FEAT ETMv4 or FEAT ETE is implemented.

FEAT_TRC_SR, Trace System registers
FEAT TRC SR indicates support for System registers for ETMv4 or ETE.

This feature is supported in both AArch64 and AArch32, but only when either of these are supported
at ELI.

FEAT TRC SR is OPTIONAL from Armv8.0.

IfFEAT TRC SR is implemented, then FEAT ETMv4, FEAT ETE, or FEAT TRF is
implemented.

The following fields identify the presence of FEAT TRC_SR:
. ID_AA64DFRO_EL1.TraceVer.

. ID_DFRO.CopTrec.

. ID DFRO ELI1.CopTrc.

FEAT _nTLBPA, Intermediate caching of translation table walks

FEAT nTLBPA adds a mechanism to identify if the intermediate caching of translation table walks
does not include non-coherent caches of previous valid translation table entries since the last
completed TLBI applicable to the PE.
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This feature is supported in both AArch64 and AArch32 states.
FEAT nTLBPA is OPTIONAL from Armv8.0.
The following fields identify the presence of FEAT nTLBPA:

. ID_MMFRS.nTLBPA.
. ID_AA64MMFRI1_EL1.nTLBPA.

. ID_MMFR5_EL1.nTLBPA.

For more information, see:
. TLB maintenance.

. General TLB maintenance requirements.

A2.2.1.1 Features added to the Armv8.0 extension in later releases
. FEAT CHK.

. FEAT CLRBHB.

. FEAT CP15SDISABLE2.
. FEAT CSV2.

. FEAT CSV3.

. FEAT DGH.

. FEAT ECBHB.

. FEAT GTG.

. FEAT PAN3.

. FEAT PRFMSLC.

. FEAT RAS.

. FEAT RPRFM.

. FEAT SB.

. FEAT SCTLR2.

. FEAT SPECRES?2.

. FEAT SPECRES.

. FEAT SSBS2.

. FEAT SSBS.

«  FEAT TCR2.
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A2.2.2 The Armv8.1 architecture extension

The Armv8.1 architecture extension is an extension to Armv8.0. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv8.1 compliant if all of the

following apply:
. It is Armv8.0 compliant.
. It includes all of the Armv8.1 architectural features that are mandatory.

An Armv8.1 compliant implementation can additionally include:
. Armv8.1 features that are optional.

. Any arbitrary subset of the architectural features of Armv8.2, subject only to those constraints that require
that certain features be implemented together.

FEAT Debugv8p1, Debug with VHE
FEAT Debugv8pl is OPTIONAL from Armv8.0.
FEAT HAFDBS, Hardware management of the Access flag and dirty state

In Armv8.0, all updates to the translation tables are performed by software. From Armv8.1, for the
VMSAvV8-64 translation regimes only, hardware can perform updates to the translation tables in two

contexts:
. Hardware management of the Access flag.
. Hardware management of dirty state, with updates to a dirty state in the translation tables.

The dirty state is introduced in Armv8.1.

Hardware management of dirty state can be enabled only when hardware management of the Access
flag is also enabled.

This feature is supported in AArch64 state only.

FEAT HAFDBS is OPTIONAL from Armv8.0.

In an Armv8.9 implementation, if FEAT HAFDBS is implemented, FEAT HAFT is implemented.
The following field identifies the presence of FEAT HAFDBS:

. ID_AA64MMFRI1_EL1.HAFDBS.

For more information, see:
. Hardware management of the Access flag.
. Hardware management of the dirty state.

FEAT_HPDS, Hierarchical permission disables in translations tables

FEAT HPDS introduces the facility to disable the hierarchical attributes, APTable, PXNTable, and
UXNTable, in the translation tables. This disable has no effect on the NSTable bit.

FEAT HPDS is mandatory from Armv8.1.
FEAT HPDS is OPTIONAL from Armv8.0.
The following field identifies the presence of FEAT HPDS:

. ID_AA64MMFR1_EL1.HPDS.
This feature is added only to the VMSAvVS8-64 translation regimes. Armv8.2 extends this to the
AArch32 translation regimes, see FEAT AA32HPD.

FEAT_LOR, Limited ordering regions

Limited ordering regions allow large systems to perform special Load-Acquire and Store-Release
instructions that provide order between the memory accesses to a region of the PA map as observed
by a limited set of observers.

ARM DDI 0487K.a Copyright © 2013-2024 Arm Limited or its affiliates. All rights reserved. A2-94
ID032224 Non-Confidential



A-profile Architecture Extensions
A2.2 Armv8-A architecture extensions

This feature is supported in AArch64 state only.

FEAT LOR is mandatory from Armv8.1.

FEAT LOR is OPTIONAL from Armv8.0.

The following field identifies the presence of FEAT LOR:

«  ID_AA64MMFRI ELI1.LO.

For more information, see Limited ordering regions.

FEAT_LSE, Large System Extensions

FEAT LSE introduces a set of atomic instructions:
. Compare and Swap instructions, CAS and CASP.

. Atomic memory operation instructions, LD<OP> and ST<OP>, where <OP> is one of ADD,
CLR, EOR, SET, SMAX, SMIN, UMAX, and UMIN.

. Swap instruction, SWP.

This feature is supported in AArch64 state only.

FEAT LSE is mandatory from Armv8.1.

FEAT LSE is OPTIONAL from Armv8.0.

The following field identifies the presence of FEAT LSE:

. ID_AA64ISARO_EL1.Atomic.

For more information, see:

. State and mode changes without explicit context synchronization events
. Swap.
. Compare and Swap.

FEAT_PAN, Privileged access never

FEAT PAN adds a bit to PSTATE. When the value of this PAN state bit is 1, any privileged data
access from EL1, or EL2 when HCR_EL2.E2H is 1, to a virtual memory address that is accessible
to data accesses at EL0, generates a Permission fault.

This feature is supported in both AArch64 and AArch32 states.
FEAT PAN is mandatory from Armv8.1.

FEAT PAN is OPTIONAL from Armv8.0.

The following fields identify the presence of FEAT PAN:

«  ID_AA64MMFRI_ELI.PAN.
«  ID_MMFR3_ELI.PAN.

< ID_ MMFR3.PAN.

For more information, see:
. PSTATE.PAN.

. About the PAN bit.

FEAT _PMUv3pl, Armv8.1 PMU extensions

FEAT PMUv3pl introduces the following:
. The event number space is extended to 16 bits.

. The HPMD bit is added to MDCR_EL2. This bit disables event counting at EL2.
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. The STALL_FRONTEND and STALL BACKEND events are required to be implemented.
This feature is supported in both AArch64 and AArch32 states.

FEAT PMUv3pl is OPTIONAL from Armv8.0.

If FEAT PMUv3pl is implemented, then FEAT PMUvV3 is implemented.

In an Armv8.1 implementation, if FEAT PMUv3 is implemented, FEAT PMUv3pl is
implemented.

The following fields identify the presence of FEAT PMUv3pl:
. ID _AA64DFRO_EL1.PMU Ver.

. ID DFRO_EL1.PerfMon.

. ID_DFRO.PerfMon.

. EDDFR.PMU Ver.

For more information, see Required events.

FEAT_RDM, Advanced SIMD rounding double multiply accumulate instructions

FEAT RDM introduces Rounding Double Multiply Add/Subtract Advanced SIMD instructions.
For more information, see:

For the A64 instruction set
. SQRDMLAH (by element).
. SQRDMLAH (vectors).
. SQRDMLSH (by element).

. SQRDMLSH (vector).
For the T32 and A32 instruction sets

. VQRDMLAH.

. VQRDMLSH.

This feature is supported in both AArch64 and AArch32 states.

In an Armv8.1 implementation, if FEAT AdvSIMD is implemented, FEAT RDM is implemented.
FEAT RDM is OPTIONAL from Armv8.0.

The following fields identify the presence of FEAT RDM:

«  ID AAG4ISARO ELI.RDM.
«  ID_ISAR5 EL1.RDM.
«  ID ISAR5.RDM.

FEAT_ VHE, Virtualization Host Extensions

Armv8.1 introduces the Virtualization Host Extensions (VHE) that provide enhanced support for
Type 2 hypervisors in Non-secure state.

FEAT VHE is OPTIONAL from Armv8.0.
In an Armv8.1 implementation, if FEAT AAG64EL?2 is implemented, FEAT VHE is implemented.

If FEAT VHE is implemented, then FEAT LSE, FEAT Debugv8pl, and FEAT AAG64EL2 are
implemented.

The following fields identify the presence of FEAT VHE:
. ID_AA64AMMFR1 EL1.VH.

. ID AA64DFRO_EL1.DebugVer.
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«  ID _DFRO_ELI.CopDbg.
. ID_DFRO.CopDbg.

. EDDEVARCH.ARCHVER.

For more information, see Virtualization Host Extensions

FEAT _VMID16, 16-bit VMID

In an Armv8.1 implementation, when EL2 is using AArch64, the virtual machine identifier (VMID)
size is an IMPLEMENTATION DEFINED choice of 8 bits or 16 bits.

When implemented, this feature is supported only when EL2 is using AArch64.
FEAT VMID16 is OPTIONAL from Armv8.0.
The following field identifies the presence of FEAT VMIDI16:

. ID_AA64MMFR1 _EL1.VMIDBits.

For more information, see VMID size.

A2.2.2.1 Features added to the Armv8.1 extension in later releases
. FEAT DPB2.

. FEAT DotProd.

. FEAT FHM.

«  FEAT FlagM.
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A2.2.3 The Armv8.2 architecture extension

The Armv8.2 architecture extension is an extension to Armv8.1. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv8.2 compliant if all of the
following apply:

. It is Armv8.1 compliant.

. It includes all of the Armv8.2 architectural features that are mandatory.
An Armv8.2 compliant implementation can additionally include:

. Armv8.2 features that are optional.

. Any arbitrary subset of the architectural features of Armv8.3, subject only to those constraints that require
that certain features be implemented together.
FEAT _AA32HPD, AArch32 Hierarchical permission disables

FEAT HPDS introduced the ability to disable the hierarchical attributes, APTable, PXNTable, and
UXNTable, in the VMSAv8-64 translation regimes. FEAT AA32HPD extends this functionality to
the VMSAVS-32 translation regimes when those regimes are using the Long descriptor Translation
Table format.

This feature is supported in AArch32 state only.
FEAT AA32HPD is OPTIONAL from Armv8.1.
The following fields identify the presence of FEAT AA32HPD:

. ID MMFR4 EL1.HPDS.

. ID_ MMFR4 HPDS.
For more information, see Attribute fields in VMSAvS8-32 Long-descriptor translation table format
descriptors

FEAT AA32I8MM, AArch32 Int8 matrix multiplication instructions

FEAT AA32I8MM introduces integer matrix multiply-accumulate instructions and dot product
instructions.

This feature is supported in AArch32 state only.

FEAT AA32I8MM is OPTIONAL from Armv8.1.

If FEAT AA32I8MM is implemented, then FEAT I8MM is implemented.
The following fields identify the presence of FEAT AA32ISMM:

«  ID_ISAR6 EL1.ISMM.

. ID_ISAR6.ISMM.

For more information, see:
. Advanced SIMD dot product instructions.
. Advanced SIMD matrix multiply instructions.

FEAT _ASMv8p2, Armv8.2 changes to the A64 ISA

FEAT ASMv8p2 adds the BFC instruction to the A64 instruction set as an alias of BFM. It also
requires that the BFC instruction and the A64 pseudo-instruction REV64 are implemented by
assemblers.

In Armv8.0 and Armv8.1, the A64 pseudo-instruction REV64 is OPTIONAL.
FEAT ASMv8p2 is mandatory from Armv8.2.
FEAT ASMv8p2 is OPTIONAL from Armv8.1.

ARM DDI 0487K.a
ID032224

Copyright © 2013-2024 Arm Limited or its affiliates. All rights reserved. A2-98
Non-Confidential



A-profile Architecture Extensions
A2.2 Armv8-A architecture extensions

For more information, see:

BFC.

REV64.

FEAT_DPB, DC CVAP instruction

FEAT DPB introduces a mechanism to identify and manage persistent memory locations in a
shared memory hierarchy, including adding the DC CVAP instruction.

This feature is supported in AArch64 state only.

FEAT DPB is mandatory from Armv8.2.

FEAT DPB is OPTIONAL from ArmvS8.1.

The following field identifies the presence of FEAT DPB:

ID _AA64ISAR1 EL1.DPB.

For more information, see Memory hierarchy.

FEAT _Debugv8p2, Debug v8.2
FEAT Debugv8p2 covers a selection of mandatory changes, including:

If the Core power domain is powered up and DoubleLockStatus() == TRUE,
EDPRSR.{DLK,SPD,PU} is only permitted to read {UNKNOWN, 0, 0}.

The definition of Exception Catch debug events is extended to include reset entry.

All CONSTRAINED UNPREDICTABLE cases that generate Exception Catch debug events are
removed.

Controls are added to EDECCR to control Exception Catch debug event generation on
exception return.

All IMPLEMENTATION DEFINED control of external debug accesses to OSLAR EL1 is
removed.

ExternalSecureNoninvasiveDebugEnabled() cannot override software controls of counting
attributable events in Secure state.

FEAT Debugv8p2 is mandatory from Armv8.2.

FEAT Debugv8p2 is OPTIONAL from Armv8.1.
The following fields identify the presence of FEAT Debugv8p2:

ID_AA64DFR0O_EL1.DebugVer.
ID_DFRO_EL1.CopDbg.
DBGDIDR. Version.
ID_DFRO.CopDbg.

EDDEVARCH.ARCHVER.

For more information, see:

Exception Catch debug event.
EDPRSR.{DLK, SPD, PU} and the Core power domain.
Interaction with EL3.

External access disabled.
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FEAT _F32MM, Single-precision Matrix Multiplication

FEAT F32MM adds support for the SVE FP32 single-precision floating-point matrix
multiplication variant of the FMMLA instruction.

This feature is supported in AArch64 state only.

FEAT F32MM is OPTIONAL from Armv8.2.

If FEAT F32MM is implemented, then FEAT SVE is implemented.
The following field identifies the presence of FEAT F32MM:

«  ID_AAG4ZFR0O ELI1.F32MM.

FEAT_F64MM, Double-precision Matrix Multiplication

FEAT F64MM adds support for the following SVE instructions:
. FMMLA (FP64 double-precision variant).
. LDIROB (scalar plus immediate).

. LDIROB (scalar plus scalar).

. LDIROD (scalar plus immediate).

. LDIROD (scalar plus scalar).

. LDIROD (scalar plus immediate).

. LDIROH (scalar plus scalar).

. LDIROW (scalar plus immediate).

. LDIROW (scalar plus scalar).

. TRN1, TRN2 (vectors) (128-bit variant).
. UZP1, UZP2 (vectors) (128-bit variant).

. ZIP1, ZIP2 (vectors) (128-bit variant).

This feature is supported in AArch64 state only.

FEAT F64MM is OPTIONAL from Armv8.2.

If FEAT F64MM is implemented, then FEAT SVE is implemented.
The following field identifies the presence of FEAT F64MM:

. ID AA64ZFRO_EL1.F64MM.

FEAT_FP16, Half-precision floating-point data processing

FEAT FP16 supports:

. Half-precision data-processing instructions for Advanced SIMD and floating-point in both
AArch64 and AArch32 states.

. The FPCR.FZ16 and FPSCR.FZ16 fields, which enable flushing of denormalized numbers
to zero for half-precision data-processing instructions.

This feature is supported in both AArch64 and AArch32 states.

FEAT FP16 is OPTIONAL from Armv8.2.

If FEAT SVE or FEAT FHM is implemented, then FEAT FP16 is implemented.

In an Armv8.4 implementation, if FEAT FHM is not implemented, then FEAT FP16 is not
implemented.

The following fields identify the presence of FEAT FP16:

«  ID_AAG64PFRO_ELI1.FP.
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. ID_AA64PFRO_EL1.AdvSIMD.
. MVFR1 EL1.FPHP.

. MVFR1_EL1.SIMDHP.

. MVFR1.FPHP.

. MVFR1.SIMDHP.

For more information, see:

. Half-precision floating-point formats.
. Flushing denormalized numbers to zero.
. Modified immediate constants in A64 floating-point instructions.

FEAT HPDS2, Hierarchical permission disables

Armv8.2 provides a mechanism to allow operating systems or hypervisors to make up to four bits
of Translation Table final-level descriptors available for IMPLEMENTATION DEFINED hardware use.

This feature is supported in both AArch64 and AArch32 states.

FEAT HPDS2 is OPTIONAL from Armv8.1.

When FEAT AA32EL1 and FEAT HPDS2 are implemented, FEAT AA32HPD is implemented.
If FEAT HPDS2 is implemented, then FEAT HPDS is implemented.

The following fields identify the presence of FEAT HPDS2:

. ID_AA64MMFR1_EL1.HPDS.
. ID_ MMFR4 EL1.HPDS.

. ID_MMFR4.HPDS.

For more information, see:
. Page Based Hardware attributes.
. Attribute fields in VMSAvS-32 Long-descriptor translation table format descriptors.

FEAT ISMM, AArch64 Int8 matrix multiplication instructions

FEAT I8MM introduces integer matrix multiply-accumulate instructions and dot product
instructions.

This feature is supported in AArch64 state only.

FEAT I8MM is OPTIONAL from ArmvsS.1.

FEAT I8MM is mandatory from Armv8.6.

The following fields identify the presence of FEAT ISMM:

. ID_AA64ISAR1_EL1.I8MM.

. ID_AA64ZFR0O_EL1.I8SMM.

For more information, see:

. SIMD integer dot product.

. SIMD integer matrix multiply-accumulate.
. SVE Integer dot product.

. SVE Integer matrix multiply operations.

FEAT_IESB, Implicit Error Synchronization event

FEAT IESB adds an implicit error synchronization event at exception entry and return.
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The implicit error synchronization events affect the same synchronizable asynchronous events that
are synchronized by the ESB instruction.

This feature is supported in AArch64 state only.

FEAT IESB is OPTIONAL from Armv8.1.

If FEAT IESB is implemented, then FEAT RAS is implemented.
The following fields identify the presence of FEAT IESB:

. ID _AA64MMFR2 ELI1.IESB.

. ID AA64MMFR4 ELI1.EIESB.

For more information, see Error synchronization event.

FEAT LPA, Large PA and IPA support
FEAT _LPA:

. Allows a larger physical address (PA) and intermediate physical address (IPA) space of up
to 52 bits when using the 64KB translation granule.

. Allows a level 1 block size where the block covers a 4TB address range for the 64KB
translation granule if the implementation support 52 bits of PA.

This feature is supported in AArch64 state only.

FEAT LPA is OPTIONAL from Armv8.1.

The following field identifies the presence of FEAT LPA:

. ID AA64MMFRO _EL1.PARange.

For more information about FEAT LPA, see:

. Implemented physical address size.
. Output address size configuration.
. Intermediate physical address size configuration

. VMSAvVS-64 translation using the 64KB granule
. Page Based Hardware attributes
. Translation table descriptor formats

FEAT_LSMAOC, AArch32 Load/Store Multiple instruction atomicity and ordering controls

FEAT LSMAOC adds controls that disable legacy behavior of AArch32 load multiple and store
multiple instructions, and provide a trap of one aspect of this legacy behavior.

This feature is supported in both AArch64 and AArch32 states.
FEAT LSMAOC is OPTIONAL from Armv8.1.
The following fields identify the presence of FEAT LSMAOC:

. ID_AA64MMFR2 EL1.LSM.
. ID_MMFR4 EL1.LSM.

. ID_MMFR4.LSM.

For more information, see the register field descriptions and:

. Generation of Alignment faults by load/store multiple accesses to Device memory.
. Multi-register loads and stores that access Device memory.
. Taking an interrupt or other exception during a multiple-register load or store.
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FEAT LVA, Large VA support

FEAT LVA supports a larger *virtual address™ (VA) space for each translation table base register of
up to 52 bits when using the 64KB translation granule.

This feature is supported in AArch64 state only.
FEAT LVA is OPTIONAL from Armv8.1.
The following field identifies the presence of FEAT LVA:

. ID_AA64MMFR2 EL1.VARange.

For more information about FEAT LVA, see:
. Supported virtual address ranges.
. Input address size configuration.

. VMSAvS-64 translation using the 64KB granule.

FEAT PAN2, AT S1E1R and AT S1E1W instruction variants affected by PSTATE.PAN

FEAT PAN?2 adds variants of the AArch64 AT S1E1R and AT S1E1W instructions and the
AArch32 ATS1CPR and ATSICPW instructions. These instructions factor in the Process state,
PSTATE PAN bit when determining whether or not the location will generate a Permission fault for
a privileged access, as is reported in the PAR. For more information, see:

For the AArch64 System instructions

. AT S1EIRP.

. AT S1EIRP.

For the AArch32 System instructions

. ATS1CPRP.

. ATS1CPRP.

This feature is supported in both AArch64 and AArch32 states.
FEAT PAN2 is mandatory from Armv8.2.

If FEAT PAN?2 is implemented, then FEAT PAN is implemented.

FEAT PAN2 is OPTIONAL from ArmvS.1.
The following fields identify the presence of FEAT PAN2:

«  ID_AA64MMFRI _ELI.PAN.
«  ID_MMFR3 ELI.PAN.

. ID_MMFR3.PAN.

For more information, see:

. Address translation instructions.

. Addpress translation instructions.

. ATS1C**, Address translation stage 1, current security state.

. Encoding and availability of the address translation instructions.

FEAT_PCSRv8p2, PC Sample-based Profiling Extension

In Armv8.2, the control and implementation of the OPTIONAL PC Sample-based Profiling Extension
is moved from ED*SR Debug registers to PM*SR registers in the Performance Monitors address
space.

FEAT PCSRv8p2 is OPTIONAL from Armv8.1.
If FEAT PCSRv8p2 is implemented, then FEAT PCSRvS is not implemented.
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If FEAT SEL2 and FEAT PCSRvVS are implemented, then FEAT PCSRv8p2 is implemented.
The following field identifies the presence of FEAT PCSRv8p2:

. PMDEVID.PCSample.
For more information, see Chapter H7 The PC Sample-based Profiling Extension.

FEAT_RAS, Reliability, Availability and Serviceability (RAS) Extension

The RAS Extension improves the dependability of a system by providing reliability, availability,
and serviceability. The RAS Extension introduces the Error Synchronization Barrier (ESB)
instruction to the A32, T32, and A64 instruction sets, and the Error synchronization event.

FEAT RAS is mandatory from Armv8.2.
FEAT RAS is OPTIONAL from Armv8.0.
The following fields identify the presence of FEAT RAS:

«  ID _AAG64PFRO ELI1.RAS.
«  ID PFRO ELI.RAS.

«  ID_PFRO.RAS.

For more information, see:

. Reliability, Availability, and Serviceability.
. Chapter D19 RAS PE Architecture.

. Chapter I5 RAS System Architecture.

FEAT _RASSAv1, RAS System Architecture version 1
The system architecture to support RAS.
FEAT RASSAVI1 is OPTIONAL.

For more information, see Chapter 15 RAS System Architecture.

FEAT_SHA3, Advanced SIMD SHA3 instructions
FEAT SHA3 adds Advanced SIMD instructions that support SHA3 functionality.
These instructions are added to the A64 instruction set only.
FEAT SHA3 is OPTIONAL from Armv8.1.
If FEAT SHA3 is implemented, then FEAT SHA256 and FEAT SHAI are implemented.
If FEAT SHA3 is implemented, then FEAT Crypto is implemented.
The following field identifies the presence of FEAT SHA3:

«  ID AAG4ISARO ELI.SHA3.
For more information, see FEAT SHA3, SHA3 functionality.

FEAT_SHAS512, Advanced SIMD SHAS512 instructions
FEAT SHAS512 adds Advanced SIMD instructions that support SHA2-512 functionality.
These instructions are added to the A64 instruction set only.
FEAT SHAS512 is OPTIONAL from Armv8.1.
If FEAT SHAS512 is implemented, then FEAT SHA256 and FEAT SHAI are implemented.
If FEAT SHAS512 is implemented, then FEAT Crypto is implemented.
The following field identifies the presence of FEAT SHAS512:

. ID AA64ISARO EL1.SHA2.
For more information, see FEAT SHA512, SHA2-512 functionality.
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FEAT _SM3, Advanced SIMD SM3 instructions

FEAT SM3 adds Advanced SIMD instructions that support the Chinese cryptography algorithm
SM3.

These instructions are added to the A64 instruction set only.

FEAT SM3 is OPTIONAL from ArmvS8.1.

If FEAT SM3 is implemented, then FEAT Crypto is implemented.
The following field identifies the presence of FEAT SM3:

«  ID AAG4ISARO ELI1.SM3.
For more information, see FEAT SM3, SM3 functionality.

FEAT _SM4, Advanced SIMD SM4 instructions

FEAT SM4 adds Advanced SIMD instructions that support the Chinese cryptography algorithm
SM4.

These instructions are added to the A64 instruction set only.

FEAT SM4 is OPTIONAL from ArmvS.1.

If FEAT SM4 is implemented, then FEAT Crypto is implemented.
The following field identifies the presence of FEAT SM4:

«  ID AAG4ISARO ELI1.SM4.
For more information, see FEAT SM4, SM4 functionality.

FEAT_SPE, Statistical Profiling Extension

FEAT SPE provides a non-invasive method of sampling software and hardware using randomized
sampling of either architectural instructions, as defined by the instruction set architecture, or by
microarchitectural operations.

This feature is supported in AArch64 state only.
FEAT SPE is OPTIONAL from Armv8.1.
The following field identifies the presence of FEAT SPE:

. ID_AA64DFRO_EL1.PMSVer.

For more information, see Chapter D16 The Statistical Profiling Extension.

FEAT_SVE, Scalable Vector Extension

The Scalable Vector Extension includes the following functionality:

. Configurable vector length with scalable vector lengths from 128 bits up to 2048 bits.
. Predication using scalable predicate registers from 16 bits up to 256 bits.

. Instructions that operate on scalable size vectors and predicates.

. Gather-load and scatter-store.

. Software-managed speculative vectorization.

. System registers and fields to configure the Effective SVE vector length and traps.

The Scalable Vector Extension complements the AArch64 Advanced SIMD and floating-point
functionality. SVE does not replace the AArch64 Advanced SIMD and floating-point functionality.

This feature is supported in AArch64 state only.

FEAT SVE is OPTIONAL from Armv8.2.

If FEAT SVE is implemented, then FEAT FCMA and FEAT FP16 are implemented.
The following field identifies the presence of FEAT SVE:

. ID_AA64PFRO_EL1.SVE.
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FEAT _TTCNP, Translation table Common not private translations

FEAT TTCNP permits multiple PEs in the same Inner Shareable domain to use the same translation
tables for a given stage of address translation.

This facility is available for all VMSAvS8-64 translation regimes and for VMSAvVS-32 translation
stages that use the Long descriptor Translation Table format.

This feature is supported in both AArch64 and AArch32 states.
FEAT TTCNP is mandatory from Armv8.2.

FEAT TTCNP is OPTIONAL from Armv8.1.

The following fields identify the presence of FEAT TTCNP:

«  ID_AA64MMFR2 ELI1.CnP.
«  ID_MMFR4 ELI1.CnP.

. ID_ MMFR4.CnP.

For more information, see:
. Common not private translations.
. Common not private translations in VMSAvS-32.

FEAT _UAO, Unprivileged Access Override control

FEAT UAO adds a bit to Process state, PSTATE. When the value of this UAO state bit is 1, and
when executed at EL1 or at EL2 with HCR_EL2.{E2H, TGE} == {1, 1} the memory accesses made
by the load/store unprivileged instructions behave as if they were made by the load/store register
instructions.

This feature is supported in AArch64 state only.

FEAT UAO is mandatory from Armv8.2.

FEAT UAO is OPTIONAL from ArmvS.1.

The following field identifies the presence of FEAT UAO:

«  ID_AA64MMFR2 EL1.UAO.

For more information, see:

. PSTATE.UAO.

. Load/store unprivileged.
. Load/store register.

FEAT _XNX, Translation table stage 2 Unprivileged Execute-never

FEAT XNX extends the stage 2 translation table access permissions to provide control of whether
memory is executable at ELO independent of whether it is executable at EL1.

This facility is available for stage 2 translation stages in VMSAv8-64 and VMSAv8-32.
This feature is supported in both AArch64 and AArch32 states.

In an Armv8.2 implementation, if FEAT EL2 is implemented, FEAT XNX is implemented.
FEAT XNX is OPTIONAL from Armv8.1.

The following fields identify the presence of FEAT XNX:

. ID_AA64MMFR1_EL1.XNX.
. ID_MMFR4 EL1.XNX.

. ID_MMFR4.XNX.
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For more information, see:
. Stage 2 instruction execution using Direct permissions.

. Access permissions for instruction execution.

A2.2.3.1 Features added to the Armv8.2 extension in later releases
. FEAT AA32BF16.

. FEAT BF16.

. FEAT EBF16.

. FEAT EVT.

. FEAT LRCPC2.

. FEAT LRCPC3.

. FEAT LSE2.

. FEAT MPAM.

. FEAT PAuth2.

«  FEAT RASvlpl.
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A2.2.4 The Armv8.3 architecture extension

The Armv8.3 architecture extension is an extension to Armv8.2. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv8.3 compliant if all of the
following apply:

. It is Armv8.2 compliant.

. It includes all of the Armv8.3 architectural features that are mandatory.
An Armv8.3 compliant implementation can additionally include:

. Armv8.3 features that are optional.

. Any arbitrary subset of the architectural features of Armv8.4, subject only to those constraints that require
that certain features be implemented together.
FEAT_CCIDX, Extended cache index
FEAT CCIDX introduces the following registers to allow caches to be described with greater
numbers of sets and greater associativity:
. A 64-bit format of CCSIDR_ELI.
. CCSIDR2 _ELI.

. CCSIDR2.

This feature is supported in both AArch64 and AArch32 states.
FEAT CCIDX is OPTIONAL from Armv8.2.

The following fields identify the presence of FEAT CCIDX:

. ID_AA64MMFR2 EL1.CCIDX.
. ID MMFR4 EL1.CCIDX.

«  ID MMFR4.CCIDX.

For more information, see:
. Possible formats of the Cache Size Identification Register, CCSIDR _ELI.
. Possible formats of the Cache Size Identification Registers, CCSIDR and CCSIDR?.

FEAT_CONSTPACFIELD, PAC algorithm enhancement

FEAT CONSTPACFIELD introduces functionality that permits an implementation with pointer
authentication to use the value of bit[55] in the virtual address to determine the size of the PAC field
when adding a PAC to the virtual address, even when the top byte is not being ignored.

This feature is supported in AArch64 state only.

FEAT CONSTPACFIELD is OPTIONAL from ArmvS.2.

If FEAT CONSTPACFIELD is implemented, then FEAT PAuth2 is implemented.
The following field identifies the presence of FEAT CONSTPACFIELD:

«  ID_AAG4ISAR2 EL1.PAC._frac.

For more information, see PAC field.

FEAT_DoPD, Debug over Powerdown

FEAT DoPD provides a debug programmers' model where all debug and PMU registers are in the
Core power domain and all CTI registers are in the Debug power domain. Power control is provided
by a CoreSight Granular Power Requester (GPR) component.
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When the optional powerup mechanism is implemented and this feature is implemented, the
debugger makes power control requests for the Core power domain using a CoreSight Class 0x9
ROM Table block, instead of using EDRCR.COREPURQ. EDRCR.COREPURQ is not
implemented. Refer to the 4rm™ CoreSight Architecture Specification for more information.

When FEAT DoPD is implemented:

. The optional Software Lock is not implemented by the architecturally defined debug
components in the PE Core power domain.

. If an ETMv4 trace unit is implemented, the ETM must implement:
. ETMv4.2 or later.
. The Unified Power Domain Model.

. If FEAT ETE is implemented, the trace unit always implements a single power domain.
FEAT DoPD is OPTIONAL from Armv9.0 or Armv8.2.

If FEAT DoPD is implemented, then FEAT DoubleLock is not implemented.

If FEAT DoPD is implemented, then FEAT Debugv8p2 is implemented.

The following field identifies the presence of FEAT DoPD:

. EDDEVID.DebugPower.

For more information, see Chapter H6 Debug Reset and Powerdown Support.

FEAT_EPAC, Enhanced pointer authentication

FEAT EPAC adds functionality that permits setting the Pointer Authentication Code (PAC) field to
0 on performing a PAC operation on a non-canonical address.

This feature is supported in AArch64 state only.

FEAT EPAC is OPTIONAL from Armv8.2.

If FEAT EPAC is implemented, then FEAT PAuth is implemented.

If FEAT EPAC is implemented, then FEAT PAuth?2 is not implemented.
The following fields identify the presence of FEAT EPAC:

. ID_AAG64ISAR1_EL1.APA.
. ID_AAG64ISAR1_ELI1.APIL

. ID_AA64ISAR2 EL1.APA3.

For more information, see Pointer authentication.

FEAT_FCMA, Floating-point complex number instructions

FEAT FCMA introduces instructions for floating-point multiplication and addition of complex
numbers.

These instructions are added to the A64 and A32/T32 instruction sets.

In an Armv8.3 implementation, if FEAT FP is implemented, FEAT FCMA is implemented.
FEAT FCMA is OPTIONAL from Armv8.2.

If FEAT FCMA is implemented, then FEAT FP is implemented.

The following fields identify the presence of FEAT FCMA:

. ID_AAG64ISAR1_EL1.FCMA.
. ID_ISARS5 EL1.VCMA.

. ID_ISARS5.VCMA.
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For more information, see:
. Advanced SIMD complex number arithmetic instructions.

. Advanced SIMD complex number arithmetic instructions.

FEAT_FPAC, Faulting on AUT* instructions

FEAT FPAC introduces faulting on an AUT* instruction.

FEAT FPAC is added as a further extension to FEAT PAuth2.

This feature is supported in AArch64 state only.

FEAT FPAC is OPTIONAL from Armv8.2.

If FEAT FPAC is implemented, then FEAT PAuth2 is implemented.
The following fields identify the presence of FEAT FPAC:

. ID_AAG64ISAR1_EL1.APA.
. ID_AA64ISAR1 EL1.APIL

. ID_AA64ISAR2 EL1.APA3.

For more information, see Faulting on pointer authentication.

FEAT_FPACCOMBINE, Faulting on combined pointer authentication instructions

FEAT FPACCOMBINE introduces faulting on the combined instructions that perform pointer
authentication.

FEAT FPACCOMBINE is added as a further extension to FEAT FPAC.
FEAT FPACCOMBINE is OPTIONAL from Armv8.2.

If FEAT FPACCOMBINE is implemented, then FEAT FPAC is implemented.
The following fields identify the presence of FEAT FPACCOMBINE:

«  ID AAG4ISARI ELI.APA.
«  ID_AAG4ISARI _ELI.APIL

«  ID_AAG4ISAR2 EL1.APA3.

For more information, see Faulting on pointer authentication.

FEAT _FPACC_SPEC, Faulting on combined pointer authentication instructions

FEAT FPACC_SPEC introduces consistent impact of speculation for combined instructions that
perform authentication.

FEAT FPACC SPEC is added as a further extension to FEAT FPACCOMBINE.

This feature is supported in AArch64 state only.

FEAT FPACC SPEC is OPTIONAL from Armv8.2.

If FEAT FPACC_SPEC is implemented, then FEAT FPACCOMBINE is implemented.
The following field identifies the presence of FEAT FPACC SPEC:

. ID_AA64MMFR3_EL1.Spec_FPACC.

For more information, see Faulting on pointer authentication.

FEAT JSCVT, JavaScript conversion instructions

FEAT JSCVT introduces JavaScript convert instructions that truncate a double-precision value to
a 32-bit signed integer, setting the condition flags to indicate whether the converted value was in
range.

These instructions are added to the A64 and A32/T32 instruction sets.
In an Armv8.3 implementation, if FEAT FP is implemented, FEAT JSCVT is implemented.
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If FEAT JSCVT is implemented, then FEAT FP is implemented.
FEAT JSCVT is OPTIONAL from Armv8.2.
The following fields identify the presence of FEAT JSCVT:

. ID_AA64ISAR1 EL1.JSCVT.
. ID_ISAR6_EL1.JSCVT.

. ID_ISAR6.JSCVT.

For more information, see:

. Floating-point conversion.

. About the SME instructions.

. Advanced SIMD and floating-point instructions.
. Floating-point data-processing instructions.

FEAT LRCPC, Load-Acquire RCpc instructions

FEAT LRCPC introduces instructions that support the weaker Release Consistency processor
consistent (RCpc) model that enables the reordering of a Store-Release followed by a Load-Acquire
to a different address.

These instructions are added to the A64 instruction set only.
FEAT LRCPC is OPTIONAL from Armv8.2.

FEAT LRCPC is mandatory from Armv8.3.

The following field identifies the presence of FEAT LRCPC:

. ID _AA64ISAR1 EL1.LRCPC.

For more information, see:
. Load-Acquire, Load-AcquirePC, and Store-Release.
. Load-Acquire/Store-Release.

FEAT NV, Nested Virtualization

FEAT NV provides support for a Guest Hypervisor to run in EL1 and ensures that the Guest
Hypervisor is unaware that it is running at that Exception level. A Guest Hypervisor is supported
regardless of the value of HCR EL2.E2H.

This feature is supported in AArch64 state only.
FEAT NV is OPTIONAL from Armv8.2.
If FEAT NV is implemented, then FEAT EL2 is implemented.

For more information, see Nested virtualization.

FEAT_PACIMP, Pointer authentication - IMPLEMENTATION DEFINED algorithm

FEAT PACIMP permits an IMPLEMENTATION DEFINED cryptographic algorithm to be used for PAC
calculation.

This feature is supported in AArch64 state only.

FEAT PACIMP is OPTIONAL from Armv8.2.

If FEAT PACIMP is implemented, then FEAT PAuth is implemented.
The following fields identify the presence of FEAT PACIMP:

. ID_AA64ISAR1 EL1.GPL

«  ID_AAG64ISARI_ELI.APIL

For more information, see Pointer authentication.
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FEAT PACQARMAS3, Pointer authentication - QARMAZ3 algorithm
FEAT PACQARMA3 adds the QARMA3 cryptographic algorithm for PAC calculation.
This feature is supported in AArch64 state only.
FEAT PACQARMAZ3 is OPTIONAL from Armv8.2.
If FEAT PACQARMAS is implemented, then FEAT PAuth is implemented.
The following fields identify the presence of FEAT PACQARMA3:

«  ID_AAG4ISAR2 EL1.GPA3.

. ID_AA64ISAR2 EL1.APA3.

For more information, see Pointer authentication.

FEAT_PACQARMAS, Pointer authentication - QARMAS algorithm
FEAT PACQARMAS adds the QARMAS cryptographic algorithm for PAC calculation.
This feature is supported in AArch64 state only.
FEAT PACQARMAS is OPTIONAL from Armv8.2.
If FEAT PACQARMAS is implemented, then FEAT PAuth is implemented.
The following fields identify the presence of FEAT PACQARMAS:

. ID_AA64ISAR1_EL1.GPA.

«  ID_AAG4ISARI ELI.APA.

For more information, see Pointer authentication.

FEAT_PAuth, Pointer authentication

FEAT PAuth adds functionality that supports address authentication of the contents of a register
before that register is used as the target of an indirect branch, or as a load.

When FEAT PAuth is implemented, one of the following must be true:
. Exactly one of the PAC algorithms is implemented.

. If the PACCA instruction and other Pointer authentication instructions use different PAC
algorithms, exactly two PAC algorithms are implemented.

The PAC algorithm features are:
. FEAT _PACQARMAS.
. FEAT PACIMP.

. FEAT PACQARMA3.

This feature is supported in AArch64 state only.

FEAT PAuth is mandatory from Armv8.3.

FEAT PAuth is OPTIONAL from Armv8.2.

The following fields identify the presence of FEAT PAuth:

«  ID_AAG4ISARI ELI.APA.
«  ID_AAG4ISARI ELI.APIL

«  ID AA64ISAR2 ELI.APA3.
- ID AAG4ISARI ELI.GPA.
- ID AA64ISARI ELI.GPL

. ID_AA64ISAR2 EL1.GPA3.

For more information, see Pointer authentication.
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FEAT_SPEv1pl, Statistical Profiling Extension version 1

FEAT SPEvlpl adds an Alignment Flag in the Events packet and filtering on this event using
PMSEVFR_ELL1, together with support for the profiling of Scalable Vector Extension operations.

This feature is supported in AArch64 state only.

FEAT SPEvlpl is OPTIONAL from Armv8.2.

If FEAT SPEvlpl is implemented, then FEAT SPE is implemented.

In an Armv8.5 implementation, if FEAT SPE is implemented, FEAT SPEvlpl is implemented.
The following field identifies the presence of FEAT SPEvlipl:

. ID _AA64DFRO_EL1.PMSVer.

An implementation that includes FEAT SVE and the Statistical Profiling Extension is strongly
recommended to implement FEAT SPEv1pl whenever possible.

For more information, see:
. Chapter D16 The Statistical Profiling Extension.

. Chapter D17 Statistical Profiling Extension Sample Record Specification.
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A2.2.5 The Armv8.4 architecture extension

The Armv8.4 architecture extension is an extension to Armv8.3. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv8.4 compliant if all of the
following apply:

. It is Armv8.3 compliant.

. It includes all of the Armv8.4 architectural features that are mandatory.
An Armv8.4 compliant implementation can additionally include:

. Armv8.4 features that are optional.

. Any arbitrary subset of the architectural features of Armv8.5, subject only to those constraints that require
that certain features be implemented together.
FEAT _AMU_EXT, External Activity Monitors
FEAT AMU_EXT indicates support for external access to the Activity Monitors.
FEAT AMU_EXT is OPTIONAL.
If FEAT AMU_EXT is implemented, then FEAT AMUVI is implemented.

FEAT AMU_EXT32, AArch32 External Activity Monitors

FEAT AMU_EXT32 indicates the external AMU registers are implemented as mostly 32-bit
registers.

FEAT AMU_EXT32 is OPTIONAL.
If FEAT AMU_EXT32 is implemented, then FEAT AMU_EXT is implemented.

IfFEAT AMU _EXT and FEAT AMU_ EXT32 are implemented, then FEAT AMU_ EXT64 is not
implemented.

The following field identifies the presence of FEAT AMU_ EXT32:

. AMDEVARCH.ARCHID.
For more information, see Chapter 13 Recommended External Interface to the Performance
Monitors.

FEAT AMUv1, Activity Monitors Extension version 1

FEAT AMUV1 provides a function similar to a subset of the existing Performance Monitors
Extension functionality, intended for system management use rather than debugging and profiling.

This feature is supported in both AArch64 and AArch32 states.
FEAT AMUVI is OPTIONAL from Armv8.3.
The following fields identify the presence of FEAT AMUv1:

«  ID AAG64PFRO EL1.AMU.
«  ID PFRO EL1.AMU.
«  ID PFRO.AMU.

. EDPFR.AMU.

For more information, see Chapter D15 The Activity Monitors Extension.

FEAT_BBM, Translation table break-before-make levels

FEAT BBM provides support to identify the requirements of hardware to have break-before-make
sequences when changing between block size for a translation.

This feature is supported in AArch64 state only.
FEAT BBM is mandatory from Armv8.4.
FEAT BBM is OPTIONAL from Armv8.3.
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The following field identifies the presence of FEAT BBM:

. ID _AA64MMFR2 EL1.BBM.

For more information, see:

. VMSAvS-64 Block descriptor and Page descriptor formats.
. Block translation entry.

. Support levels for changing table or block size.

FEAT_CNTSC, Generic Counter Scaling

FEAT CNTSC adds a scaling register to the memory-mapped counter module that allows the
frequency of the counter that is generated to be scaled from the basic frequency reported in the
counter ID mechanisms.

This feature is supported in both AArch64 and AArch32 states.
FEAT CNTSC is OPTIONAL from Armv8.3.
The following field identifies the presence of FEAT CNTSC:

. CNTID.CNTSC.

For more information, see CNTCR.

FEAT_DIT, Data Independent Timing instructions
FEAT DIT provides independent timing for data processing instructions.
This feature is supported in both AArch64 and AArch32 states.
FEAT DIT is mandatory from Armv8.4.
FEAT DIT is OPTIONAL from Armv8.3.
The following fields identify the presence of FEAT DIT:

«  ID_AAG64PFRO_ELI1.DIT.
- ID_PFRO ELI.DIT.

. ID_PFRO.DIT.

For more information, see:
. About PSTATE.DIT.
. About the DIT bit.

FEAT Debugv8p4, Debug v8.4
FEAT Debugv8p4 covers a selection of mandatory changes:

. The fields MDCR_EL3.{EPMAD, EDAD} control Non-secure access to the debug and
PMU registers. The bus Requester is responsible for other debug authentication.

. The Software Lock is obsolete.
. Non-invasive Debug controls are relaxed.
. Secure and Non-secure views of the debug registers are enabled.

FEAT Debugv8p4 is mandatory from Armv8.4.

FEAT Debugv8p4 is OPTIONAL from Armv8.3.

If FEAT Debugv8p4 is implemented, then FEAT Debugv8p2 is implemented.
If FEAT SEL2 is implemented, then FEAT Debugv8p4 is implemented.

The following fields identify the presence of FEAT Debugv8p4:

«  ID_DFRO_ELI.CopDbg.
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. ID_AA64DFRO_EL1.DebugVer.
. DBGDIDR.Version.
. ID DFRO.CopDbg.

. EDDEVARCH.ARCHVER.

For more information, see:
. Definition and constraints of a debugger.
. Access permissions for the External debug interface registers.

FEAT _DotProd, Advanced SIMD dot product instructions

FEAT DotProd provides instructions to perform a four-way vector dot product of 8-bit integers,
accumulating each sum of four products into a 32-bit integer. Each 8-bit input can be treated as a
signed or unsigned value.

These instructions are added to the A64 and A32/T32 instruction sets.

In an Armv8.4 implementation, if FEAT AdvSIMD is implemented, FEAT DotProd is
implemented.

FEAT DotProd is OPTIONAL from Armv8.1.
The following fields identify the presence of FEAT DotProd:

«  ID_AAG64ISARO_EL1.DP.
«  ID_ISAR6 ELI.DP.

. ID_ISAR6.DP.

For more information, see:
. SIMD integer dot product.
. Advanced SIMD dot product instructions.

FEAT_DoubleFault, Double Fault Extension
FEAT DoubleFault provides controls for routing and masking error exceptions.
This feature is supported in AArch64 state only.

In an Armv8.4 implementation, if FEAT AA64EL3 is implemented, FEAT DoubleFault is
implemented.

If FEAT DoubleFault is implemented, then FEAT DoubleFault2 or FEAT AAG64EL3 is
implemented.

The following field identifies the presence of FEAT DoubleFault:

«  ID_AAG64PFRO ELI.RAS.

For more information, see:
. Taking error exceptions.
. Error synchronization event.

FEAT_FHM, Floating-point half-precision to single-precision multiply-add instructions
FEAT FHM adds half-precision to single-precision fused multiply-add instructions.
These instructions are added to the A64 and A32/T32 instruction sets.
In an Armv8.4 implementation, if FEAT FP16 is implemented, FEAT FHM is implemented.
FEAT FHM is OPTIONAL from Armv8.1.
If FEAT FHM is implemented, then FEAT FP16 is implemented.
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The following fields identify the presence of FEAT FHM:
. ID_AAG4ISARO_EL1.FHM.
. ID ISAR6_EL1.FHM.

. ID_ISAR6.FHM.

For more information, see:

. SIMD arithmetic.

. SIMD by element arithmetic.

. Advanced SIMD multiply instructions.

FEAT_FlagM, Condition flag manipulation instructions
FEAT FlagM provides instructions that manipulate the Process state, PSTATE.{N,Z,C,V} flags.
These instructions are added to the A64 instruction set only.
FEAT FlagM is mandatory from Armv8.4.
FEAT FlagM is OPTIONAL from Armv8.1.
The following field identifies the presence of FEAT FlagM:

. ID AA64ISARO_ELI1.TS.

For more information, see Flag manipulation instructions.

FEAT _IDST, ID space trap handling

FEAT IDST causes all AArch64 read accesses to the feature ID space when exceptions are
generated to be reported in ESR_ELx using the EC code 0x18.

This feature is supported in AArch64 state only.

FEAT IDST is mandatory from Armv8.4.

FEAT IDST is OPTIONAL from Armv8.3.

The following field identifies the presence of FEAT IDST:

«  ID_AA64MMFR2 ELI1.IDS.

FEAT_LRCPC2, Load-Acquire RCpc instructions version 2
FEAT LRCPC?2 provides versions of LDAPR and STLR with a 9-bit unscaled signed immediate offset.
These instructions are added to the A64 instruction set only.
FEAT LRCPC2 is mandatory from Armv8.4.
FEAT LRCPC2 is OPTIONAL from ArmvS.2.
If FEAT LRCPC2 is implemented, then FEAT LRCPC is implemented.
The following field identifies the presence of FEAT LRCPC2:

. ID_AA64ISAR1 _EL1.LRCPC.

For more information, see:

. Changes to single-copy atomicity in Armvé8.4.

. Load-Acquire/Store-Release.

. A64 instructions that are changed in Debug state.

FEAT LSE2, Large System Extensions version 2

FEAT LSE2 introduces changes to single-copy atomicity requirements for loads and stores, and
changes to alignment requirements for loads and stores.

This feature is supported in AArch64 state only.
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FEAT LSE2 is mandatory from Armv8.4.
FEAT LSE2 is OPTIONAL from Armv8.2.
The following field identifies the presence of FEAT LSE2:

. ID AA64MMFR2 ELI1.AT.

For more information, see:
. Requirements for single-copy atomicity.
. Alignment of data accesses.

FEAT MPAM, Memory Partitioning and Monitoring Extension

The MPAM Extension provides a framework for memory-system component controls that partition
one or more of the performance resources of the component.

This feature is supported in AArch64 state only.
FEAT MPAM is OPTIONAL from Armv8.2.
The following field identifies the presence of FEAT MPAM:

. ID_AAG64PFRO_EL1.MPAM.
For more information, see Chapter D20 MPAM PE Architecture.

FEAT_NV2, Enhanced nested virtualization support

FEAT NV?2 supports nested virtualization by redirecting register accesses that would be trapped to
EL1 and EL2 to access memory instead. The address of the memory access depends on information
held in VNCR_EL2.

This feature is supported in AArch64 state only.
FEAT NV2 is OPTIONAL from Armv8.3.
If FEAT NV2 is implemented, then FEAT NV is implemented.

For more information, see Enhanced support for nested virtualization.

FEAT PMUv3p4, Arm8.4 PMU extensions
FEAT PMUv3p4 introduces the PMMIR EL1 and PMMIR registers.
This feature is supported in both AArch64 and AArch32 states.
FEAT PMUv3p4 is OPTIONAL from Armv8.3.
If FEAT PMUv3p4 is implemented, then FEAT PMUv3pl1 is implemented.

In an Armv8.4 implementation, if FEAT PMUV3 is implemented, FEAT PMUv3p4 is
implemented.

The following fields identify the presence of FEAT PMUv3p4:
. ID_AA64DFRO_EL1.PMU Ver.

. ID_DFRO_ELI1.PerfMon.

. ID_DFRO.PerfMon.

. EDDFR.PMU Ver.

For more information, see PMU events and event numbers.

FEAT_RASSAvl1pl, RAS version 1.1 System Architecture
The system architecture to support RASvIpl
FEAT RASSAvlpl is OPTIONAL.

ARM DDI 0487K.a Copyright © 2013-2024 Arm Limited or its affiliates. All rights reserved. A2-118
ID032224 Non-Confidential



A-profile Architecture Extensions
A2.2 Armv8-A architecture extensions

FEAT RASv1pl, RAS extension v1.1
FEAT RASvlpl adds support for System register access to the following RAS System Architecture
v1.1 features:

. Additional ERR<n>MISC<m> registers.

. The optional RAS Common Fault Injection Model Extension.

This feature is supported in both AArch64 and AArch32 states.

In an Armv8.4 implementation, if FEAT RAS is implemented, FEAT RASvIpl is implemented.
FEAT RASvlpl is OPTIONAL from Armv8.2.

If FEAT RASvlpl is implemented, then FEAT RAS is implemented.

If FEAT RASvlpl is implemented, then FEAT RASSAvIpl is implemented.

The following fields identify the presence of FEAT RASvipl:

. ID_AA64PFRO_ELI1.RAS.

. ID_AAG64PFR1 _EL1.RAS frac.
«  ID _PFRO_ELI.RAS.

. ID_PFR2_EL1.RAS_frac.

«  ID PFRO.RAS.

. ID PFR2.RAS frac.

For more information, see Chapter 15 RAS System Architecture.

FEAT_S2FWRB, Stage 2 forced Write-Back

FEAT S2FWB reduces the requirement of additional cache maintenance instructions in systems
where the data Cacheability attributes used by the Guest operating system are different from those
expected by the Hypervisor. If this feature is implemented, there is no meaningful distinction
between the Inner and Outer Shareability domains for accesses to Normal Cacheable memory.

This feature is supported in AArch64 state only.

In an Armv8.4 implementation, if FEAT EL2 is implemented, FEAT S2FWB is implemented.
FEAT S2FWB is OPTIONAL from Armv8.3.

The following field identifies the presence of FEAT S2FWB:

. ID_AA64MMFR2_EL1.FWB.

For more information, see:
. VMSAvS-64 Block descriptor and Page descriptor formats.
. Stage 2 memory type and Cacheability attributes when FWB is enabled.

FEAT_SEL2, Secure EL2

FEAT SEL2 permits EL2 to be implemented in Secure state. When Secure EL2 is enabled, a
translation regime is introduced that follows the same format as the other Secure translation
regimes.

This feature is not supported if EL2 is using AArch32.

In an Armv8.4 implementation, if FEAT AAG64EL2 is implemented, FEAT SEL2 is implemented.
FEAT SEL2 is OPTIONAL from Armv8.3.

If FEAT SEL2 is implemented, then FEAT TTST is implemented.

If FEAT SEL2 is implemented, then FEAT EL2 is implemented.

The following field identifies the presence of FEAT SEL2:

. ID_AA64PFRO_EL1.SEL2.
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For more information, see:
. Security states
. Translation regimes.

FEAT_TLBIOS, TLB invalidate instructions in Outer Shareable domain

FEAT TLBIOS provides TLBI maintenance instructions that extend to the Outer Shareable
domain.

This feature is supported in AArch64 state only.

FEAT TLBIOS is mandatory from Armv8.4.

FEAT TLBIOS is OPTIONAL from Armv8.3.

The following field identifies the presence of FEAT TLBIOS:

. ID_AA64ISARO EL1.TLB.

For more information, see TLB maintenance instructions.

FEAT_TLBIRANGE, TLB invalidate range instructions

FEAT TLBIRANGE provides TLBI maintenance instructions that apply to a range of input
addresses.

This feature is supported in AArch64 state only.

FEAT TLBIRANGE is mandatory from Armv8.4.

FEAT TLBIRANGE is OPTIONAL from Armv8.3.

If FEAT TLBIRANGE is implemented, then FEAT TLBIOS is implemented.
The following field identifies the presence of FEAT TLBIRANGE:

. ID_AAG64ISARO_EL1.TLB.

For more information, see:
. TLB maintenance instructions.
. TLB maintenance instructions that do not apply to a range of addresses.

FEAT_TREF, Self-hosted Trace extensions
FEAT TRF adds controls of trace in a self-hosted system through System registers.

. The feature provides:

. Control of Exception levels and Security states where trace generation is prohibited.

. Control of whether an offset is used for the timestamp recorded with trace information.

. A context synchronization instruction TSB CSYNC which can be used to prevent reordering

of trace operation accesses with respect to other accesses of the same System registers.
This feature is supported in both AArch64 and AArch32 states.
FEAT TREF is OPTIONAL from Armv8.3.
If FEAT TREF is implemented, then FEAT TRC SR is implemented.
In an Armv8.4 implementation, if FEAT ETMv4 is implemented, FEAT TRF is implemented.
The following fields identify the presence of FEAT TREF:

. ID_DFRO_ELI1.TraceFilt.
. ID_DFRO.TraceFilt.
. ID_AA64DFRO_EL1.TraceFilt.

. EDDEFR.TraceFilt.
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For more information on FEAT TRE, see:
. Chapter D3 AArch64 Self-hosted Trace.

. Chapter G3 AArch32 Self-hosted Trace.

FEAT _TTL, Translation Table Level

FEAT TTL provides the TTL field to indicate the level of translation table walk holding the leaf
entry for the address that is being invalidated. This field is provided in all TLB maintenance
instructions that take a VA or an IPA argument.

This feature is supported in AArch64 state only.

FEAT TTL is mandatory from Armv8.4.

FEAT TTL is OPTIONAL from Armv8.3.

The following field identifies the presence of FEAT TTL:

. ID_AA64MMFR2 EL1.TTL.

For more information, see:
. TLB maintenance instructions.

. TLB maintenance instructions that do not apply to a range of addresses.

FEAT _TTST, Small translation tables

FEAT TTST relaxes the lower limit on the size of translation tables, by increasing the maximum
permitted value of the T1SZ and TOSZ fields in TCR_EL1, TCR_EL2, TCR_EL3, VTCR_EL2 and
VSTCR_EL2.

This feature is supported in AArch64 state only.

FEAT TTST is OPTIONAL from Armv8.3.

If FEAT SEL2 is implemented, then FEAT TTST is implemented.
The following field identifies the presence of FEAT TTST:

. ID_AA64MMFR2 ELI1.ST.

For more information, see:

. Input address size configuration.

. VMSAvS-64 translation using the 4KB granule.
. VMSAvVS-64 translation using the 16KB granule.

. VMSAvVS-64 translation using the 64KB granule.
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A2.2.6 The Armv8.5 architecture extension

The Armv8.5 architecture extension is an extension to Armv8.4. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv8.5 compliant if all of the

following apply:
. It is Armv8.4 compliant.
. It includes all of the Armv8.5 architectural features that are mandatory.

An Armv8.5 compliant implementation can additionally include:
. Armv8.5 features that are optional.

. Any arbitrary subset of the architectural features of Armv8.6, subject only to those constraints that require
that certain features be implemented together.
FEAT_BTI, Branch Target Identification
FEAT BTI allows memory pages to be guarded against the execution of instructions that are not the

intended target of a branch. To do this, it introduces:

. The GP field, which denotes the blocks and pages in stage 1 translation tables that are
guarded pages.

. The Process state, PSTATE . BTYPE field, which is used to determine whether an access to a
guarded memory region will generate a Branch Target exception.

. The BTI instruction, which is used to guard against the execution of instructions that are not
the intended target of a branch.

This feature is supported in AArch64 state only.

FEAT BTI is mandatory from Armv8.5.

FEAT BTI is OPTIONAL from Armv8.4.

The following field identifies the presence of FEAT BTI:

. ID_AA64PFR1 _EL1.BT.

For more information, see:

. VMSAvS-64 Table descriptor format.

. PSTATE.BTYPE.

. Effect of entering Debug state on PSTATE.

FEAT _CSV2, Cache Speculation Variant 2

FEAT CSV2 adds a mechanism to identify if hardware cannot disclose information about whether
branch or other predictions trained in one hardware described context can control speculative
execution in a different hardware described context.

This feature is supported in both AArch64 and AArch32 states.
FEAT CSV2 is mandatory from Armv8.5.

FEAT CSV2 is OPTIONAL from Armv8.0.

The following fields identify the presence of FEAT CSV2:

«  ID_AAG64PFRO_EL1.CSV2.
«  ID_PFRO EL1.CSV2.

«  ID_PFRO.CSV2.

For more information, see:

. Restrictions on the effects of speculation.
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. Restrictions on the effects of speculation.

FEAT _CSV3, Cache Speculation Variant 3

FEAT CSV3 adds a mechanism to identify if hardware cannot disclose information about whether
data loaded under speculation with a permission or domain fault can be used to form an address,
generate condition codes, or generate SVE predicate values, to be used by instructions newer than
the load in the speculative sequence.

This feature is supported in both AArch64 and AArch32 states.
FEAT CSV3 is mandatory from Armv8.5.

FEAT CSV3 is OPTIONAL from Armv8.0.

The following field identifies the presence of FEAT CSV3:

. ID AA64PFRO _EL1.CSV3.

FEAT_DPB2, DC CVADP instruction
FEAT DPB?2 allows two levels of cache clean to the Point of Persistence by:

. Redefining Point of Persistence, which changes the scope of DC CVAP.
. Defining a Point of Deep Persistence.

. Adding the DC CVADP System instruction.

This feature is supported in AArch64 state only.

FEAT DPB2 is mandatory from Armv8.5.

FEAT DPB2 is OPTIONAL from Armv8.1.

If FEAT DPB?2 is implemented, then FEAT DPB is implemented.
The following field identifies the presence of FEAT DPB2:

. ID_AAG64ISAR1_EL1.DPB.
For more information, see Terminology for Clean, Invalidate, and Clean and Invalidate
instructions.
FEAT_EOPD, Preventing ELO access to halves of address maps
FEAT EOPD prevents access at ELO to half of the addresses in the memory map.

This feature is supported in AArch64 state only. When EL1 is using AArch64 state, this feature
affects access to ELO, in either Execution state.

FEAT EOPD is mandatory from Armv8.5.

If FEAT EOPD is implemented, then FEAT CSV3 is implemented.
FEAT EOPD is OPTIONAL from Armv8.4.

The following field identifies the presence of FEAT EOPD:

. ID_AA64MMFR2 _EL1.EOPD.

For more information, see Preventing EL0 access to halves of the address map.

FEAT_EVT, Enhanced Virtualization Traps

FEAT EVT introduces additional traps for EL1 and ELO Cache controls in HCR_EL2 and HCR2.
These traps are independent of existing controls.

This feature is supported in both AArch64 and AArch32 states.

In an Armv8.5 implementation, if FEAT EL2 is implemented, FEAT EVT is implemented.
FEAT EVT is OPTIONAL from Armv8.2.

The following fields identify the presence of FEAT EVT:

. ID_AA64MMFR2 EL1.EVT.

ARM DDI 0487K.a Copyright © 2013-2024 Arm Limited or its affiliates. All rights reserved. A2-123
ID032224 Non-Confidential



A-profile Architecture Extensions
A2.2 Armv8-A architecture extensions

. ID MMFR4 EL1.EVT.
. ID MMFR4.EVT.

FEAT_ExS, Context synchronization and exception handling

FEAT ExS provides a mechanism to control whether exception entry and exception return are
context synchronization events.

Fields in the SCTLR ELx registers enable and disable context synchronization at exception entry
and return at an Exception level.

This feature is supported in AArch64 state only.
FEAT ExS is OPTIONAL from Armv8.4.
The following field identifies the presence of FEAT ExS:

«  ID_AA64MMFRO EL1.ExS.
For more information, see CONSTRAINED UNPREDICTABLE behavior due to inadequate context
synchronization.
FEAT_ FRINTTS, Floating-point to integer instructions

FEAT FRINTTS provides instructions that round a floating-point number to an integral valued
floating-point number that fits in a 32-bit or 64-bit integer number range.

These instructions are added to the A64 instruction set only.

In an Armv8.5 implementation, if FEAT FP is implemented, FEAT FRINTTS is implemented.
FEAT FRINTTS is OPTIONAL from Armv8.4.

If FEAT FRINTTS is implemented, then FEAT FP and FEAT AdvSIMD are implemented.
The following field identifies the presence of FEAT FRINTTS:

. ID AA64ISAR1 EL1.FRINTTS.

For more information, see Floating-point round to integral value.

FEAT FlagM2, Enhancements to flag manipulation instructions

FEAT FlagM2 provides instructions that convert between the PSTATE condition flag format used
by the FCMP instruction and an alternative format described in Condition flags and related
instructions.

These instructions are added to the A64 instruction set only.

FEAT FlagM2 is OPTIONAL from Armv8.4.

If FEAT FlagM?2 is implemented, then FEAT FlagM is implemented.
The following field identifies the presence of FEAT FlagM2:

. ID_AA64ISARO ELI1.TS.

For more information, see Flag manipulation instructions.

FEAT_GTG, Guest translation granule size

FEAT GTG allows a hypervisor to support different granule sizes for stage 2 and stage 1
translation, and allows a nested hypervisor to determine what stage 2 granule sizes are available.

This feature is supported in AArch64 state only.

In an Armv8.5 implementation, if FEAT AA64EL2 is implemented, FEAT GTG is implemented.
FEAT GTG is OPTIONAL from Armv8.0.

The following fields identify the presence of FEAT GTG:

«  ID_AA64MMFRO EL1.TGran4 2.
«  ID AA64MMFRO EL1.TGranl6 2.

. ID_AA64MMFRO_EL1.TGran64 2.
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For more information, see Translation granules.

FEAT _MTE, Memory Tagging Extension

FEAT MTE provides architectural support for runtime, always-on detection of various classes of
memory error to aid with software debugging to eliminate vulnerabilities arising from
memory-unsafe languages.

These features are supported in AArch64 state only.
FEAT MTE is OPTIONAL from Armv8.4.
The following field identifies the presence of FEAT _MTE:

. ID_AA64PFR1_EL1.MTE.

For more information, see:

. Chapter D10 The Memory Tagging Extension.

. Chapter B2 The AArch64 Application Level Memory Model.
. PMU events and event numbers.

. Chapter D16 The Statistical Profiling Extension.

. Chapter H2 Debug State.

FEAT _MTE2, Memory Tagging Extension

FEAT MTE2 provides architectural support for runtime, always-on detection of various classes of
memory error to aid with software debugging to eliminate vulnerabilities arising from
memory-unsafe languages.

These features are supported in AArch64 state only.

FEAT MTE?2 is OPTIONAL from Armv8.4.

If FEAT MTE2 is implemented, then FEAT MTE is implemented.
The following field identifies the presence of FEAT MTE2:

. ID_AA64PFR1_EL1.MTE.

For more information, see:

. Chapter D10 The Memory Tagging Extension.

. Chapter B2 The AArch64 Application Level Memory Model.
. PMU events and event numbers.

. Chapter D16 The Statistical Profiling Extension.

. Chapter H2 Debug State.

FEAT_PMUv3p5, Arm8.5 PMU extensions

FEAT PMUv3p5 extends event counters to 64-bit event counters, and adds mechanisms to disable
the cycle counter in Secure state and in EL2.

FEAT PMUv3p5 relaxes the behavior of PMCR.{IMP, IDCODE}, and deprecates use of these
fields.

This feature is supported in both AArch64 and AArch32 states.
FEAT PMUv3pS5 is OPTIONAL from Armv8.4.
If FEAT PMUv3p5 is implemented, then FEAT PMUv3p4 is implemented.

In an Armv8.5 implementation, if FEAT PMUV3 is implemented, FEAT PMUv3p5 is
implemented.
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The following fields identify the presence of FEAT PMUv3p5:
. ID_AA64DFRO_EL1.PMU Ver.

. ID_DFRO_ELI1.PerfMon.

. ID_DFRO.PerfMon.

. EDDFR.PMU Ver.

For more information, see:

. Behavior on overflow.

. Controlling the PMU counters.
. PMU events and event numbers.

FEAT RNG, Random number generator

FEAT RNG introduces the RNDR and RNDRRS registers. Reads to these registers return a 64-bit
random number. A read to RNDRRS will cause a reseeding of the random number before the
generation of the random number that is returned.

This feature is supported in AArch64 state only.
FEAT RNG is OPTIONAL from Armv8.4.
The following field identifies the presence of FEAT RNG:

. ID_AAG4ISARO_EL1.RNDR.

For more information, see:

. Effect of random number generation instructions on Condition flags
. Appendix K15 Random Number Generation

FEAT _RNG_TRAP, Trapping support for RNDR/RNDRRS

FEAT RNG_TRAP introduces support for EL3 trapping of reads of the RNDR and RNDRRS
registers.

This feature is supported in AArch64 state only.
FEAT RNG _TRAP is OPTIONAL from Armv8.4.
The following field identifies the presence of FEAT RNG_TRAP:

«  ID_AAG64PFRI_ELI.RNDR_trap.

FEAT_S2TGranl16K, Support for 16KB memory translation granule size at stage 2
FEAT S2TGran16K is OPTIONAL.
FEAT S2TGran16K is implemented if and only if all of the following are true:

. FEAT AAG4EL2 is implemented.

. FEAT TGranl6K is implemented.
The following field identifies the presence of FEAT S2TGran16K:

. ID_AA64MMFRO _EL1.TGranl6 2.

FEAT _S2TGran4K, Support for 4KB memory translation granule size at stage 2
FEAT S2TGran4K is OPTIONAL.
FEAT S2TGran4K is implemented if and only if all of the following are true:

. FEAT AAG4EL2 is implemented.

. FEAT TGran4K is implemented.
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The following field identifies the presence of FEAT S2TGran4K:
. ID_AA64AMMFRO EL1.TGran4 2.

FEAT_S2TGran64K, Support for 64KB memory translation granule size at stage 2
FEAT S2TGran64K is OPTIONAL.
FEAT S2TGran64K is implemented if and only if all of the following are true:

. FEAT AAG64EL2 is implemented.

. FEAT TGran64K is implemented.
The following field identifies the presence of FEAT S2TGran64K:

«  ID_AA64MMFRO EL1.TGran64 2.

FEAT_SB, Speculation Barrier
Speculation Barrier FEAT SB introduces a barrier to control speculation.
This feature is supported in both AArch64 and AArch32 states.
FEAT SB is mandatory from Armv8.5.
FEAT SB is OPTIONAL from Armv8.0.
The following fields identify the presence of FEAT SB:

«  ID_AAG4ISARI ELI.SB.
«  ID ISAR6 ELI1.SB.

«  ID_ISAR6.SB.

For more information, see:

. Speculation Barrier (SB).

. Barriers and CLREX instructions.
. Speculation Barrier (SB).

. Miscellaneous instructions.

FEAT_SPECRES, Speculation restriction instructions

FEAT SPECRES adds System instructions that prevent predictions based on information gathered
from earlier execution within a particular execution context from affecting the later speculative
execution within that context, to the extent that the speculative execution is observable through side
channels.

This feature is supported in both AArch64 and AArch32 states.
FEAT SPECRES is mandatory from Armv8.5.
FEAT SPECRES is OPTIONAL from Armv8.0.
The following fields identify the presence of FEAT SPECRES:

«  ID_AAG4ISARI EL1.SPECRES.
«  ID ISAR6 ELI1.SPECRES.

. ID_ISAR6.SPECRES.

For more information, see:

. Prediction restriction instructions.
. Execution, data prediction and prefetching restriction System instructions.
. Execution and data prediction restriction System instructions.
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FEAT _SSBS, Speculative Store Bypass Safe

FEAT SSBS allows software to indicate whether hardware is permitted to load or store
speculatively in a manner that could give rise to a cache timing side channel, which in turn could be
used to derive an address from values loaded to a register from memory.

This feature is supported in both AArch64 and AArch32 states.
FEAT SSBS is OPTIONAL from Armv8.0.
The following fields identify the presence of FEAT SSBS:

«  ID_AAG4PFRI_ELI1.SSBS.
«  ID _PFR2 ELI.SSBS.

« D _PFR2.SSBS.

For more information, see:
. Speculative Store Bypass Safe (SSBS).

. Speculative Store Bypass Safe (SSBS).

FEAT _SSBS2, MRS and MSR instructions for SSBS version 2

FEAT SSBS2 provides controls for the MSR and MRS instructions to read and write the Process
state, PSTATE.SSBS field.

This feature is supported in AArch64 state only.

FEAT SSBS2 is OPTIONAL from Armv8.0.

If FEAT SSBS2 is implemented, then FEAT SSBS is implemented.
The following field identifies the presence of FEAT SSBS2:

«  ID_AAG64PFRI_ELI1.SSBS.

For more information, see:
. Speculative Store Bypass Safe (SSBS).

. Speculative Store Bypass Safe (SSBS).

A2.2.6.1 Features added to the Armv8.5 extension in later releases
FEAT MTE3.

FEAT MTE_ASYNC.
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A2.2.7 The Armv8.6 architecture extension

The Armv8.6 architecture extension is an extension to Armv8.5. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv8.6 compliant if all of the

following apply:
. It is Armv8.5 compliant.
. It includes all of the Armv8.6 architectural features that are mandatory.

An Armv8.6 compliant implementation can additionally include:
. Armv8.6 features that are optional.

. Any arbitrary subset of the architectural features of Armv8.7, subject only to those constraints that require
that certain features be implemented together.
FEAT _AA32BF16, AArch32 BFloat16 instructions

FEAT AA32BF16 supports the BFloat16, or BF16, 16-bit floating-point storage format in
AArch32 state. This format supports:

. Arithmetic instructions to multiply BF16 values and accumulate into single-precision results.
. Arithmetic instructions to accelerate dot products and matrix multiplications of BF16 values.
. Instructions to convert single-precision floating-point values to BF16 format.

This feature is supported in AArch32 state only.

FEAT AA32BF16 is OPTIONAL from Armv8.2.

If FEAT AA32BF16 is implemented, then FEAT BF16 is implemented.
The following fields identify the presence of FEAT AA32BF16:

. ID_ISAR6_EL1.BF16.

. ID_ISARG6.BF16.

For more information, see:

. BFloatl6 floating-point format.

. Advanced SIMD BFloatl6 instructions.
. Floating-point data-processing.

FEAT AMUv1pl, Activity Monitors Extension version 1.1

FEAT AMUvIpl introduces support for virtualization of Activity Monitors event counters, and
introduces controls to disable access to auxiliary event counters below the highest Exception level.

This feature is supported in AArch32 state and AArch64 state, if the hypervisor is using AArch64.
FEAT AMUvIpl is OPTIONAL from Armv8.5.

If FEAT AMUvlpl is implemented, then FEAT AMUv1 is implemented.

The following fields identify the presence of FEAT AMUvlipl:

«  ID_AAG64PFRO_EL1.AMU.
«  ID_PFRO_EL1.AMU.
«  ID_PFRO.AMU.

. EDPFR.AMU.

For more information, see Chapter D15 The Activity Monitors Extension.
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FEAT BF16, AArch64 BFloat16 instructions
FEAT BF16 supports the BFloat16, or BF16, 16-bit floating-point storage format in AArch64 state.

This format supports:

. Arithmetic instructions to multiply BF16 values and accumulate into single-precision results.
. Arithmetic instructions to accelerate dot products and matrix multiplications of BF16 values.
. Instructions to convert single-precision floating-point values to BF16 format.

This feature is supported in AArch64 state only.

FEAT BF16 is OPTIONAL from Armv8.2.

FEAT BF16 is mandatory from Armv8.6.

The following fields identify the presence of FEAT BF16:

. ID_AA64ISAR1 EL1.BF16.

. ID _AA64ZFRO _EL1.BF16.

For more information, see:

. BFloatl6 floating-point format.

. Convert floating-point single-precision to BFloatl6.
. SIMD BFloatl6.

. SVE BFloatl6 floating-point multiply-add.

. SVE BFloatl6 floating-point dot product.

. SVE BFloatl6 floating-point matrix multiply.

. SVE BFloatl6 floating-point convert.

FEAT_CP15SDISABLE2, CP15SDISABLE?2

FEAT CP15SDISABLE2 provides an implementation-defined mechanism, the CP1SSDISABLE2
signal, which when asserted HIGH prevents writes to a set of Secure CP15 registers. This signal is
analogous to the existing CP15SDISABLE signal.

This feature is supported only when EL3 is executing in AArch32 state.

FEAT CP15SDISABLE?2 is OPTIONAL from Armv8.0.

If FEAT CP15SDISABLE2? is implemented, then FEAT AA32EL3 is implemented.
For more information, see The CP15SDISABLE and CP15SDISABLE? input signals.

FEAT_DGH, Data Gathering Hint
FEAT DGH adds the Data Gathering Hint instruction to the hint space.
This instruction is added to the A64 instruction set only.
FEAT DGH is OPTIONAL from Armv8.0.
The following field identifies the presence of FEAT DGH:

«  ID_AAG64ISARI_EL1.DGH.

For more information, see Hint instructions.

FEAT_ECV, Enhanced Counter Virtualization
FEAT ECV enhances the Generic Timer architecture.
When executing in AArch64 state or AArch32 state, FEAT ECV provides:

. Self-synchronizing views of the virtual and physical timers in AArch64 and AArch32 state.

. The ability to scale the generation of the event stream.

ARM DDI 0487K.a Copyright © 2013-2024 Arm Limited or its affiliates. All rights reserved. A2-130
ID032224 Non-Confidential



A-profile Architecture Extensions
A2.2 Armv8-A architecture extensions

When EL2 is using AArch64 state, FEAT ECV provides:

. An optional offset between the EL1 or ELO view of physical time, and the EL2 or EL3 view
of physical time.

. Traps configurable in CNTHCTL_ EL2 that trap ELO and EL1 access to the virtual counter
or timer registers, and accesses to the physical timer registers when they are accessed using
an EL02 descriptor.

The optional offset to views of physical time, and the configurable traps in CNTHCTL_EL2, both
apply to EL1 and ELO whether EL1 and ELO are in AArch64 state or AArch32 state.

This feature is supported in both AArch64 and AArch32 states.
FEAT ECV is mandatory from Armv8.6.

FEAT ECV is OPTIONAL from Armv8.5.

The following field identifies the presence of FEAT ECV:

«  ID_AA64MMFRO EL1.ECV.

For more information, see:

. Self-hosted trace timestamps.

. The profiling data.

. The AArch64 view of the Generic Timer.
. The AArch32 view of the Generic Timer.

FEAT_FGT, Fine Grain Traps

FEAT FGT introduces additional traps to EL2 of EL1 and ELO access to individual or small groups
of System registers and instructions, and traps to EL3 and EL2 of the Debug Communications
Channel registers. The traps are independent of existing controls.

This feature is supported in AArch64, and when EL1 is using AArch64, ELO accesses using
AArch32 are also trapped.

In an Armv8.6 implementation, if FEAT AA64EL2 or FEAT AAG64EL3 is implemented,
FEAT FGT is implemented.

FEAT FGT is OPTIONAL from Armv8.5.
The following field identifies the presence of FEAT FGT:

«  ID_AA64MMFRO_EL1.FGT.

For more information, see Configurable instruction controls.

FEAT_HPMNO, Setting of MDCR_EL2.HPMN to zero

FEAT HPMNO permits a hypervisor to provide zero PMU event counters for a guest operating
system by setting MDCR_EL2.HPMN to zero.

This feature is supported in both AArch64 and AArch32 states.

In an Armv8.8 implementation, if FEAT PMUv3 and FEAT EL2 are implemented,
FEAT HPMNO is implemented.

FEAT HPMNO is OPTIONAL from Armv8.5.

If FEAT HPMNO is implemented, then FEAT EL2 is implemented.

If FEAT HPMNO is implemented, then FEAT PMUv3 and FEAT FGT are implemented.
The following fields identify the presence of FEAT HPMNO:

. ID_AA64DFRO_EL1.HPMNO.
. ID_DFR1 EL1.HPMNO.

. ID_DFR1.HPMNO.
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For more information, see:

. Interaction with EL2.

. Controlling the PMU counters.
. The Performance Monitors Extension.
. The Performance Monitors Extension.

FEAT MPAMvOp1, Memory Partitioning and Monitoring version 0.1
This feature is supported in AArch64 state only.
FEAT MPAMvOpl is OPTIONAL from Armv8.5.
The following fields identify the presence of FEAT MPAMvOpl:

. ID_AAG64PFRO_EL1.MPAM.

. ID_AA64PFR1_EL1.MPAM frac.
For more information, see Chapter D20 MPAM PE Architecture.

FEAT _MPAMv1pl, Memory Partitioning and Monitoring version 1.1
This feature is supported in AArch64 state only.
FEAT MPAMvlpl is OPTIONAL from Armv8.5.

IfFEAT MPAMvlpl is implemented, then FEAT MPAM is implemented and FEAT MPAMvOpl
is not implemented.

The following fields identify the presence of FEAT MPAMvlpl:
. ID AA64PFRO_EL1.MPAM.

. ID_AA64PFR1_EL1.MPAM frac.
For more information, see Chapter D20 MPAM PE Architecture.

FEAT _MTPMU, Multi-threaded PMU extensions
FEAT MTPMU introduces controls to disable PMEVTYPER<n> EL0.MT.

From Armv8.6, when FEAT PMUV3 is implemented, multithreaded event counting is only
supported in multithreaded implementations that also include FEAT MTPMU.

This feature is supported in both AArch64 and AArch32 states.

FEAT MTPMU is OPTIONAL from Armv8.5.

If FEAT MTPMU is implemented, then FEAT PMUV3 is implemented.

If FEAT MTPMU is implemented, then FEAT EL2 or FEAT EL3 is implemented.
The following fields identify the presence of FEAT MTPMU:

. ID_AA64DFRO_EL1.MTPMU.
. ID_DFR1.MTPMU.

. ID DFR1 _EL1.MTPMU.

For more information, see:

. Multithreaded implementations.

. MDCR_EL3.MTPME, SDCR, MDCR_EL2.MTPME, and HDCR.MTPME.
. Common event numbers.

FEAT_PAuth2, Enhancements to pointer authentication

FEAT PAuth2 adds enhanced pointer authentication functionality that changes the mechanism by
which a PAC is added to the pointer.
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This feature is supported in AArch64 state only.

FEAT PAuth2 is mandatory from Armv8.6.

FEAT PAuth2 is OPTIONAL from Armv8.2.

If FEAT PAuth2 is implemented, then FEAT PAuth is implemented.

If FEAT PAuth2 is implemented, then FEAT EPAC is not implemented.
The following fields identify the presence of FEAT PAuth2:

. ID_AAG64ISAR1_EL1.APA.
. ID_AA64ISAR1 EL1.APIL

. ID _AA64ISAR2 EL1.APA3.

For more information, see Pointer authentication.

FEAT _TWED, Delayed Trapping of WFE

FEAT TWED introduces support for configurable delayed trapping of the WFE instruction.
FEAT TWED is OPTIONAL from Armv8.5.
The following field identifies the presence of FEAT TWED:

< ID _AA64MMFRI EL1.TWED.

For more information, see The Wait for Event and Wait for Event with Timeout instructions.

A2.2.7.1 Features added to the Armv8.6 extension in later releases

FEAT SPE_DPFZS.
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A2.2.8 The Armv8.7 architecture extension

The Armv8.7 architecture extension is an extension to Armv8.6. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv8.7 compliant if all of the

following apply:
. It is Armv8.6 compliant.
. It includes all of the Armv8.7 architectural features that are mandatory.

An Armv8.7 compliant implementation can additionally include:
. Armv8.7 features that are optional.

. Any arbitrary subset of the architectural features of Armv8.8, subject only to those constraints that require
that certain features be implemented together.

FEAT_AFP, Alternate floating-point behavior

FEAT AFP allows alternate behavior for specified floating-point instructions including:
. Flushing of denormalized numbers to zero can be controlled separately on inputs and outputs.
. Alternate NaN propagation rules and Default NaN values can apply.

. Certain scalar SIMD and floating-point instructions can be configured to preserve higher
numbered SIMD vector elements.

. Changes to floating-point exception generation.

This feature is supported in AArch64 state only.

FEAT AFP is OPTIONAL from Armv8.6.

If FEAT AFP is implemented, then FEAT FP is implemented.

In an Armv8.7 implementation, if FEAT FP is implemented, FEAT AFP is implemented.
The following field identifies the presence of FEAT AFP:

. ID_AA64MMFR1 _EL1.AFP.

For more information, see:

. Flushing denormalized numbers to zero.

. NaN handling and the Default NaN.

. Rounding.

. Floating-point exceptions and exception traps.

FEAT_EBF16, AArch64 Extended BFloat16 instructions
FEAT EBF16 supports the Extended BFloat16 mode.
This feature is supported in AArch64 state only.
If FEAT EBF16 is implemented, then FEAT BF16 is implemented.
FEAT EBF16 is OPTIONAL from Armv§.2.

IfFEAT EBF16isimplemented, then FEAT AdvSIMD, FEAT FP, FEAT SVE, or FEAT SME is
implemented.

The following fields identify the presence of FEAT EBF16:
. ID_AA64ISAR1_ELI1.BF16.

. ID_AA64ZFR0O_EL1.BF16.

For more information, see:

. BFloatl6 floating-point format.
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. Floating-point support.
. Convert floating-point single-precision to BFloat16.

FEAT_HCX, Support for the HCRX EL2 register

FEAT HCX introduces the Extended Hypervisor Configuration Register, HCRX EL2, that
provides configuration controls for virtualization in addition to those provided by HCR_EL2,
including defining whether various operations are trapped to EL2.

This feature is supported in AArch64 state only.

In an Armv8.7 implementation, if FEAT AA64EL?2 is implemented, FEAT HCX is implemented.
If FEAT HCX is implemented, then FEAT AAG64EL?2 is implemented.

FEAT HCX is OPTIONAL from Armv8.6.

The following field identifies the presence of FEAT HCX:

. ID_AA64MMFRI1 _EL1.HCX.

For more information, see Configurable instruction controls.

FEAT LPA2, Larger physical address for 4KB and 16KB translation granules
FEAT_LPA2:

. Allows a larger VA space for each translation table base register of up to 52 bits when using
the 4KB or 16KB translation granules.

. Allows a larger intermediate physical address (IPA) and PA space of up to 52 bits when using
the 4KB or 16KB translation granules.

. Allows a level 0 block size where the block covers a 512GB address range for the 4KB
translation granule if the implementation supports 52 bits of PA.

. Allows a level 1 block size where the block covers a 64GB address range for the 16KB
translation granule if the implementation supports 52 bits of PA.

This feature is supported in AArch64 state only.

FEAT LPA2 is OPTIONAL from Armv8.6.

If FEAT LPA2 is implemented, then FEAT LVA is implemented.
The following fields identify the presence of FEAT LPA2:

«  ID_AA64MMFRO_EL1.TGran4 2.
«  ID_AA64MMFRO_EL1.TGranl6 2.
«  ID_AA64MMFRO_EL1.TGran4.

. ID AA64MMFRO EL1.TGranl6.

For more information, see:

. Implemented physical address size.

. Output address size configuration.

. Supported virtual address ranges.

. Input address size configuration.

. Intermediate physical address size configuration.

. VMSAvS-64 translation using the 4KB granule.
. VMSAvS-64 translation using the 16KB granule.

. VMSAvS8-64 Table descriptor format.
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. VMSAvS-64 Block descriptor and Page descriptor formats.

FEAT_LS64, Support for 64-byte loads and stores without status

FEAT LS64 introduces support for single-copy atomic 64-byte loads and stores without status
result. For more information, see:

. LD64B.

. ST64B.

This feature is supported in AArch64 state only.

FEAT LS64 is OPTIONAL from Armv8.6.

The following field identifies the presence of FEAT LS64:

«  ID_AAG4ISARI EL1.LS64.

For more information, see Single-copy atomic 64-byte load/store.

FEAT _LS64_ACCDATA, Support for 64-byte ELO stores with status

FEAT LS64 ACCDATA introduces support for single-copy atomic 64-byte ELO stores with status
result. For more information, see:

. ST64BV0.

ACCDATA _ELI.

Note

The meaning of any status being returned by the ST64BV@ instruction is defined by the peripheral
providing the response.

This feature is supported in AArch64 state only.

FEAT LS64 ACCDATA is OPTIONAL from Armv8.6.

If FEAT LS64 ACCDATA is implemented, then FEAT L.S64 V is implemented.
The following field identifies the presence of FEAT LS64 ACCDATA:

. ID_AA64ISAR1 _EL1.LS64.

For more information, see Single-copy atomic 64-byte load/store.

FEAT _LS64_V, Support for 64-byte stores with status

FEAT LS64 V introduces support for single-copy atomic 64-byte stores with status result. For
more information, see:

. ST64BV.

Note

The meaning of any status being returned by the ST64BV instruction is defined by the peripheral
providing the response.

This feature is supported in AArch64 state only.

FEAT LS64 V is OPTIONAL from Armv8.6.

IfFEAT LS64 V is implemented, then FEAT LS64 is implemented.
The following field identifies the presence of FEAT L.S64 V:

«  ID_AAG4ISARI EL1.LS64.

For more information, see Single-copy atomic 64-byte load/store.

FEAT MTE3, MTE Asymmetric Fault Handling
FEAT MTES3 introduces support for asymmetric Tag Check Fault handling.
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This feature is supported in AArch64 state only.

In an Armv8.7 implementation, if FEAT MTE ASYNC is implemented, FEAT MTE3 is
implemented.

FEAT MTES3 is OPTIONAL from Armv8.5.
If FEAT MTE3 is implemented, then FEAT MTE2 is implemented.
The following field identifies the presence of FEAT MTE3:

. ID _AA64PFR1 EL1.MTE.

For more information, see Chapter D10 The Memory Tagging Extension.

FEAT MTE_ASYM_FAULT, Memory tagging asymmetric faults
FEAT MTE_ASYM FAULT introduces support for asymmetric MTE Tag Check fault handling.
This feature is supported in AArch64 state only.
FEAT MTE ASYM FAULT is OPTIONAL.
FEAT MTE3 is implemented if and only if FEAT MTE ASYM FAULT is implemented.
If FEAT MTE ASYM_FAULT is implemented, then FEAT MTE ASYNC is implemented.
The following field identifies the presence of FEAT MTE _ASYM FAULT:

. ID_AA64PFR1_EL1.MTE.

FEAT _PANS3, Support for SCTLR_ELx.EPAN

FEAT PAN3 adds a bitto SCTLR_EL1 and SCTLR_EL2, EPAN, to support using Privileged
Access Never with instruction accesses for stage 1 translation regimes.

This feature is supported in AArch64 state only.

FEAT PAN3 is mandatory from Armv8.7.

If FEAT PAN3 is implemented, then FEAT PAN2 is implemented.
FEAT PAN3 is OPTIONAL from Armv8.0.

The following field identifies the presence of FEAT PAN3:

. ID_AA64MMFR1_EL1.PAN.
For more information, see PSTATE.PAN.

FEAT _PMUv3p7, Armv8.7 PMU extensions
FEAT PMUv3p7 adds the following features to the Performance Monitors Extension:

. PMU counters can be frozen when an event counter has an unsigned overflow.

. Event counters can be prohibited from counting events at EL3 without affecting the rest of
Secure state.

. The cycle counter can be prohibited from counting cycles at EL3 without affecting the rest
of Secure state.

This feature is supported in both AArch64 and AArch32 states.

FEAT PMUv3p7 is OPTIONAL from Armv8.6.

If FEAT PMUv3p7 is implemented, then FEAT PMUv3p5 is implemented.

In an Armv8.7 implementation, if FEAT PMUV3 is implemented, FEAT PMUv3p7 is
implemented.

The following fields identify the presence of FEAT PMUv3p7:
. ID_AA64DFRO_EL1.PMU Ver.
. ID DFRO _EL1.PerfMon.

. ID_DFRO.PerfMon.
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. EDDFR.PMU Ver.

. PMCFGR.FZO.

For more information, see:

. Controlling the PMU counters.

. Freezing PMU counters.

. Common microarchitectural events.

FEAT_RPRES, Increased precision of FRECPE and FRSQRTE

FEAT RPRES allows an increase in the precision of the single-precision floating-point reciprocal
estimate and reciprocal square root estimate from an 8-bit mantissa to a 12-bit mantissa.

This feature is supported in AArch64 state only.

FEAT RPRES is OPTIONAL from Armv8.6.

If FEAT RPRES is implemented, then FEAT AFP is implemented.
The following field identifies the presence of FEAT RPRES:

. ID_AA64ISAR2 _EL1.RPRES.

For more information, see RecipEstimate() and RecipSqrtEstimate().

FEAT_SPEv1p2, Statistical Profiling Extensions version 1.2
FEAT SPEv1p2 adds the following features to the Statistical Profiling Extension:

. An inverse event filter control.
. Controls to freeze the PMU event counters after an SPE buffer management event occurs.
. A discard mode that allows all SPE data to be discarded rather than written to memory.

FEAT SPEv1p2 optionally enables support for a packet for each taken branch that provides the
target address for the previous taken branch.

If FEAT SPEvl1p2 is implemented, PMSIDR EL1.PBT indicates support for the previous branch
target packet.

This feature is supported in AArch64 state only.

FEAT SPEv1p2 is OPTIONAL from Armv8.6.

If FEAT SPEvl1p2 is implemented, then FEAT SPEvlpl is implemented.

In an Armv8.7 implementation, if FEAT SPE is implemented, FEAT SPEv1p2 is implemented.
The following fields identify the presence of FEAT SPEv1p2:

. ID_AA64DFRO_EL1.PMSVer.

. PMSIDR EL1.FnE.

For more information, see:

. Freezing PMU counters.

. Common event numbers.

. Filtering sample records.

. Previous branch target.

. About the Statistical Profiling Extension sample records.

. Address packet.
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FEAT WFxT, WFE and WFI instructions with timeout

FEAT WFXT introduces WFET and WFIT. These instructions support the generation of a local timeout
event to act as a wake-up event for the PE when the virtual count in CNTVCT _ELO equals or
exceeds the value supplied by the instruction for the first time.

These instructions are added to the A64 instruction set only.
FEAT WFxT is mandatory from Armv8.7.

FEAT WFXT is OPTIONAL from Armv8.6.

The following field identifies the presence of FEAT WFxT:

«  ID_AAG64ISAR2 EL1.WFxT.

For more information, see:

. Instructions with register argument.
. Wait for Event.
. Wait for Interrupt mechanism.

FEAT_XS, XS attribute

FEAT XS introduces the XS attribute for memory to indicate that an access could take a long time
to complete. This feature provides variants of DSB instructions and TLB maintenance instructions,
the completion of which does not depend on the completion of memory accesses with the XS
attribute.

FEAT XS adds:
. A mechanism to define the XS attribute for memory.

. An optional nXS variant to the AArch64 DSB instruction and OPTIONAL nXS qualifier to
cach AArch64 TLBI instruction to handle memory accesses with the XS attribute.

. The HCRX EL2.FGTnXS bit to determine the behavior of fine-grained traps in
HFGITR_EL2 for TLB maintenance instructions with the nXS qualifier.

. The HCRX EL2.FnXS bit to determine the behavior of pre-existing TLB maintenance
instructions in relation to the XS attribute.

This feature is supported in AArch64 state only, but the XS attribute also impacts AArch32 state
execution.

FEAT XS is mandatory from Armv8.7.
FEAT XS is OPTIONAL from Armv8.6.
The following field identifies the presence of FEAT XS:

. ID _AA64ISAR1 EL1.XS.

For more information, see:

. Data Synchronization Barrier (DSB).

. Behavior when stage 1 address translation is disabled.

. VMSAvS-64 Block descriptor and Page descriptor formats.
. Stage 1 memory type and Cacheability attributes.

. XS attribute modifier.

. Overview of memory region attributes for stage 1 translations.
. Ordering and completion of TLB maintenance instructions.
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A2.2.8.1 Features added to the Armv8.7 extension in later releases
. FEAT CSSC.
. FEAT HAFT.
. FEAT MTEA4.

«  FEAT MTE_PERM.
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A2.2.9 The Armv8.8 architecture extension

The Armv8.8 architecture extension is an extension to Armv8.7. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv8.8 compliant if all of the

following apply:
. It is Armv8.7 compliant.
. It includes all of the Armv8.8 architectural features that are mandatory.

An Armv8.8 compliant implementation can additionally include:
. Armv8.8 features that are optional.

. Any arbitrary subset of the architectural features of Armv8.9, subject only to those constraints that require
that certain features be implemented together.
FEAT_CMOW, Control for cache maintenance permission
FEAT CMOW introduces support for cache maintenance instructions that controls whether:

. Cache maintenance instructions executed at ELO require stage 1 read and write permission to
prevent the instructions from generating a Permission fault.

. Cache maintenance instructions executed at EL1 or ELO require stage 2 read and write
permission to prevent the instructions from generating a Permission fault.

This feature is supported in AArch64 state only, but also impacts AArch32 instructions.

FEAT CMOW is mandatory from Armv8.8.

FEAT CMOW is OPTIONAL from Armv8.7.

The following field identifies the presence of FEAT CMOW:

. ID_ AA64MMFR1 _EL1.CMOW.

For more information, see:
. A64 Cache maintenance instructions.
. Permission fault.

FEAT Debugv8p8, Debug v8.8

FEAT Debugv8p8 adds support to allow an asynchronous exception to be taken after an exception
generates an Exception Catch debug event, but before the PE halts.

This feature is supported in both AArch64 and AArch32 states.

FEAT Debugv8p8 is mandatory from Armv8.8.

FEAT Debugv8p8 is OPTIONAL from Armv8.7.

If FEAT Debugv8p8 is implemented, then FEAT Debugv8p4 is implemented.
The following fields identify the presence of FEAT Debugv8p8:

. ID AA64DFRO_EL1.DebugVer.
. DBGDIDR. Version.
. ID_DFRO.CopDbg.

. EDDEVARCH.ARCHVER.

For more information, see Exception Catch debug event.

FEAT_HBC, Hinted conditional branches

FEAT HBC provides the BC.cond instruction to give a conditional branch with a hint to branch
prediction logic that this branch will behave consistently and is highly unlikely to change direction.

This feature is supported in AArch64 state only.
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FEAT HBC is mandatory from Armv8.8.
FEAT HBC is OPTIONAL from ArmvS.7.
The following field identifies the presence of FEAT HBC:

. ID_AA64ISAR2 EL1.BC.

For more information, see Conditional branch.

FEAT MOPS, Standardization of memory operations

FEAT MOPS provides instructions that perform a memory copy or memory set, and adds Memory
Copy and Memory Set exceptions.

FEAT MOPS also adds the HCRX EL2.{MSCEn, MCE2}, SCTLR_EL1.MSCEn, and
SCTLR_EL2.MSCEn control bits.

This feature is supported in AArch64 state only.

FEAT MOPS is mandatory from Armv8.8.

FEAT MOPS is OPTIONAL from Armv8.7.

The following field identifies the presence of FEAT MOPS:

«  ID_AAG4ISAR2 EL1.MOPS.

For more information, see:
. Memory Copy and Memory Set instructions.
. Memory Copy and Memory Set exceptions.

FEAT_NMI, Non-maskable Interrupts

FEAT NMI provides a mechanism to support non-maskable interrupts (NMI) and less-masked
interrupts (LMI). In addition to legacy behavior, the feature includes the following:

. A mode for supporting an LMI interrupt mask that is distinct from Process state, PSTATE {1,
F}.

. A mode for supporting a limited NMI, where the value when Process state, PSTATE.SP is 1
is taken as an interrupt mask for all interrupts targeting that Exception level, and where the
LMI interrupt mask can also be used

FEAT NMI adds:
. The AlllntMask variable.

. An Optional Superpriority attribute to denote virtual and physical IRQ and FIQ interrupts as
non-maskable.

. The SCTLR_ELx.{NMI, SPINTMASK} control bits.
. The Process state, PSTATE.ALLINT bit and associated instructions.

. The HCRX EL2.TALLINT bit to enable trapping of ALLINT instructions at EL1.
This feature is supported in AArch64 state only.

FEAT NMI is mandatory from Armv8.8.

FEAT NMI is OPTIONAL from ArmvS.7.

The following field identifies the presence of FEAT NMI:

«  ID AAG64PFR1_ELI.NMIL

For more information, see:

. Asynchronous exception types.
. Virtual interrupts.
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. PSTATE fields that are meaningful in AArch64 state.
. WFE wakeup events.

FEAT _PMUv3_EXT64, 64-bit external interface to the Performance Monitors

FEAT PMUv3_EXT64 indicates the external Performance Monitors registers are implemented as
64-bit registers, The 32-bit CoreSight management registers remain 32-bit registers.

If FEAT PMUv3 EXT64 is implemented, then FEAT PMUv3 EXT is implemented.

If FEAT PMUv3 EXT64 is implemented, then FEAT PMUv3 EXT32 is not implemented.
FEAT PMUv3 EXT64 is OPTIONAL from Armv8.8.

The following field identifies the presence of FEAT PMUv3 EXT64:

. PMDEVARCH.ARCHPART.
For more information, see Chapter 13 Recommended External Interface to the Performance
Monitors.

FEAT _PMUv3_TH, Event counting threshold

FEAT PMUv3_TH adds threshold condition controls to each PMEVTYPER<n> ELO register.
This feature permits the counter to count only when PMEVTYPER<n>.{MT, evtCount} describe
an event whose count meets a specified threshold condition.

This feature is supported in both AArch64 and AArch32 states. The threshold condition controls are
only accessible in AArch64 state. However, threshold conditions still apply in AArch32 state.

FEAT PMUv3 TH is OPTIONAL from Armv8.7.
If FEAT PMUv3_TH is implemented, then FEAT PMUvV3 is implemented.
The following fields identify the presence of FEAT PMUv3 TH:

. PMMIR_EL1.THWIDTH.

. PMMIR. THWIDTH.

For more information, see Event counting threshold.

FEAT _PMUv3p8, Armv8.8 PMU extensions
FEAT PMUv3p8 adds the following features to the Performance Monitors Extension:

. The Common event number space is extended to include the ranges 0x0040-0x00BF and
0x4040-0x40BF.

. For an event counter n, if any reserved or unimplemented PMU event number is written to
PMEVTYPER<n>.evtCount, the event counter n does not count, and a read of
PMEVTYPER<n>.evtCount returns the value written.

This feature is supported in both AArch64 and AArch32 states.
FEAT PMUv3p8 is OPTIONAL from Armv8.7.
If FEAT PMUv3p8 is implemented, then FEAT PMUv3p7 is implemented.

In an Armv8.8 implementation, if FEAT PMUv3 is implemented, FEAT PMUv3p8 is
implemented.

The following fields identify the presence of FEAT PMUv3p8:
. ID AA64DFRO _EL1.PMUVer.

. ID_DFRO_ELI1.PerfMon.

. ID_DFRO.PerfMon.

. EDDFR.PMU Ver.

For more information, see PMU events and event numbers.

ARM DDI 0487K.a Copyright © 2013-2024 Arm Limited or its affiliates. All rights reserved. A2-143
ID032224 Non-Confidential



A-profile Architecture Extensions
A2.2 Armv8-A architecture extensions

FEAT_SCTLR2, Extension to SCTLR_ELx

FEAT SCTLR?2 introduces the SCTLR2 ELx registers, which provide top level control of the
system, including its memory system. These registers are extensions of the corresponding
SCTLR_ELXx registers.

This feature is supported in AArch64 state only.

FEAT SCTLR2 is OPTIONAL from Armv8.0.

FEAT SCTLR?2 is mandatory from Armv8.9.

When FEAT SCTLR2 and FEAT AA64EL2 are implemented, FEAT HCX is implemented.
The following field identifies the presence of FEAT SCTLR2:

. ID_AA64MMFR3 EL1.SCTLRX.

FEAT_SPEv1p3, Statistical Profiling Extensions version 1.3
FEAT SPEvl1p3 adds the following features to the Statistical Profiling Extension:

. Support for sampling Tag operations.

. Support for sampling Memory Copy and Set operations.

This feature is supported in AArch64 state only.

FEAT SPEv1p3 is OPTIONAL from Armv8.7.

If FEAT SPEv1p3 is implemented, then FEAT SPEv1p2 is implemented.

In an Armv8.8 implementation, if FEAT SPE is implemented, FEAT SPEv1p3 is implemented.
The following field identifies the presence of FEAT SPEv1p3:

. ID_AA64DFRO_EL1.PMS Ver.

For more information, see:

. Additional information for each profiled memory access operation.
. About the Statistical Profiling Extension sample records.

. Address packet.

FEAT_TCR2, Support for TCR2_ELx

FEAT TCR2 introduces the TCR2_ELx registers which provide top level control of the EL1&0 and
EL2&0 translation regimes respectively. These registers are extensions of the corresponding
TCR_ELXx registers.

This feature is supported in AArch64 state only.

FEAT TCR2 is OPTIONAL from Armv8.0.

FEAT TCR2 is mandatory from Armv8.9.

When FEAT TCR2 and FEAT AAG64EL2 are implemented, FEAT HCX is implemented.
The following field identifies the presence of FEAT TCR2:

. ID_AA64MMFR3_EL1.TCRX.

FEAT _TIDCP1, ELO use of IMPLEMENTATION DEFINED functionality

FEAT TIDCP1 adds a control at EL1 and EL2 to enable trapping of ELO accesses to registers that
might control IMPLEMENTATION DEFINED functions.

This feature adds controls only in AArch64 state, and controls IMPLEMENTATION DEFINED
execution at ELO in both AArch32 and AArch64 states.

FEAT TIDCP1 is mandatory from Armv8.8.
FEAT TIDCP1 is OPTIONAL from Armv8.7.
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The following field identifies the presence of FEAT TIDCP1:

. ID AA64MMFR1 EL1.TIDCPI.

For more information, see Prioritization of Synchronous exceptions taken to AArch64 state
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A2.2.10 The Armv8.9 architecture extension

The Armv8.9 architecture extension is an extension to Armv8.8. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv8.9 compliant if all of the

following apply:
. It is Armv8.8 compliant.
. It includes all of the Armv8.9 architectural features that are mandatory.

An Armv8.9 compliant implementation can additionally include:
. Armv8.9 features that are optional.

FEAT_ADERR, Asynchronous Device Error Exceptions

FEAT ADERR introduces controls for whether an error signaled on a load from Device memory is
handled precisely and synchronously.

This feature is supported in both AArch64 and AArch32 states.

FEAT ADERR is OPTIONAL from Armv8.8.

If FEAT ADERR is implemented, then FEAT RASv2 is implemented.

If FEAT ADERR is implemented, then FEAT SCTLR2 is implemented.

If FEAT ADERR is implemented, then FEAT AAG64ELI is implemented.

When FEAT ADERR and FEAT AAG64EL2 are implemented, FEAT HCX is implemented.
The following fields identify the presence of FEAT ADERR:

. ID_AA64MMFR3_EL1.ADERR.

. ID_AA64MMFR3_EL1.SDERR.

For more information, see:
. About the RAS Extension.
. Taking error exceptions.

FEAT_AIE, Memory Attribute Index Enhancement

FEAT AIE increases the stage 1 descriptor attribute index bit width from 3 to 4, allowing use of up
to 16 memory attributes.

This feature is supported in AArch64 state only.

FEAT AIE is OPTIONAL from Armv8.8.

If FEAT AIE is implemented, then FEAT TCR?2 is implemented.
If FEAT AIE is implemented, then FEAT HPDS is implemented.
The following field identifies the presence of FEAT AIE:

. ID_AA64MMFR3_ELI1.AIE.

For more information, see Stage I memory type and Cacheability attributes.

FEAT_AMU_EXT64, the 64-bit external Activity Monitors extension
FEAT AMU_EXT64 indicates the external AMU registers are implemented as 64-bit registers.
FEAT AMU_EXT64 is OPTIONAL.
If FEAT AMU_EXT64 is implemented, then FEAT AMU_EXT is implemented.

IfFEAT AMU EXT and FEAT AMU_EXT64 are implemented, then FEAT AMU_ EXT32 is not
implemented.

The following field identifies the presence of FEAT AMU_EXT64:

. AMDEVARCH.ARCHID.
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For more information, see Chapter 13 Recommended External Interface to the Performance
Monitors.
FEAT ANERR, Asynchronous Normal Error Exceptions

FEAT ANERR introduces controls for whether an error signaled on a load from Normal memory
is handled precisely and synchronously.

This feature is supported in both AArch64 and AArch32 states.

FEAT ANERR is OPTIONAL from Armv8.8.

If FEAT ANERR is implemented, then FEAT RASv2 is implemented.

If FEAT ANERR is implemented, then FEAT SCTLR?2 is implemented.

If FEAT ANERR is implemented, then FEAT AAG64EL1 is implemented.

When FEAT ANERR and FEAT AAG4EL?2 are implemented, FEAT HCX is implemented.
The following fields identify the presence of FEAT ANERR:

. ID AA64MMFR3 EL1.ANERR.

. ID AA64MMFR3 EL1.SNERR.

For more information, see:
. About the RAS Extension.
. Taking error exceptions.

FEAT ATSI1A, Address Translation operations that ignore stage 1 permissions

FEAT ATSI1A introduces instructions that provide the output address and attributes of a valid
translation without checking for stage 1 permissions.

These instructions are added to the A64 instruction set only.
FEAT ATSI1A is OPTIONAL from Armv8.8.
The following field identifies the presence of FEAT ATS1A:

. ID_AA64ISAR2 EL1.ATSIA.

FEAT_CLRBHB, Support for Clear Branch History instruction

FEAT CLRBHB provides a CLRBHB instruction, which clears the branch history for the current
context to the extent that branch history information created before the CLRBHB instruction cannot
be used by code before the CLRBHB instruction to exploitatively control the execution of any
indirect branches in code in the current context that appear in program order after the instruction.

This feature is supported in both AArch64 and AArch32 states.
FEAT CLRBHB is OPTIONAL from Armv8.0.
FEAT CLRBHB is mandatory from Armv8.9.
The following fields identify the presence of FEAT CLRBHB:

. ID_AAG64ISAR2_EL1.CLRBHB.
. ID_ISAR6 EL1.CLRBHB.

. ID_ISAR6.CLRBHB.

For more information, see:
. Branch prediction.
. AArch32 cache and branch predictor maintenance instructions.

FEAT_CSSC, Common Short Sequence Compression instructions

FEAT CSSC introduces a set of instructions for optimization of short instruction sequences using
general-purpose registers.
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This feature is supported in AArch64 state only.

In an Armv8.9 implementation, if FEAT AdvSIMD is implemented, FEAT CSSC is implemented.
FEAT CSSC is OPTIONAL from Armv8.7.

The following field identifies the presence of FEAT CSSC:

«  ID_AAG64ISAR2 ELI.CSSC.

For more information, see:

. Integer minimum and maximum (immediate).
. Integer maximum and minimum (register).

. Absolute value.

. Bit operation.

FEAT Debugv8p9, Debug v8.9
FEAT Debugv8p9 adds all of the following:

. The ability to implement more than 16 breakpoints and/or watchpoints.

. DBGBCR<n>_EL1 and DBGWCR<n> EL1 are 64-bit registers in the external debug
interface.

. DSPSR2 is added to extend DSPSR for holding the saved process state for Debug state.

This feature is supported in both AArch64 and AArch32 states.

FEAT Debugv8p9 is mandatory from Armv8.9.

FEAT Debugv8p9 is OPTIONAL from Armv8.8.

If FEAT Debugv8p9 is implemented, then FEAT Debugv8p8 is implemented.

When FEAT Debugv8p9 and FEAT AAG64EL2 are implemented, FEAT FGT?2 is implemented.

The following fields identify the presence of FEAT Debugv8p9:

. ID_AA64DFRO_EL1.DebugVer.
. ID_DFRO_EL1.CopDbg.

. ID_DFRO0.CopDbg.

. DBGDIDR. Version.

. EDDEVARCH.ARCHVER.

. EDDEVIDI1.HSR.

For more information, see:
. About Breakpoint exceptions.
. About Watchpoint exceptions.

FEAT DoubleFault2, Double Fault Extension v2
FEAT DoubleFault2 provides additional controls for routing and masking error exceptions.
This feature is supported in AArch64 state only.
FEAT DoubleFault2 is OPTIONAL from Armv8.8.
If FEAT DoubleFault2 is implemented, then FEAT SCTLR2 is implemented.
If FEAT DoubleFault2 is implemented, then FEAT AA64EL1 is implemented.
When FEAT DoubleFault2 and FEAT AA64EL2 are implemented, FEAT HCX is implemented.
If FEAT DoubleFault2 is implemented, then FEAT DoubleFault is implemented.
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The following field identifies the presence of FEAT DoubleFault2:

. ID _AA64PFR1_ELI1.DF2.

For more information, see:

. Synchronous exception types.
. Asynchronous exception types.
. Error synchronization event.

FEAT_ECBHB, Exploitative control using branch history information
FEAT ECBHB imposes restrictions on branch history speculation around exceptions.
This feature is supported in AArch64 state only.
FEAT ECBHB is OPTIONAL from Armv8.0.
FEAT ECBHB is mandatory from Armv8.9.
The following field identifies the presence of FEAT ECBHB:

. ID AA64MMFR1 _EL1.ECBHB.

For more information, see Branch prediction.

FEAT_EDHSR, Support for EDHSR
FEAT EDHSR introduces the EDHSR, which holds syndrome information of a Debug event.
If FEAT Debugv8p9 is implemented, then FEAT EDHSR is implemented.
If FEAT EDHSR is implemented, then FEAT Debugv8p2 is implemented.
The following field identifies the presence of FEAT EDHSR:

. EDDEVID1.HSR.

FEAT _FGT2, Fine-grained traps 2

FEAT FGT?2 introduces the hypervisor registers HFGITR2 EL2, HFGRTR2 EL2,
HFGWTR_EL2, HDFGRTR2_EL2, and HDFGWTR2_EL2. These registers are extensions of the
corresponding FGT registers.

This feature is supported in AArch64, and in AArch32 at ELO when EL1 is using AArch64.

In an Armv8.9 implementation, if FEAT AAG64EL?2 is implemented, FEAT FGT?2 is implemented.
FEAT FGT?2 is OPTIONAL from Armv8.8.

If FEAT FGT2 is implemented, then FEAT FGT is implemented.

The following field identifies the presence of FEAT FGT2:

. ID_AA64MMFRO_ELI1.FGT.

FEAT HAFT, Hardware managed Access Flag for Table descriptors
FEAT HAFT introduces the support for hardware management of the Table descriptor Access flag.
This feature is supported in AArch64 state only.
FEAT HAFT is OPTIONAL from Armv8.7.
If FEAT HAFT is implemented, then FEAT HAFDBS is implemented.
If FEAT HAFT is implemented, then FEAT TCR?2 is implemented.
The following field identifies the presence of FEAT HAFT:

«  ID AA64MMFRI EL1.HAFDBS.

For more information, see Hardware management of the Table descriptor Access Flag.
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FEAT LRCPC3, Load-Acquire RCpc instructions version 3

FEAT LRCPC3 introduces variants of load/store pair and load/store single register instructions,
with release consistency, to optimize additional use cases where ordering is required.

FEAT LRCPC3 also adds a set of additional load/store instructions with release consistency
ordering in the Advanced SIMD and floating-point instruction set.

This feature is supported in AArch64 state only.

If FEAT LRCPC3 is implemented, then FEAT LRCPC2 is implemented.
FEAT LRCPC3 is OPTIONAL from ArmvS.2.

The following field identifies the presence of FEAT LRCPC3:

. ID _AA64ISAR1 EL1.LRCPC.

For more information, see:

. Changes to single-copy atomicity in Armv8.4.

. Load-Acquire/Store-Release.

. A64 instructions that are changed in Debug state.

FEAT_MTE4, Enhanced Memory Tagging Extension
FEAT MTE4 introduces support for the following sub-features:

. Canonical tag checking, identified as FEAT MTE CANONICAL TAGS.
. Reporting of all non-address bits on a fault, identified as FEAT MTE TAGGED_FAR.
. Store-only Tag checking, identified as FEAT MTE_STORE_ONLY.
. Memory tagging with Address tagging disabled, identified as
FEAT MTE NO ADDRESS TAGS.
This feature is supported in AArch64 state only.
In an Armv8.9 implementation, if FEAT MTE?2 is implemented, FEAT MTE4 is implemented.
FEAT MTE4 is OPTIONAL from Armv8.7.
If FEAT MTE4 is implemented, then FEAT MTE PERM is implemented.

If FEAT MTE4 is implemented, then FEAT MTE CANONICAL TAGS,
FEAT MTE_NO_ADDRESS_TAGS, FEAT MTE_TAGGED_FAR, and
FEAT MTE STORE ONLY are implemented.

The following fields identify the presence of FEAT MTE4:
. ID_AA64PFR1_EL1.MTEX.

. ID_AA64PFR2_EL1.MTESTOREONLY.

. ID_AA64PFR2_EL1.MTEFAR.

FEAT MTE_ASYNC, Asynchronous reporting of Tag Check Fault

FEAT MTE_ASYNC provides support for asynchronously accumulating Tag Check Faults into the
TFSREO EL1 or TFSR_ELx registers. A PE that is compliant with FEAT MTE2 is compliant with
the behavior defined for this feature.

This feature is supported in AArch64 state only.

FEAT MTE_ASYNC is OPTIONAL from Armv8.5.

If FEAT MTE_ASYNC is implemented, then FEAT MTE?2 is implemented.
The following field identifies the presence of FEAT MTE ASYNC:

. ID_AA64PFR1_EL1.MTE frac.
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For more information, see:

. Chapter D10 The Memory Tagging Extension.

. Chapter B2 The AArch64 Application Level Memory Model.
. PMU events and event numbers.

. Chapter D16 The Statistical Profiling Extension.

. Chapter H2 Debug State.

FEAT MTE_ CANONICAL_TAGS, Canonical Tag checking for Untagged memory
FEAT MTE CANONICAL TAGS introduces support for MTE canonical tag checking.
This feature is supported in AArch64 state only.
FEAT MTE CANONICAL TAGS is OPTIONAL.
If FEAT MTE CANONICAL TAGS is implemented, then FEAT MTE4 is implemented.
The following field identifies the presence of FEAT MTE CANONICAL TAGS:

. ID_AA64PFR1_EL1.MTEX.

FEAT MTE_NO_ADDRESS_TAGS, Memory tagging with Address tagging disabled

FEAT MTE NO_ADDRESS TAG introduces support for MTE tagging with Address tagging
disabled.

This feature is supported in AArch64 state only.

FEAT MTE NO ADDRESS TAGS is OPTIONAL.

IfFEAT MTE NO_ADDRESS TAGS is implemented, then FEAT MTE4 is implemented.
The following field identifies the presence of FEAT MTE NO_ADDRESS TAGS:

«  ID_AA64PFRI_ELIMTEX.

FEAT _MTE_PERM, Allocation tag access permission
FEAT MTE PERM introduces support for the Stage 2 NoTagAccess memory attribute.
This feature is supported in AArch64 state only.

In an Armv8.9 implementation, if FEAT MTE?2 is implemented, FEAT MTE PERM is
implemented.

FEAT MTE PERM is OPTIONAL from Armv8.7.
If FEAT MTE PERM is implemented, then FEAT MTE?2 is implemented.
The following field identifies the presence of FEAT MTE PERM:

. ID_AA64PFR2_EL1.MTEPERM.

FEAT MTE_STORE_ONLY, Store-only Tag Checking
This feature is supported in AArch64 state only.
FEAT MTE_STORE_ONLY is OPTIONAL.
If FEAT MTE STORE ONLY is implemented, then FEAT MTE4 is implemented.
The following field identifies the presence of FEAT MTE _STORE_ONLY:

. ID_AA64PFR2 _EL1.MTESTOREONLY.

FEAT MTE_TAGGED_FAR, FAR_ELx on a Tag Check Fault

FEAT MTE TAGGED_FAR introduces support for reporting all non-address bits on a
synchronous MTE tag check fault.

This feature is supported in AArch64 state only.
FEAT MTE TAGGED FAR is OPTIONAL.
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If FEAT MTE TAGGED_FAR is implemented, then FEAT MTE4 is implemented.
The following field identifies the presence of FEAT MTE TAGGED FAR:

. ID_AAG64PFR2_EL1.MTEFAR.

FEAT PCSRv8p9, Armv8.9 PC Sample-based Profiling Extension
FEAT PCSRv8p9 adds a mechanism to suspend PC Sample-based Profiling.
This feature is supported in both AArch64 and AArch32 states.
FEAT PCSRv8p9 is OPTIONAL from Armv8.8.
If FEAT PCSRv8p9 is implemented, then FEAT PCSRvS8p2 is implemented.
The following field identifies the presence of FEAT PCSRv8p9:

. PMDEVID.PCSample.

For more information, see Suspending and activating PC Sample-based Profiling.

FEAT_PFAR, Physical Fault Address Register Extension

FEAT PFAR introduces the Physical Fault Address Registers, PFAR_ELXx, that record the faulting
physical address for a synchronous External abort or SError exception.

This feature is supported in both AArch64 and AArch32 states.

FEAT PFAR is OPTIONAL from Armv8.8.

If FEAT PFAR is implemented, then FEAT AA64EL1 is implemented.

When FEAT PFAR and FEAT AAG64EL2 are implemented, FEAT FGT2 is implemented.
The following field identifies the presence of FEAT PFAR:

. ID _AA64PFR1 _EL1.PFAR.

FEAT_PMUv3_EDGE, PMU event edge detection
FEAT PMUv3_EDGE adds edge-detection logic to support counting threshold crossing events.
This feature is supported in both AArch64 and AArch32 states.
FEAT PMUv3 EDGE is OPTIONAL from Armv8.8.
If FEAT PMUv3 EDGE is implemented, then FEAT PMUv3 is implemented.
If FEAT PMUv3_EDGE is implemented, then FEAT PMUv3_TH is implemented.
The following fields identify the presence of FEAT PMUv3 EDGE:

. PMMIR_EL1.EDGE.

. PMMIR.EDGE.

For more information, see Edge conditions.

FEAT _PMUv3_ICNTR, Fixed-function instruction counter
FEAT PMUv3_ICNTR adds a fixed-function instruction counter to the PMU.

This feature is supported in both AArch64 and AArch32 states. The counter is not accessible from
AArch32 state.

FEAT PMUv3_ICNTR is OPTIONAL from Armv8.8.
If FEAT PMUv3 ICNTR is implemented, then FEAT PMUv3p9 is implemented.

When FEAT PMUv3_ICNTR and FEAT AAG64EL2 are implemented, FEAT FGT?2 is
implemented.

The following fields identify the presence of FEAT PMUv3 ICNTR:
. ID AA64DFR1_EL1.PMICNTR.

. PMCFGR.NCG.

For more information, see Enabling PMU counters.
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FEAT _PMUv3_SS, PMU Snapshot extension

FEAT PMUv3_SS defines an IMPLEMENTATION DEFINED Snapshot Extension, compatible with the
CoreSight PMU Snapshot Extension, where a Capture event is generated.

This feature is supported in both AArch64 and AArch32 states. The PMU snapshot registers are not
accessible from AArch32 state.

FEAT PMUvV3_SS is OPTIONAL from Armv8.8.

IfFEAT PMUv3_SS is implemented, then FEAT PMUv3p9 is implemented.

When FEAT PMUv3_SS and FEAT AA64EL2 are implemented, FEAT FGT?2 is implemented.
If FEAT PMUv3_SS is implemented, then FEAT AA32ELI is not implemented.

The following fields identify the presence of FEAT PMUv3_SS:

. ID AA64DFRO_EL1.PMSS.

. PMDEVID.PMSS.

For more information, see PMU snapshots.

FEAT PMUv3p9, Armv8.9 PMU extensions
FEAT PMUv3p9 adds the following features to the Performance Monitors Extension:

. Provides finer-grained control over allocation of PMU event counters to an ELO process.

. Allows an arbitrary combination of event counters and fixed-function counters to be zeroed.

. Provides controls to configure the PMU to directly request the PE enters Debug state without
using the CTIL.

. Updates PMU event definitions.
This feature is supported in both AArch64 and AArch32 states.
FEAT PMUv3p9 is OPTIONAL from Armv8.8.

In an Armv8.9 implementation, if FEAT PMUV3 is implemented, FEAT PMUv3p9 is
implemented.

If FEAT PMUv3p9 is implemented, then FEAT PMUv3p8 is implemented.
When FEAT PMUv3p9 and FEAT AA64EL2 are implemented, FEAT FGT?2 is implemented.
The following fields identify the presence of FEAT PMUv3p9:

. ID_AA64DFRO_EL1.PMU Ver.
. ID_DFRO_EL1.PerfMon.
. ID_DFRO.PerfMon.

. EDDFR.PMU Ver.

For more information, see:

. Generating overflow interrupt requests.

. Performance Monitors and Debug state.

. ELO access controls.

. The PMU event number space and common events.
. Common event numbers.

FEAT _PRFMSLC, SLC target support for PRFM instructions

FEAT PRFMSLC introduces prefetching enhancements and clarifies the scope of the PRFM
instructions to support a system level cache option.

This feature is supported in AArch64 state only.
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FEAT PRFMSLC is OPTIONAL from Armv8.0.
The following field identifies the presence of FEAT PRFMSLC:

. ID_AAG64ISAR2_EL1.PRFMSLC.

FEAT RASSAv2, RAS System Architecture Extension v2
FEAT RASSAv2 implements RAS System Architecture v2 and adds support for the following:

. System RAS Agents.
. Controls for disabling Fault Handling Interrupts for Deferred errors.

. Layouts for 16KB and 64KB error record groups.

. A status flag set on an Error Recovery reset.

. A control for disabling error counting on corrected error Events.
. The OPTIONAL Access Control Register feature.

. Fault Injection Groups.

. Interrupt Control registers for error record groups.

. Additional error record types.

In an Armv8.9 implementation, if FEAT RAS is implemented, FEAT RASSAv?2 is implemented.
FEAT RASSAvV2 is OPTIONAL from Armv8.8.

For more information, see:
. Chapter 15 RAS System Architecture.

FEAT_RASv2, RAS Extension v2
FEAT RASv2 adds the following features to the Reliability, Availability, and Serviceability
Extension:
. Adds the features defined by FEAT RASSAV2 to System register error records.
. Defines the ERXGSR _ELI register.
. Adds a Trap exception to EL3 for writes to RAS System registers.
. Adds additional syndrome to ESR_ELx on an error exception, to give information on
whether a location being accessed has been updated.
This feature is supported in both AArch64 and AArch32 states.
In an Armv8.9 implementation, if FEAT RAS is implemented, FEAT RASV2 is implemented.
FEAT RASV2 is OPTIONAL from Armv8.8.
When FEAT RASv2 and FEAT AAG64EL2 are implemented, FEAT FGT2 is implemented.
If FEAT RASV2 is implemented, then FEAT RASv1pl is implemented.
If FEAT RASV2 is implemented, then FEAT RASSAvV2 is implemented.
The following fields identify the presence of FEAT RASv2:

< ID _AAG64PFRO ELI1.RAS.
«  ID PFRO ELI.RAS.

«  ID_PFRO.RAS.

For more information, see:

. Chapter D19 RAS PE Architecture.

ARM DDI 0487K.a Copyright © 2013-2024 Arm Limited or its affiliates. All rights reserved. A2-154
ID032224 Non-Confidential



A-profile Architecture Extensions
A2.2 Armv8-A architecture extensions

. Chapter IS5 RAS System Architecture.

FEAT _RPRFM, Support for Range Prefetch Memory instruction

FEAT RPRFM introduces the Range Prefetch Memory hint instruction, RPRFM which specifies the
range of addresses that are likely to be accessed in the near future and their expected reuse.

This feature is supported in AArch64 state only.
FEAT RPRFM is OPTIONAL from Armv8.0.
The following field identifies the presence of FEAT RPRFM:

. ID_AA64ISAR2 EL1.RPRFM.

FEAT_S1PIE, Stage 1 permission indirections

FEAT SI1PIE introduces a way to set stage 1 permissions that allows more efficient use of the
permission bits in translation table descriptors and provides the ability to introduce new permission

types.
This feature is supported in AArch64 state only.

FEAT SI1PIE is OPTIONAL from Armv8.8.

If FEAT S1PIE is implemented, then FEAT ATSIA is implemented.
If FEAT SI1PIE is implemented, then FEAT TCR2 is implemented.
The following field identifies the presence of FEAT S1PIE:

. ID_AA64MMFR3 EL1.S1PIE.

For more information, see Stage I Indirect permissions.

FEAT_S1POE, Stage 1 permission overlays

FEAT S1POE allows stage 1 permissions to be progressively restricted by processes running at
ELO without requiring TLB maintenance, and reduces the number of calls to privileged software.

This feature is supported in AArch64 state only.

FEAT S1POE is OPTIONAL from Armv8.8.

If FEAT S1POE is implemented, then FEAT TCR2 is implemented.
If FEAT S1POE is implemented, then FEAT ATSIA is implemented.
If FEAT S1POE is implemented, then FEAT HPDS is implemented.
The following field identifies the presence of FEAT S1POE:

. ID AA64AMMFR3 EL1.S1POE.

For more information, see Stage 1 Overlay permissions.

FEAT_ S2PIE, Stage 2 permission indirections
FEAT S2PIE introduces all of the following:
. A method to set stage 2 permissions that allows more efficient use of the permission bits in
translation table descriptors and provides the ability to introduce new permission types.
. The Mostly Read Only (MRO) permission in stage 2 translations.
This feature is supported in AArch64 state only.
FEAT S2PIE is OPTIONAL from Armv8.8.
If FEAT S2PIE is implemented, then FEAT EL2 is implemented.
The following field identifies the presence of FEAT S2PIE:

. ID_AA64MMFR3 _ELI1.S2PIE.

For more information, see Stage 2 Indirect permissions.
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FEAT _S2POE, Stage 1 permission overlays

FEAT S2POE provides a mechanism for stage 2 permissions to be progressively restricted, such
that different EL1&0 contexts that are using the same stage 2 translation tables can be provided with
different sets of permissions.

This feature is supported in AArch64 state only.

FEAT S2POE is OPTIONAL from Armv8.8.

If FEAT S2POE is implemented, then FEAT EL2 is implemented.
If FEAT S2POE is implemented, then FEAT S2PIE is implemented.
The following field identifies the presence of FEAT S2POE:

. ID_AA64MMFR3_EL1.S2POE.

For more information, see Stage 2 Overlay permissions.

FEAT_SPECRES2, Enhanced speculation restriction instructions

FEAT SPECRES?2 adds a new speculation restriction instruction, Clear Other Speculative
Prediction Restriction by Context (COSP), to the instructions that are part of FEAT SPECRES.

This feature is supported in both AArch64 and AArch32 states.
FEAT SPECRES?2 is OPTIONAL from Armv8.0.

FEAT SPECRES?2 is mandatory from Armv8.9.

The following fields identify the presence of FEAT SPECRES2:

. ID _AA64ISAR1 EL1.SPECRES.
. ID_ISAR6 ELI1.SPECRES.

. ID_ISAR6.SPECRES.

For more information, see:

. Prediction restriction instructions.
. Execution, data prediction and prefetching restriction System instructions.
. Execution and data prediction restriction System instructions.

FEAT_SPE_CRR, Call Return Branch Records

FEAT SPE CRR extends the Operation Type packet to provide more information whether the
branch is a procedure call or a procedure return.

This feature is supported in AArch64 state only.

If FEAT SPE CRR is implemented, then FEAT SPEv1p4 is implemented.

In an Armv8.9 implementation, if FEAT SPE is implemented, FEAT SPE CRR is implemented.
If FEAT SPE and FEAT GCS are implemented, then FEAT SPE_CRR is implemented.

The following field identifies the presence of FEAT SPE CRR:

. PMSIDR_ELI1.CRR.

FEAT _SPE_DPFZS, Disable Cycle Counter on SPE Freeze

This feature is supported in AArch64 state only.
FEAT SPE DPFZS is OPTIONAL from Armv8.6.

If FEAT PMUv3p9 and FEAT SPEvIp4 are implemented, then FEAT SPE DPFZS is
implemented.

IfFEAT SPE DPFZS is implemented, then FEAT PMUv3p7 and FEAT SPEv1p2 are
implemented.
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The following field identifies the presence of FEAT SPE DPFZS:
. ID_AA64DFR1_EL1.DPFZS.

FEAT_SPE_FDS, Data Source Filtering

FEAT SPE FDS enables filtering by (part of) the Data Source indicator to support more efficient
profiling.

This feature is supported in AArch64 state only.

In an Armv8.9 implementation, if FEAT SPE is implemented, FEAT SPE FDS is implemented.
FEAT SPE FDS is OPTIONAL from Armv8.8.

If FEAT SPE FDS is implemented, then FEAT SPEv1p4 is implemented.

When FEAT SPE FDS and FEAT AAG64EL2 are implemented, FEAT FGT?2 is implemented.
The following field identifies the presence of FEAT SPE FDS:

. PMSIDR_EL1.FDS.

For more information, see Filtering sample records.

FEAT_SPEv1p4, Statistical Profiling Extension version 1.4
FEAT SPEvl1p4 adds the following features to the Statistical Profiling Extension:

. Extends the Events packet to provide more information about the data source.

. Defines additional event-based record filtering control bits in PMSEVFR_EL1 and
PMSNEVFR_ELI that add the ability to filter by additional existing bits in the Events
packet.

This feature is supported in AArch64 state only.

In an Armv8.9 implementation, if FEAT SPE is implemented, FEAT SPEv1p4 is implemented.
FEAT SPEvlp4 is OPTIONAL from Armv8.8.

If FEAT SPEv1p4 is implemented, then FEAT SPEv1p3 is implemented.

The following field identifies the presence of FEAT SPEv1p4:

. ID_AA64DFRO_EL1.PMS Ver.

FEAT_SPMU, System Performance Monitors Extension

FEAT SPMU provides a framework of architectural System registers and behaviors for System
PMUs, which are PMUs that do not belong to the PE but are accessible by the PE.

This feature is supported in both AArch64 and AArch32 states.

FEAT SPMU is OPTIONAL from Armv8.8.

If FEAT SPMU is implemented, then FEAT PMUv3p9 is implemented.

When FEAT SPMU and FEAT AAG4EL?2 are implemented, FEAT FGT2 is implemented.
The following field identifies the presence of FEAT SPMU:

. ID_AA64DFR1_EL1.SPMU.

For more information, see Chapter D14 The System Performance Monitors Extension.

FEAT_THE, Translation Hardening Extension

FEAT THE provides a mechanism to prevent modification of an arbitrary subset of translation table
entries from within the exception level that owns the translation tables, and introduces the
following:

. The stage 1 Assured Translation property and the stage 2 AssuredOnly property.
. Stage 2 TopLevel checks.

. Read-Check-Write instructions, RCW* and RCWS*.
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. Read-Check-Write mask registers, RCWMASK EL1 and RCWSMASK ELI.

. The Protected attribute in stage 1 descriptors.

This feature is supported in AArch64 state only.

FEAT THE is OPTIONAL from Armv8.8.

When FEAT THE and FEAT AAG64EL2 are implemented, FEAT S2PIE is implemented.
When FEAT THE and FEAT AAG64EL2 are implemented, FEAT FGT?2 is implemented.
If FEAT THE is implemented, then FEAT TCR?2 is implemented.

The following field identifies the presence of FEAT THE:

«  ID_AAG64PFRI EL1.THE.

For more information, see:
. Translation Hardening Extension.

. Read-Check-Write.
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A2.3 Armv9-A architecture extensions

The AArch32 state might optionally be implemented at ELO. The AArch32 state is not implemented at EL1, EL2,
and EL3.

The implementation of FEAT DoubleLock in an Armv9 implementation is prohibited.

An implementation of the Armv9-A architecture cannot include an ETM.

A2.3.1 The Armv9.0 architecture extension

The Armv9.0 architecture extension adds mandatory and optional architectural features. Some features must be
implemented together. An implementation is Armv9.0 compliant if all of the following apply:

. It is Armv8.5 compliant.

. It includes all of the Armv9.0 architectural features that are mandatory.
An Armv9.0 compliant implementation can additionally include:

. Armv9.0 features that are optional.

. Any arbitrary subset of the architectural features of Armv9.1, subject only to those constraints that require
that certain features be implemented together.
FEAT _Armv9_Crypto, Armv9 Cryptographic Extension

The Armv9 Cryptographic Extension provides instructions for the acceleration of encryption and
decryption. The presence of the Cryptographic Extension in an implementation is subject to export
license controls.

This feature is supported in AArch64 state only.
FEAT Armv9_Crypto is OPTIONAL.
If FEAT Armv9 Crypto is implemented, then FEAT Crypto is implemented.

When FEAT Armv9 Crypto is implemented, FEAT PMULL, FEAT AES, FEAT SHAI,
FEAT SHA256, and FEAT SHAS512 are implemented.

When FEAT Armv9 Crypto and FEAT SVE are implemented, FEAT SVE AES,
FEAT SVE PMULLI128, and FEAT SVE SHA3 are implemented.

If FEAT Arm9 Crypto is implemented and FEAT SVE is implemented, then, subject to export
controls, if one of FEAT SVE SHA3, FEAT SVE PMULL 128, and FEAT SVE AES are
implemented, then all of them are implemented.

For more information, see The Cryptographic Extension and The Cryptographic Extension in
AArch32 state.
FEAT_ETE, Embedded Trace Extension

FEAT ETE provides a trace unit that records details about software control flow running on a PE,
which can be used to aid debugging or optimizing. The trace unit provides filtering functionality to
allow the targeting of the information to specific code regions or periods of operation.

This feature is supported in AArch64 state, and performs trace in both AArch64 and AArch32
states.

FEAT ETE is OPTIONAL from Armv9.0.

If FEAT ETE is implemented, then FEAT TRBE and FEAT TRF are implemented.
If FEAT ETE is implemented, then FEAT TRC SR is implemented.

If FEAT ETE is implemented, then FEAT ETMv4 is not implemented.

For more information, see Chapter D4 The Embedded Trace Extension.
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FEAT _SVE2, Scalable Vector Extension version 2

The Scalable Vector Extension version 2 (SVE2) is a superset of SVE that incorporates functionality
similar to Advanced SIMD, and other enhancements. In this Manual, unless stated otherwise, when
SVE is used, the behavior also applies to SVE2.

This feature is supported in AArch64 state only.

FEAT SVE2 is OPTIONAL from Armv9.0.

If FEAT SVE2 is implemented, then FEAT SVE is implemented.
The following field identifies the presence of FEAT SVE2:

. ID AA64ZFRO EL1.SVEver.

For more information, see:
. FEAT SVE.
. Data processing - SVE?2.

FEAT_SVE_AES, Scalable Vector AES instructions
FEAT SVE AES provides the following scalable vector AES cryptographic instructions:

. AESD.

. AESE.

. AESIMC.
. AESMC.

This feature is supported in AArch64 state only.

FEAT SVE_AES is OPTIONAL from Armv?9.0.

If FEAT SVE AES is implemented, then FEAT AES is implemented.

IfFEAT SVE AES is implemented, then FEAT SVE?2 is implemented.

If FEAT SVE_AES is implemented, then FEAT Armv9 Crypto is implemented.
The following field identifies the presence of FEAT SVE AES:

«  ID_AAG4ZFR0O ELI.AES.

FEAT SVE_BitPerm, Scalable Vector Bit Permutes instructions

FEAT SVE BitPerm provides the following scalable vector bit permute instructions:

. BEXT.
. BDEP.
. BCRP.

This feature is supported in AArch64 state only.

FEAT SVE BitPerm is OPTIONAL from Armv9.0.

If FEAT SVE BitPerm is implemented, then FEAT SVE2 is implemented.
The following field identifies the presence of FEAT SVE BitPerm:

. ID_AA64ZFRO_EL1.BitPerm.

FEAT_SVE_PMULL128, Scalable Vector PMULL instructions

FEAT SVE PMULLI128 provides the following scalable vector 64-bit source element variants
polynomial multiply instructions:

. PMULLB.
. PMULLT.
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This feature is supported in AArch64 state only.

FEAT SVE PMULLI128 is OPTIONAL from Armv9.0.

If FEAT SVE PMULLI128 is implemented, then FEAT SVE AES is implemented.
IfFEAT SVE PMULLI128 is implemented, then FEAT PMULL is implemented.
The following field identifies the presence of FEAT SVE PMULL128:

. ID AA64ZFRO_EL1.AES.

FEAT_SVE_SHAS3, Scalable Vector SHA3 instructions
FEAT SVE SHA3 provides the following scalable vector SHA3 instruction:

. RAX1.

This feature is supported in AArch64 state only.

FEAT SVE SHA3 is OPTIONAL from Armv?9.0.

IfFEAT SVE SHA3 is implemented, then FEAT SVE2 is implemented.
If FEAT SVE SHA3 is implemented, then FEAT SHA3 is implemented.
The following field identifies the presence of FEAT SVE SHA3:

«  ID_AAG64ZFR0O ELI.SHA3.

FEAT _SVE_SM4, Scalable Vector SM4 instructions
FEAT SVE SM4 provides the following scalable vector SM4 instructions:

. SM4E.

. SMAEKEY.

This feature is supported in AArch64 state only.

FEAT SVE SM4 is OPTIONAL from Armv9.0.

If FEAT SVE SM4 is implemented, then FEAT SVE2 is implemented.
IfFEAT SVE SM4 is implemented, then FEAT SM4 is implemented.
The following field identifies the presence of FEAT SVE SM4:

«  ID_AAG64ZFRO EL1.SM4.

FEAT_TME, Transactional Memory Extension

FEAT TME introduces a set of instructions to support hardware transaction memory, which means
a group of instructions can appear to be collectively executed as a single atomic operation. For more
information on these instructions, see:

. TCANCEL.
. TCOMMIT.
. TSTART.
. TTEST.

This feature is supported in AArch64 state only.
FEAT TME is OPTIONAL from Armv9.0.
The following field identifies the presence of FEAT TME:

. ID_AA64ISARO EL1.TME.

For more information on FEAT TME, see Arm™ Architecture Reference Manual Supplement,
Transactional Memory Extension (TME), for A-profile architecture (ARM DDI 0617).
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FEAT_TRBE, Trace Buffer Extension

FEAT TRBE enables support for a Trace Buffer Unit within a PE. When the Trace Buffer Unit is
enabled, program-flow trace generated by a trace unit is written directly to memory by the Trace
Buffer Unit, rather than routing trace data to a trace sink.

This feature is supported in AArch64 state, and performs trace in both AArch64 and AArch32
states.

FEAT TRBE is OPTIONAL from Armv?9.0.
If FEAT TRBE is implemented, then FEAT TRF is implemented.
The following field identifies the presence of FEAT TRBE:

. ID_AA64DFRO_ELI1.TraceBuffer.

For more information, see Chapter D6 The Trace Buffer Extension.
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A2.3.2 The Armv9.1 architecture extension

The Armv9.1 architecture extension is an extension to Armv9.0. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv9.1 compliant if all of the
following apply:

. It is Armv8.6 compliant.
. It is Armv9.0 compliant.
. It includes all of the Armv9.1 architectural features that are mandatory.

An Armv9.1 compliant implementation can additionally include:
. Armv9.1 features that are optional.

. Any arbitrary subset of the architectural features of Armv9.2, subject only to those constraints that require
that certain features be implemented together.
FEAT_ETEvlpl, Embedded Trace Extension
FEAT ETEvlpl extends FEAT ETE to provide more flexibility for tracing Timestamp values.

This feature is supported in AArch64 state, and performs trace in both AArch64 and AArch32
states.

FEAT ETEvlpl is OPTIONAL from Armv9.0.
If FEAT ETEvlpl is implemented, then FEAT ETE is implemented.
The following field identifies the presence of FEAT ETEvlpl:

. TRCDEVARCH.REVISION.

For more information, see Chapter D4 The Embedded Trace Extension.
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A2.3.3 The Armv9.2 architecture extension

The Armv9.2 architecture extension is an extension to Armv9.1. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv9.2 compliant if all of the

following apply:

. It is Armv8.7 compliant.

. It is Armv9.1 compliant.

. It includes all of the Armv9.2 architectural features that are mandatory.

An Armv9.2 compliant implementation can additionally include:
. Armv9.2 features that are optional.

. Any arbitrary subset of the architectural features of Armv9.3, subject only to those constraints that require
that certain features be implemented together.
FEAT_BRBE, Branch Record Buffer Extension
FEAT BRBE provides a Branch record buffer for capturing control path history.
This feature is supported in AArch64 state only.
FEAT BRBE is OPTIONAL from Armv9.1.
The following field identifies the presence of FEAT BRBE:

. ID_AA64DFRO_EL1.BRBE.

For more information, see Chapter D18 The Branch Record Buffer Extension.

FEAT_ETEvlp2, Embedded Trace Extension
FEAT ETEvl1p2 extends FEAT ETE to support FEAT RME.

This feature is supported in AArch64 state, and performs trace in both AArch64 and AArch32
states.

FEAT ETEvl1p2 is OPTIONAL from Armv9.1.

If FEAT ETEv1p2 is implemented, then FEAT ETEvlpl is implemented.

If FEAT ETE and FEAT RME are implemented, then FEAT ETEv1p2 is implemented.
The following field identifies the presence of FEAT ETEv1p2:

. TRCDEVARCH.REVISION.

For more information, see Chapter D4 The Embedded Trace Extension.

FEAT RME, Realm Management Extension
The Realm Management Extension (RME) is an extension to the Armv9 A-profile architecture.

RME adds all of the following features:

. Two additional Security states, Root and Realm.

. Two additional physical address spaces, Root and Realm.

. The ability to dynamically transition memory granules between physical address spaces.
. Granule Protection Check mechanism.

FEAT RME is one component of the Arm Confidential Compute Architecture (Arm CCA).
Together with the other components of the Arm CCA, RME enables support for dynamic, attestable,
and trusted execution environments (Realms) to be run on an Arm PE.

This feature is supported in AArch64 state only.
FEAT RME is OPTIONAL from Armv9.1.
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If FEAT RME is implemented, then FEAT AAG64EL3, FEAT AA64EL2, FEAT PMULL, and
FEAT RNG or FEAT RNG_TRAP are implemented.

When FEAT RME and FEAT AES or FEAT SHAI are implemented, FEAT PMULL,
FEAT AES, FEAT SHA3, FEAT SHA256, and FEAT SHAS512 are implemented.

When FEAT RME, FEAT SVE and FEAT AES or FEAT SHAI are implemented,
FEAT SVE AES, FEAT SVE PMULLI128, and FEAT SVE SHA3 are implemented.

When FEAT ETE and FEAT RME are implemented, FEAT ETEv1p2 is implemented.
When FEAT PMUv3 and FEAT RME are implemented, FEAT PMUv3p7 is implemented.
When FEAT SPE and FEAT RME are implemented, FEAT SPEv1p2 is implemented.
When FEAT MPAM and FEAT RME are implemented, FEAT MPAMvlpl is implemented.
When FEAT PCSRv8 and FEAT RME are implemented, FEAT PCSRv8p2 is implemented.
The following field identifies the presence of FEAT RME:

«  ID_AAG64PFRO_EL1.RME.

If the Activity Monitors Extension is implemented, then Arm strongly recommends that a PE that
implements FEAT RME also implements FEAT AMUvlIpl.

Arm recommends that a PE that implements FEAT RME also implements all of the following:
. FEAT _VMIDI6.

. FEAT HAFDBS.

For more information, see:

. Chapter D1 The AArch64 System Level Programmers’ Model.
. Chapter D8 The AArch64 Virtual Memory System Architecture.
. Chapter D9 The Granule Protection Check Mechanism.

FEAT_SME, Scalable Matrix Extension

FEAT SME introduces two AArch64 execution modes that can be enabled and disabled by
application software:

. In ZA storage enabled mode, scalable, two-dimensional, architectural ZA tile storage
becomes available and instructions are defined to load, store, extract, insert, and clear rows
and columns of the ZA tiles.

. In Streaming SVE mode, the Effective SVE vector length changes to match the Effective ZA
tile width, support for a substantial subset of the SVE2 instruction set is available, and, when
ZA mode is also enabled, instructions are defined that accumulate the matrix outer product
of two SVE vectors into a ZA tile.

This feature is supported in AArch64 state only.
FEAT SME is OPTIONAL from Armv9.2.

If FEAT SME is implemented, then FEAT FCMA, FEAT FP16, FEAT BF16, and FEAT FHM
are implemented.

When FEAT SME and FEAT EL2 are implemented, FEAT FGT and FEAT HCX are
implemented.

The following field identifies the presence of FEAT SME:

< ID_AAG64PFRI EL1.SME.

If FEAT SME is implemented, this does not imply that FEAT SVE and FEAT SVE?2 are
implemented when the PE is not in Streaming SVE mode.

For more information, see Chapter D21 The Scalable Matrix Extension.
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FEAT _SME_F64F64, Double-precision floating-point outer product instructions

FEAT SME F64F64 indicates SME support for instructions that accumulate into double-precision
floating-point elements in the ZA array.

This feature is supported in AArch64 state only.

If FEAT SME _F64F64 is implemented, then FEAT SME is implemented.
FEAT SME F64F64 is OPTIONAL from Armv9.2.

The following field identifies the presence of FEAT SME_F64F64:

«  ID_AAG64SMFRO_EL1.F64F64.

For more information, see Chapter D21 The Scalable Matrix Extension.

FEAT _SME_FA64, Full A64 instruction set support in Streaming SVE mode

FEAT SME FAG64 indicates support for execution of the full A64 instruction set in Streaming SVE
mode.

This feature is supported in AArch64 state only.

IfFEAT SME FA64 is implemented, then FEAT SME is implemented.
If FEAT SME FAG64 is implemented, then FEAT SVE2 is implemented.
FEAT SME FAG64 is OPTIONAL from Armv9.2.

The following field identifies the presence of FEAT SME FA64:

. ID_AA64SMFRO_EL1.FA64.

For more information, see Chapter D21 The Scalable Matrix Extension.

FEAT SME_I16164, 16-bit to 64-bit integer widening outer product instructions

FEAT SME 116164 indicates SME support for instructions that accumulate into 64-bit integer
clements in the ZA array.

This feature is supported in AArch64 state only.

If FEAT SME 116164 is implemented, then FEAT SME is implemented.
FEAT SME 116164 is OPTIONAL from Armv9.2.

The following field identifies the presence of FEAT SME 116164:

. ID AA64SMFRO EL1.116164.

For more information, see Chapter D21 The Scalable Matrix Extension.

A2.3.3.1 Features added to the Armv9.2 extension in later releases

FEAT SME2pl.
FEAT SME_F16F16.
FEAT SVE2pl.

FEAT SVE B16B16.
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A2.3.4 The Armv9.3 architecture extension

The Armv9.3 architecture extension is an extension to Armv9.2. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv9.3 compliant if all of the

following apply:

. It is Armv8.8 compliant.

. It is Armv9.2 compliant.

. It includes all of the Armv9.3 architectural features that are mandatory.

An Armv9.3 compliant implementation can additionally include:
. Armv9.3 features that are optional.

. Any arbitrary subset of the architectural features of Armv9.4, subject only to those constraints that require
that certain features be implemented together.
FEAT _BRBEvlpl, Branch Record Buffer Extension version 1.1
FEAT BRBEvIpl extends FEAT BRBE to enable branch recording at EL3.
This feature is supported in AArch64 state only.
FEAT BRBEvIpl is OPTIONAL from Armv9.2.
If FEAT BRBEvIpl is implemented, then FEAT BRBE is implemented.

In an Armv9.3 implementation, if FEAT BRBE is implemented, FEAT BRBEvIpl is
implemented.

The following field identifies the presence of FEAT BRBEvlipl:

. ID_AA64DFRO_EL1.BRBE.

For more information, see Chapter D18 The Branch Record Buffer Extension.

FEAT_MEC, Memory Encryption Contexts
Memory Encryption Contexts (MEC) is an extension to the RME.

An existing RME enabled system uses a combination of isolation and external memory protection
to guarantee privacy of the Realm Security state. [solation between Realms is enforced by the Realm
stage 2 translation tables.

FEAT MEC adds all of the following features:
. Memory encryption contexts are provided to all physical address spaces.

. Multiple memory encryption contexts are provided to the Realm physical address space for
assignment to Realm virtual machines, with policy controlled by Realm EL2.

. The Non-secure, Secure, and Root, physical address spaces each have one encryption
context.

This feature is supported in AArch64 state only.

FEAT MEC is OPTIONAL from Armv9.2.

If FEAT MEC is implemented, then FEAT RME is implemented.

If FEAT MEC is implemented, then FEAT SCTLR2 is implemented.

If FEAT MEC is implemented, then FEAT TCR?2 is implemented.

The following field identifies the presence of FEAT MEC:

. ID_AA64MMFR3 _EL1.MEC.
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FEAT_SME2, Scalable Matrix Extensions version 2
FEAT SME?2 is a superset of FEAT SME that introduces the following:

The ability to treat the SME ZA array as containing addressable groups of one-dimensional
ZA array vectors, instead of two-dimensional ZA tiles.

Multi-vector instructions that operate on groups of Z vector registers and ZA array vectors.
A multi-vector predication mechanism for multi-vector load and store.

A dedicated 512-bit lookup table register, ZT0, for data decompression.

This feature is supported in AArch64 state only.

FEAT SME2 is OPTIONAL from Armv9.2.

If FEAT SME?2 is implemented, then FEAT SME is implemented.
The following fields identify the presence of FEAT SME2:

.

ID_AA64SMFRO _EL1.SMEver.

ID_AA64PFR1_EL1.SME.

For more information, see Chapter D21 The Scalable Matrix Extension.
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A2.3.5 The Armv9.4 architecture extension

The Armv9.4 architecture extension is an extension to Armv9.3. It adds mandatory and optional architectural
features. Some features must be implemented together. An implementation is Armv9.4 compliant if all of the

following apply:

. It is Armv8.9 compliant.

. It is Armv9.3 compliant.

. It includes all of the Armv9.4 architectural features that are mandatory.

An Armv9.4 compliant implementation can additionally include:
. Armv9.4 features that are optional.

FEAT_ABLE, Address Breakpoint Linking Extension
FEAT ABLE adds the capability to link a watchpoint to an address matching breakpoint.
This feature is supported in both AArch64 and AArch32 states.
FEAT ABLE is OPTIONAL from Armv9.3.
IfFEAT ABLE is implemented, then FEAT BWE is implemented.
If FEAT ABLE is implemented, then FEAT Debugv8p9 is implemented.
The following fields identify the presence of FEAT ABLE:

. ID_AA64DFR1 _EL1.ABLE.

. EDDFRI1.ABLE.

For more information, see About Breakpoint exceptions.

FEAT_BWE, Breakpoint and watchpoint enhancements

FEAT BWE adds the capability to define an included-range-based breakpoint and an
excluded-range-based breakpoint.

This feature is supported in AArch64 state only.
FEAT BWE is OPTIONAL from Armv9.3.
The following fields identify the presence of FEAT BWE:

. ID_AA64DFR1_EL1.ABLE.

. EDDFRI1.ABLE.

For more information, see Other usage constraints for Address breakpoints.

FEAT _CHK, Check Feature Status

FEAT CHK adds the CHKFEAT instruction, which allows software to detect when certain features are
enabled.

A PE that is compliant with architectures from Armv8.0 to Armv9.3 is compliant with the behavior
defined for this feature.

This feature is supported in AArch64 state only.
FEAT CHK is OPTIONAL from Armv8.0.
FEAT CHK is mandatory from Armv9.4.

For more information, see Detecting when FEAT GCS is enabled.

FEAT_D128, 128-bit Translation Tables, 56 bit PA
FEAT D128 adds support for the VMSAv9-128 translation system, comprising the following:

. 128-bit translation table descriptors.

. 56-bit physical addresses.
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. 56-bit virtual addresses.
. 128-bit System registers.
. 128-bit atomic instructions.

. TLBIP VA*, TLBIP RVA*, TLBIP IPA*, TLBIP RIPA* instructions that can take 128-bit
inputs.

. IMPLEMENTATION DEFINED System instructions that can take 128-bit inputs.

This feature is supported in AArch64 state only.

FEAT D128 is OPTIONAL from Armv9.3.

If FEAT D128 is implemented, then FEAT SYSREGI128 is implemented.

If FEAT D128 is implemented, then FEAT SYSINSTR128 is implemented.

If FEAT D128 is implemented, then FEAT LSE128 is implemented.

If FEAT D128 is implemented, then FEAT S1PIE is implemented.

If FEAT D128 is implemented, then FEAT S2PIE is implemented.

If FEAT D128 is implemented, then FEAT AIE is implemented.

If FEAT D128 is implemented, then FEAT TCR?2 is implemented.

If FEAT D128 is implemented, then FEAT LVA is implemented.

If FEAT D128 is implemented, then FEAT LPA2 is implemented.

The following field identifies the presence of FEAT D128:

- ID AA64MMFR3 EL1.D128.
For more information, see Chapter D8 The AArch64 Virtual Memory System Architecture.

FEAT_EBEP, Exception-based Event Profiling

FEAT EBEP adds a locally generated PMU exception type to allow generation of high-quality
profiles by eliminating the interrupt latency and jitter incurred outside the PE.

This feature is supported in both AArch64 and AArch32 states.

FEAT EBEP is OPTIONAL from Armv9.3.

In an Armv9.3 implementation, if FEAT PMUv3p9 is implemented, FEAT EBEP is implemented.
When FEAT EBEP and FEAT AA64EL2 are implemented, FEAT FGT?2 is implemented.

When FEAT EBEP and FEAT AA32ELO are implemented, FEAT Debugv8p9 is implemented.
The following field identifies the presence of FEAT EBEP:

. ID_AA64DFR1_EL1.EBEP.

For more information, see Exception-based event profiling.

FEAT_ETEv1p3, Embedded Trace Extension version 1.3
FEAT ETEvl1p3 extends FEAT ETE to support all of the following:

. The ETE External Debug Request, when FEAT Debugv8p9 is implemented.
. The ETE Trace Output Enable, which is mandatory for FEAT ETEvIp3 and OPTIONAL for

FEAT ETE.

This feature is supported in AArch64 state, and performs trace in both AArch64 and AArch32
states.

FEAT ETEvl1p3 is OPTIONAL from Armv9.3.
If FEAT ETEvlp3 is implemented, then FEAT ETEv1p2 is implemented.
The following field identifies the presence of FEAT ETEv1p3:

. TRCDEVARCH.REVISION.
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For more information, see Chapter D4 The Embedded Trace Extension.

FEAT_GCS, Guarded Control Stack Extension

FEAT GCS adds support for a Guarded Control Stack, an area of memory in which procedure
return addresses and exception return addresses are stored and protected from modification.

This feature is supported in AArch64 state only.

FEAT GCS is OPTIONAL from Armv9.3.

If FEAT GCS is implemented, then FEAT CHK is implemented.
If FEAT GCS is implemented, then FEAT S1PIE is implemented.
The following field identifies the presence of FEAT GCS:

«  ID_AAG64PFRI_ELI1.GCS.

For more information, see Chapter D11 The Guarded Control Stack.

FEAT _ITE, Instrumentation Trace Extension

FEAT ITE provides all of the following to allow software to inject instrumentation information into
the ETE trace stream:

. The TRCIT instruction, that injects the value of a general purpose register into the ETE trace
stream.
. Instrumentation Packet that contains the value written by the TRCIT instruction.

. Controls that define the behavior of the TRCIT instruction.

This feature is supported in both AArch64 and AArch32 states.

FEAT ITE is OPTIONAL from Armv9.3.

If FEAT ITE is implemented, then FEAT TRF is implemented.

If FEAT ITE is implemented, then FEAT ETE is implemented.

If FEAT ITE is implemented, then FEAT TRBE is implemented.

When FEAT ITE and FEAT AA64EL2 are implemented, FEAT FGT?2 is implemented.
The following fields identify the presence of FEAT ITE:

. ID AA64DFR1 ELI1.ITE.

. TRCIDRO.ITE.

For more information, see:
. Instrumentation extension.
. Instrumentation element.

FEAT_LSE128, 128-bit Atomics
FEAT LSE128 adds support for 128-bit atomic instructions.
This feature is supported in AArch64 state only.
FEAT LSE128 is OPTIONAL from Armv9.3.
If FEAT LSE128 is implemented, then FEAT LSE is implemented.
The following field identifies the presence of FEAT LSE128:

. ID_AAG4ISARO_EL1.Atomic.

For more information, see:

. Atomic memory operations.
. Swap.
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FEAT_LVA3, 56-bit VA
FEAT LVA3 adds support for 56-bit virtual addresses.
This feature is supported in AArch64 state only.
FEAT LVA3 is OPTIONAL from Armv9.3.
If FEAT LVA3 is implemented, then FEAT D128 is implemented.
If FEAT LVA3 is implemented, then FEAT LVA is implemented.
The following field identifies the presence of FEAT LVA3:

. ID_AA64MMFR2 EL1.VARange.

For more information, see Supported virtual address ranges.

FEAT SEBEP, Synchronous Exception-based Event Profiling
FEAT SEBEP creates new configurations to generate synchronous and precise PMU exceptions.
This feature is supported in both AArch64 and AArch32 states.
FEAT SEBEP is OPTIONAL from Armv9.3.
If FEAT SEBEP is implemented, then FEAT EBEP is implemented.
When FEAT SEBEP and FEAT AAG64EL2 are implemented, FEAT FGT?2 is implemented.
When FEAT SEBEP and FEAT AA32ELOQ are implemented, FEAT Debugv8p9 is implemented.
The following field identifies the presence of FEAT SEBEP:

. ID_AA64DFRO_EL1.SEBEP.

For more information, see:
. Synchronous exception-based event profiling.
. Synchronous events.

FEAT_SME2pl1, Scalable Matrix Extension version 2.1
The Scalable Matrix Extension version 2.1 (SME2.1) is a superset of SME2 that adds:

. New SME instructions.

. Other relaxations and enhancements.

In this Manual, unless stated otherwise, when SME is used, the behavior also applies to SME2.1.
This feature is supported in AArch64 state only.

In an Armv9.4 implementation, if FEAT SME2 is implemented, FEAT SME2p1 is implemented.
FEAT SME2p]1 is OPTIONAL from Armv9.2.

If FEAT SME2pl is implemented, then FEAT SME?2 is implemented.

If FEAT SME and FEAT SVE2pl are implemented, then FEAT SME2p1 is implemented.

The following field identifies the presence of FEAT SME2p1:

. ID_AA64SMFRO_EL1.SMEver.

For more information, see:
. Data processing - SME, SME?.
. Chapter D21 The Scalable Matrix Extension.

FEAT _SME_F16F16, Non-widening half-precision FP16 to FP16 arithmetic for SME2.

FEAT SME F16F16 adds the SME2 half-precision to single-precision convert instructions and
non-widening half-precision floating-point instructions.

This feature is supported in AArch64 state only.
FEAT SME F16F16 is OPTIONAL from Armv9.2.
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If FEAT SME F16F16 is implemented, then FEAT SME?2 is implemented.
The following field identifies the presence of FEAT SME F16F16:

. ID_AA64SMFRO_ELI1.F16F16.

For more information, see:

. Data processing - SME, SME?.

. Chapter D21 The Scalable Matrix Extension.

FEAT _SVE2p1, Scalable Vector Extensions version 2.1
The Scalable Vector Extension version 2.1 (SVE2.1) is a superset of SVE2 that adds:

. SVE instructions in Non-streaming SVE mode, which were previously added by SME in
Streaming SVE mode. These are:

—  Contiguous multi-vector load and store instructions.
—  Predicate-as-counter instructions.
—  General-purpose SVE instructions.

. Other relaxations and enhancements.

In this Manual, unless stated otherwise, when SVE is used, the behavior also applies to SVE2.1.
This feature is supported in AArch64 state only.

In an Armv9.4 implementation, if FEAT SVE2 is implemented, FEAT SVE2pl is implemented.
FEAT SVE2pl is OPTIONAL from Armv9.2.

If FEAT SVE2pl is implemented, then FEAT SVE2 is implemented.

If FEAT SVE2 and FEAT SME2p]1 are implemented, then FEAT SVE2pl1 is implemented.

The following field identifies the presence of FEAT SVE2pl:

«  ID_AAG64ZFR0O ELI.SVEver.

For more information, see:

. FEAT SVE.

. Loads and stores - SME, SME2, SVE2p1.
. Data processing - SVE?2.

FEAT _SVE_B16B16, Non-widening BFloat16 to BFloat16 arithmetic for SVE2 and SME2.
FEAT SVE B16B16 adds SVE2 non-widening BFloat16 floating-point instructions to SVE.

If FEAT SVE2 is implemented, FEAT SVE B16B16 adds the SVE2 non-widening BFloat16
instructions when the PE is not in Streaming SVE mode.

If FEAT SME?2 is implemented, FEAT SVE B16B16 adds:
. The SVE2 non-widening BFloat16 instructions when the PE is in Streaming SVE mode.

. The SME2 non-widening BFloat16 instructions.

This feature is supported in AArch64 state only.

FEAT SVE B16B16 is OPTIONAL from Armv9.2.

If FEAT SVE B16B16 is implemented, then FEAT SME2 or FEAT SVE?2 is implemented.
The following fields identify the presence of FEAT SVE B16B16:

«  ID_AA64SMFRO EL1.B16BIS6.

. ID_AA64ZFR0O_EL1.B16B16.
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For more informations, see:
. BFloatl6 arithmetic.
. BFloat16 minimum/maximum.
. Clamp to minimum/maximum.

FEAT _SYSINSTR128, 128-bit System instructions

FEAT SYSINSTR128 adds support for IMPLEMENTATION DEFINED System instructions that can
take 128-bit inputs.

This feature is supported in AArch64 state only.

FEAT SYSINSTR128 is OPTIONAL from Armv9.3.

If FEAT SYSINSTRI128 is implemented, then FEAT SCTLR?2 is implemented.
If FEAT SYSINSTRI128 is implemented, then FEAT D128 is implemented.
The following field identifies the presence of FEAT SYSINSTR128:

«  ID_AAG64ISAR2 EL1.SYSINSTR 128.

For more information, see System instructions.

FEAT_SYSREG128, 128-bit System registers
FEAT SYSREGI128 adds the following support for 128-bit System registers:

. The MRRS instruction to move a 128-bit System register into a pair of 64-bit general-purpose
registers.

. The MSRR instruction to move a pair of 64-bit general-purpose registers to a 128-bit System
register.

. 128-bit formats of the following system registers:

. The Physical Address Register, PAR_EL1.

. The Read-Check-Write mask registers, RCWMASK EL1 and RCWSMASK ELI.

. The following translation table base address registers, TTBRO_EL1, TTBRO EL2,
TTBR1 EL1, TTBR1 EL2, VTTBR EL2.

This feature is supported in AArch64 state only.

FEAT SYSREGI128 is OPTIONAL from Armv9.3.

If FEAT SYSREG128 is implemented, then FEAT SCTLR2 is implemented.

If FEAT SYSREGI128 is implemented, then FEAT D128 is implemented.

The following field identifies the presence of FEAT SYSREG128:

. ID_AA64ISAR2 EL1.SYSREG 128.

FEAT _TRBE_EXT, Trace Buffer external mode

FEAT TRBE EXT allows an external debugger, as well as a self-hosted debugger, to use the Trace
Buffer Unit. All of the following registers are introduced to determine the parameters of the
implementation:

. TRBDEVARCH.
. TRBDEVID.

. TRBDEVIDI.

This feature is supported in both AArch64 and AArch32 states.

FEAT TRBE EXT is OPTIONAL from Armv9.3.

If FEAT TRBE_EXT is implemented, then FEAT TRBE is implemented.
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The following fields identify the presence of FEAT TRBE EXT:
. ID_AA64DFRO_EL1.ExtTrcBuff.
. EDDFR.TraceBuftfer.

. EDDFR .ExtTrcBuff.

For more information, see Trace buffer External mode.

FEAT _TRBE_MPAM, Trace Buffer MPAM extensions

FEAT TRBE MPAM allows software to program the MPAM PARTID and PMG to use different
MPAM values for trace data. TRBDEVID1.{PMG_MAX, PARTID MAX} are used to determine
the parameters of the MPAM implementation.

This feature is supported in both AArch64 and AArch32 states.

FEAT TRBE MPAM is OPTIONAL from Armv9.3.

If FEAT TRBE _MPAM is implemented, then FEAT TRBE EXT is implemented.

If FEAT TRBE MPAM is implemented, then FEAT MPAM is implemented.

When FEAT TRBE MPAM and FEAT AAG4EL2 are implemented, FEAT FGT2 is implemented.
The following field identifies the presence of FEAT TRBE MPAM:

. TRBIDR_EL1.MPAM.

For more information, see External mode and MPAM.
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Chapter B1
The AArch64 Application Level Programmers’ Model

This chapter describes the AArch64 application level programmers’ model. It contains the following sections:
About the Application level programmers’ model.
Registers in AArch64 Execution state.
Process state, PSTATE.
The Scalable Vector and Scalable Matrix Extensions (SVE & SME).

. Sofitware control features and ELQ.
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B1.1 About the Application level programmers’ model

This chapter contains the programmers’ model information required for application development.

The information in this chapter is distinct from the system information required to service and support application
execution under an operating system, or higher level of system software. However, some knowledge of the system
information is needed to put the Application level programmers' model into context.

Depending on the implementation choices, the architecture supports multiple levels of execution privilege,
indicated by different Exception levels that number upwards from ELO to EL3. ELO corresponds to the lowest
privilege level and is often described as unprivileged. The Application level programmers’ model is the
programmers’ model for software executing at EL0O. For more information, see Exception levels.

System software determines the Exception level, and therefore the level of privilege, at which software runs. When
an operating system supports execution at both EL1 and ELO0, an application usually runs unprivileged at ELO. This:

. Permits the operating system to allocate system resources to an application in a unique or shared manner.

. Provides a degree of protection from other processes, and so helps protect the operating system from
malfunctioning software.

This chapter indicates where some system level understanding is necessary, and where relevant it gives a reference
to the system level description.

Execution at any Exception level above ELO is often referred to as privileged execution.

For more information on the system level view of the architecture refer to Chapter D1 The AArch64 System Level
Programmers’ Model.
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B1.2 Registers in AArch64 Execution state

The following registers are visible at ELO using AArch64:

R0-R30 31 general-purpose registers, RO to R30. Each can be accessed as:
. A 64-bit general-purpose register named X0 to X30.
. A 32-bit general-purpose register named W0 to W30.
63 3231 0
Rn
< Wn >
< Xn >
Figure B1-1 General-purpose register naming
The X30 general-purpose register is used as the procedure call link register.
SP A 64-bit dedicated Stack Pointer register. The least significant 32 bits of the stack pointer can be
accessed using the register name WSP.
The use of SP as an operand in an instruction, indicates the use of the current stack pointer.
Note
Stack pointer alignment to a 16-byte boundary is configurable at EL1. For more information, see
the Procedure Call Standard for the Arm 64-bit Architecture.
PC A 64-bit Program Counter holding the address of the current instruction.
Software cannot write directly to the PC. It can be updated only on a branch, exception entry or
exception return.
Note
Attempting to execute an A64 instruction that is not word-aligned generates a PC alignment fault,
see PC alignment checking.
Vo0-V31 32 SIMD&FP registers, VO to V31. Each can be accessed as:
. A 128-bit register named QO to Q31.
. A 64-bit register named DO to D31.
. A 32-bit register named SO to S31.
. A 16-bit register named HO to H31.
. An 8-bit register named B0 to B31.
. A 128-bit vector of elements. See SIMD vectors in AArch64 state.
. A 64-bit vector of elements. See SIMD vectors in AArch64 state.
Where the number of bits described by a register name does not occupy an entire SIMD&FP
register, it refers to the least significant bits. See Figure B1-2.
For more information about data types and vector formats, see Supported data types.
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Figure B1-2 SIMD and floating-point register naming

FPCR, FPSR The FPCR is the floating-point control register. The FPSR is the floating-point status register.

70-731 32 SVE scalable vector registers, Z0 to Z31, of equal length. Each register can be accessed as:

VL1 127

{t

A configurable-length vector of elements. The length, VL, is a power of two, from a
minimum of 128 bits to an IMPLEMENTATION DEFINED maximum no greater than 2048 bits.
See Figure B1-3, Figure A1-5, and Configurable SVE vector lengths.

A SIMD&FP register, as described in VO-V31. Bits[127:0] of each Zn register hold the
correspondingly numbered V0-V31 SIMD&FP register, as Figure B1-3 shows:

64 63 32 31 1615 8 7 0
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Figure B1-3 SVE register naming

See also:

Maximum implemented SVE vector lengths.
Configurable SVE vector lengths.
Treatment of SVE Z registers.

SVE writes of scalar values to registers.

P0-P15 16 SVE predicate registers, named PO to P15. Each SVE predicate register holds one bit for each
byte of an SVE scalar vector register.

Note

The Maximum implemented SVE predicate length is the Maximum implemented SVE vector length
divided by 8. See Maximum implemented SVE vector lengths.

Also see Vector predication.
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FFR The dedicated SVE First Fault Register that has the same size and format as the SVE predicate
registers, PO-P15. See FFR, First Fault Register.

ZA Architectural state capable of holding a two-dimensional array of bytes. See Z4 storage.

7710 A 512-bit SME2 lookup table register. See SME2 ZT0 register.

See also:

. System registers.

. Pseudocode description of registers in AArch64 state.

. Registers for instruction processing and exception handling.

FFR, First Fault Register

SVE has a dedicated First Fault Register named FFR.

The FFR captures the cumulative fault status of a sequence of SVE First-fault and Non-fault vector load
instructions.

The FFR and the predicate registers have the same size and format.
The FFR is a Special-purpose register.

All bits in the FFR that are accessible at the current Exception level are initialized to 1 by using the SETFFR
instruction.

Bits in the FFR are indirectly set to 0 as a result of a suppressed access or suppressed fault corresponding to an Active
element of an SVE First-fault or Non-fault vector load.

Bits in the FFR are never set to 1 as a result of a vector load instruction.

After a sequence of one or more SVE First-fault or Non-fault loads that follow a SETFFR instruction, the FFR
contains a sequence of zero or more TRUE elements, followed by zero or more FALSE elements.

The TRUE elements in the FFR indicate the shortest sequence of consecutive elements that could contain valid data
loaded from memory.

The only instructions that directly read the FFR are:
. RDFFR.

. RDFFRS.

The only instructions that directly write the FFR are:
. WRFFR.

. SETFFR.

All direct and indirect reads and writes to the FFR occur in program order relative to other instructions, without
explicit synchronization.

System registers

System registers provide support for execution control, status and general system configuration. The majority of the
System registers are not accessible at ELO.
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However, some System registers can be configured to allow access from software executing at ELO. Any access
from ELO to a System register with the access right disabled causes the instruction to behave as UNDEFINED. The
registers that can be accessed from ELO are:

Cache ID registers  The CTR_ELO and DCZID_ELO registers provide implementation parameters for ELO
cache management support.

Debug registers A Debug Communications Channel is supported by the MDCCSR_ELO, DBGDTR_ELO,
DBGDTRRX ELO and DBGDTRTX ELO registers.
Performance Monitors registers

The Performance Monitors Extension provides counters and configuration registers.
Software executing at EL1 or a higher Exception level can configure some of these registers
to be accessible at ELO.

For more details, see Chapter D13 The Performance Monitors Extension.

Activity Monitors registers

The Activity Monitors Extension provides counters and configuration registers. Software
executing at EL1 or a higher Exception level can configure these registers to be accessible
at ELO.

For more details, see Chapter D15 The Activity Monitors Extension.

Thread ID registers Software can store thread specific information in TPIDR_ELO, TPIDR2 ELO0, and
TPIDRRO ELO.

Timer registers The following operations are performed by these registers:
. Read access to the system counter clock frequency using CNTFRQ_ELDO.
. Physical and virtual timer count registers, CNTPCT_ELO and CNTVCT_ELO.

. Physical up-count comparison, down-count value and timer control registers,
CNTP_CVAL ELO, CNTP_TVAL_ELO, and CNTP_CTL_ELO.

. Virtual up-count comparison, down-count value and timer control registers,
CNTV_CVAL _ELO,CNTV_TVAL ELO, and CNTV_CTL ELO.

B1.2.3 Pseudocode description of registers in AArch64 state

The AArch64 pseudocode uses getter and setter accessor functions to read and write register files that are visible at
ELO:

. The setter or assignment accessor, for example “X[num. width] = result”, is used for register writes.
. The getter or non-assignment accessor, “operand = X[num, width]*, is used for register reads.
. The num parameter specifies the register number to be accessed within the named register file, and width

specifies the bit width of the register access.

. For the general-purpose register X[] accessor, register number 31 accesses the zero register, ZR, which reads
as zero and ignores writes.

. For other register accessors, such as the SIMD&FP V[] accessors, there is no special interpretation of the
register number.

Other special AArch64 accessors include:

. The SP[] accessors have no parameters and are used to read or write the currently selected 64-bit stack pointer
at the current Exception level.

. The PC64[] accessor has no parameter list and is used to read the 64-bit Program Counter.
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. The Vpart[] accessors are used to perform a partial read or write of an Advanced SIMD vector register, using
an additional part parameter to select which half of the vector register to access.

. The Z[1, V[1, and Vpart[] accessors read and write the same underlying vector register file.

Other register accessors are defined as required by other architectural features. See Chapter J1 Armv8 Pseudocode,
sections aarch64/functions/registers/.
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B1.3 Process state, PSTATE

Process state, or PSTATE, is an abstraction of process state information. All of the instruction sets provide
instructions that operate on elements of PSTATE.

For the system level view of PSTATE, see Process state, PSTATE in Chapter D1.
The following PSTATE information is accessible at ELO:

The Condition flags

Flag-setting instructions set these. They are:

N Negative Condition flag. If the result of the instruction is regarded as a two's
complement signed integer, the PE sets this to:

. 1 if the result is negative.
. 0 if the result is positive or zero.
V4 Zero Condition flag. Set to:
. 1 if the result of the instruction is zero.
. 0 otherwise.

A result of zero often indicates an equal result from a comparison.
C Carry Condition flag. Set to:

. 1 if the instruction results in a carry condition, for example an unsigned overflow
that is the result of an addition.

. 0 otherwise.
\% Overflow Condition flag. Set to:
. 1 if the instruction results in an overflow condition, for example a signed

overflow that is the result of an addition.

. 0 otherwise.

Conditional instructions test the N, Z, C and V Condition flags, combining them with the Condition
code for the instruction to determine whether the instruction must be executed. In this way,
execution of the instruction is conditional on the result of a previous operation. For more
information about conditional execution, see Condition flags and related instructions.

The exception masking bits

D Debug exception mask bit. When ELO is enabled to modify the mask bits, this bit is
visible and can be modified. However, this bit is architecturally ignored at ELO.

A SError interrupt mask bit.

I IRQ interrupt mask bit.

F FIQ interrupt mask bit.

For each bit, the values are:
0 Exception not masked.

1 Exception masked.
Access at ELO using AArch64 state depends on SCTLR_EL1.UMA.
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SME enable controls

SM Streaming SVE mode enable:
0 Streaming SVE mode not enabled.
1 Streaming SVE mode enabled.

See Streaming SVE mode.

ZA ZA storage and ZT0 register enable:
0 ZA storage and the ZTO register are not enabled.
1 ZA storage and the ZTO register are enabled.

See About PSTATE.ZA, ZA storage and SME2 ZT0 register.

B1.3.1 Accessing PSTATE fields at ELO

At ELO using AArch64 state, PSTATE fields can be accessed using Special-purpose registers that can be directly
read using the MRS instruction and directly written using the MSR (register) instructions. Table B1-1 shows the
Special-purpose registers that access the PSTATE fields that hold AArch64 state when the PE is at ELO using
AArch64. All other PSTATE fields do not have direct read and write access at ELO.

Table B1-1 Accessing PSTATE fields at ELO using MRS and MSR (register)

Special-purpose register PSTATE fields

NZCV N,Z C,V
DAIF D,A,LF
SVCR SM, ZA
SSBS SSBS
DIT DIT

TCO TCO

Software can also use the MSR (immediate) instruction to directly write to PSTATE.{D, A, I, F, SM, ZA, SSBS,
DIT, TCO}. Table B1-2 shows the MSR (immediate) operands that can directly write to PSTATE.{D, A, I, F, SM,
ZA, SSBS, DIT, TCO} when the PE is at ELO using AArch64 state.

Table B1-2 Accessing PSTATE.{D, A, |, F, SM, ZA, SSBS, DIT, TCO} at EL0 using MSR (immediate)

Operand PSTATE fields Notes
DAIFSet D,A,ILF Directly sets any of the PSTATE.{D,A, I, F} bits to 1
DAIFCIr D,A,LLF Directly clears any of the PSTATE.{D, A, I, F} bits to 0
SVCRSM SM Directly sets the PSTATE.SM bit to CRm<0>.
SVCRZA ZA Directly sets the PSTATE.ZA bit to CRm<0>.
SVCRSMZA SM, ZA Directly sets the PSTATE.{SM, ZA} bits to CRm<0>.
SSBS SSBS Directly sets the PSTATE.SSBS bit to CRm<0>
DIT DIT Directly sets the PSTATE.DIT bit to CRm<0>
TCO TCO Directly sets the PSTATE.TCO bit to CRm<0>
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Access to the PSTATE.{D, A, 1, F} fields at ELO using AArch64 state depends on SCTLR_EL1.UMA.
Software can more efficiently change PSTATE.{SM, ZA} by using SMSTART and SMSTOP instructions.

Writes to the PSTATE fields have side-effects on various aspects of the PE operation. All of these side-effects, are
guaranteed:

. Not to be visible to earlier instructions in the execution stream.

. To be visible to later instructions in the execution stream.

B1.3.2 SVE use of PSTATE N, Z, C, and V Condition flags

IwyxLs

Iyzycq

RrpxTF

RqiBrw

Rzmrxc

This section describes the SVE-specific use of PSTATE.
PSTATE N, Z, C and V condition flags can be updated by any of the following:

. An SVE instruction that generates a predicate result and updates the PSTATE N, Z, C and V Condition flags
based on the value of the result.

. An SVE instruction that updates the PSTATE N, Z, C and V Condition flags based on the value in its predicate
source register or FFR:

—  PTEST.
—  RDFFRS (predicated).

. An SVE instruction that updates the PSTATE N, Z, C and V Condition flags based on the values in its
general-purpose source registers:

—  CTERMEQ.
—  CTERMNE.

When setting the PSTATE N, Z, C and V Condition flags for SVE predicated flag-setting instructions, the
instruction's Governing predicate determines which predicate elements are considered Active.

When setting the PSTATE N, Z, C and V Condition flags for SVE unpredicated flag-setting instructions, all
predicate elements are considered Active.

Unless otherwise specified in an instruction description, the SVE flag-setting instructions update the PSTATE N, Z,
C and V Condition flags as follows:

Flag SVE Name SVE interpretation

N First Set to 1 if the First active element was TRUE, otherwise cleared to 0.
zZ None Cleared to 0 if any Active element was TRUE, otherwise set to 1.
C Not last Cleared to 0 if the Last active element was TRUE, otherwise set to 1.
A% - Cleared to 0.
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B1.4 The Scalable Vector and Scalable Matrix Extensions (SVE & SME)
This section contains:

. Maximum implemented SVE vector lengths.

. Configurable SVE vector lengths.

. Treatment of SVE Z registers.
. SVE writes of scalar values to registers.
. Vector predication.

. Streaming SVE mode.
. About PSTATE.ZA.

. Z4 storage.

. ZA array vector access.
. ZA tile access.
. Z4 storage layout.

. SME?2 Multi-vector operands.

. SME?2 ZT0 register-.

B1.4.1 Maximum implemented SVE vector lengths

Rqsveco There are the following IMPLEMENTATION DEFINED vector lengths for the SVE scalable vector registers, Z0-Z31:
. A Maximum implemented Streaming SVE vector length.
. A Maximum implemented Non-streaming SVE vector length.

For each IMPLEMENTATION DEFINED vector length, all the following apply:

. The smallest architecturally defined maximum length is 128 bits.
. The largest architecturally defined maximum length is 2048 bits.
. The length is a power of two.
lgzrpL There is no requirement for the Maximum implemented Streaming SVE vector length to be greater than or equal to

the Maximum Non-streaming implemented SVE vector length.
Isgevr Where this architecture specification uses the term Maximum implemented SVE vector length, it means:
. The Maximum implemented Streaming SVE vector length when the PE is in Streaming SVE mode.
. The Maximum implemented Non-streaming SVE vector length otherwise.
See also:
. Z0-Z31.

. Configurable SVE vector lengths.

B1.4.2 Configurable SVE vector lengths
RkFTHG There are the following configurable vector lengths for the SVE scalable vector registers, Z0-Z31:

. Effective Streaming SVE vector length (SVL).
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. Effective Non-streaming SVE vector length (NSVL).

SMCR_ELx.LEN requests an SVL. The architecturally defined SVL set is all powers of two from 128 to 2048 bits
inclusive. Implementing any subset is permitted, up to and including the Maximum implemented Streaming SVE
vector length. The subset is not required to be contiguous and is not required to start at 128 bits. Implementing a
single SVL is permitted.

ZCR_ELx.LEN requests an NSVL. The architecturally defined NSVL set is all powers of two from 128 to 2048 bits
inclusive. An implementation is required to implement all architecturally defined values up to and including the
Maximum implemented Non-streaming SVE vector length.

An implementation is permitted to implement an SVL set that does not overlap with the implemented NSVL set.

When SMCR_ELx.LEN requests an SVL, the PE selects an SVL according to the steps described in the
SMCR_ELx.LEN field descriptions.

When ZCR_ELx.LEN requests an NSVL, the PE selects an NSVL according to the steps described in the
ZCR_ELx.LEN field descriptions.

Where this architecture specification uses the term Effective SVE vector length (VL), it means:
. SVL when the PE is in Streaming SVE mode.
. NSVL otherwise.

When executing at an Exception level where VL is less than the Maximum implemented SVE vector length, bits VL
and higher in the SVE Z registers, bits VL + 8 in the SVE predicate registers and FFR, are inaccessible.

When VL is increased, it is CONSTRAINED UNPREDICTABLE whether the previously inaccessible bits that become
accessible have:

. A value of zero.
. The value they had before executing at the more constrained length.

VL might increase because of an explicit action such as writing to SMCR_ELx.LEN or ZCR_ELx.LEN, or an
implicit action such as taking an exception to an Exception level with a less constrained VL.

When changing VL, the contents in the bits that consistently remain accessible remain the same.

For SVE instructions, if any of the following are true and floating-point instructions are not trapped at ELx, then
VL at ELx is 128 bits.

If SVE instructions are disabled or trapped at ELXx, or not available because that Exception level is in AArch32 state,
then VL is 128 bits.

When taking an exception to a target Exception level, if SVE, SME, and floating-point instructions are disabled,
trapped, or not available at all Exception levels below the target Exception level, for the current Security state, the
SVE register state at the target Exception level is preserved.

When VL is increased, steps must be taken to ensure the newly accessible area does not expose values unrelated to
another body of software in a different trust or security scope. This might be achieved by, for example, ensuring that
the previously inaccessible bits in the SVE Z, P, and FFR registers, and the SME ZA storage and ZTO register, are
reset to zero before they are next used.

System software provides a maximum VL to lower-privileged software, which might further constrain the VL.
However, system software must initialize and context switch values consistent with the maximum VL it provides
and should not make assumptions about any smaller length that lower-privileged software is using. For example, if
a hypervisor exposes a VL of 512 to a VM, that VM might choose to constrain VL to 256. The hypervisor must still
save and restore 512-bit vectors to prevent leakage of values between VMs, because the VM might later raise its
SVL to 512 and must not be able to observe values created by other software in the newly visible upper portion of
the registers.

See also:

. Maximum implemented SVE vector lengths.
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. Streaming SVE mode.

B1.4.3 Treatment of SVE Z registers

Igrwys Unless stated otherwise in an instruction description, SVE instructions treat an SVE scalable vector register as
containing one or more vector elements of equal size.

Icpkig SVE instructions can process vector elements in parallel, unless an instruction description states otherwise.

Rejzim If the order of operations performed by an SVE instruction on vector or predicate elements has observable
significance, elements are processed in increasing element number order.

RyHDBN When an SVE instruction treats an SVE scalable vector register as containing multiple vector elements, the element
size is encoded in the opcode of the instruction. The element size is 8, 16, 32, 64, or 128 bits.

RwkyLB When the Effective SVE vector length (VL) at the current Exception level is greater than 128 bits, any AArch64
instruction that writes to an 128-bit SIMD&FP register, V0-V31, sets bits [VL-1:128] to zero.

B1.4.4 SVE writes of scalar values to registers

IzbLGD Certain SVE instructions generate a scalar result that is written to an AArch64 general-purpose register or to
element[0] of a vector register.

RunvT™ When an SVE instruction generates a scalar result of width N bits, the instruction places the result in bits [N-1:0]
of the destination register.

RocLsh When an SVE instruction generates a scalar result of width N bits, and N is less than the maximum accessible

destination register width RW, the instruction sets bits [RW-1:N] of the destination register to zero.

B1.4.5 Vector predication
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There are the following vector predication concepts:

. Predicate-as-mask, if FEAT SVE or FEAT SME is implemented.

. Predicate-as-counter, if FEAT SME2 or FEAT SVE2pl is implemented.
The assembler syntax for a predicate register is of the form:

. Pg for predicate-as-mask.

. PNg for predicate-as-counter.

Pg and PNg refer to the same SVE predicate register.

The remainder of this section contains:

. Predicate-as-mask.
. Predicate-as-counter.
. SVE predicated instructions.

B1.4.5.1 Predicate-as-mask
Most SVE instructions interpret SVE predicate registers as a predicate-as-mask encoding.

A predicate-as-mask encoding is divided into 1-bit, 2-bit, 4-bit, or 8-bit predicate elements. Each predicate element
corresponds to a vector element in an SVE scalable vector register.

Unless stated otherwise in an instruction description, SVE instructions treat an SVE predicate register as containing
one or more predicate elements of equal size.
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When an SVE instruction treats an SVE predicate register as containing multiple predicate elements, the element
size is encoded in the opcode of the instruction.

If the lowest-numbered bit of a predicate element is 0, the value of the predicate element is FALSE.
If the lowest-numbered bit of a predicate element is 1, the value of the predicate element is TRUE.

For SVE instructions that generate predicate-as-mask encodings, if all the following are true, all bits except the
lowest-numbered bit of each destination predicate element are set to zero:

. The instructions are not used to move and permute predicate elements.
. The instructions are not predicate logical operations.

For SVE instructions that consume predicate-as-mask encodings, if all the following are true, all bits except the
lowest-numbered bit of each source predicate element are ignored on reads:

. The instructions are not used to move and permute predicate elements.

. The instructions are not predicate logical operations.

B1.4.5.2 Predicate-as-counter

SME2 and SVE2.1 multi-vector instructions interpret bits[15:0] of SVE predicate registers as a
predicate-as-counter encoding:

Table B1-3 Predicate-as-counter encoding

Bit[15] Bits[14:(LSZ+1)] Bits[LSZ:0]

Invert Element count Element size Meaning
0bX QHXXXXXXXXXXXXXX 0bl Byte-size elements
0bX BHXXXXXXXXXXXXX 0b10 Halfword-size elements
0bX OHXXXXXXXXXXXX 0b100 Word-size elements
0bX ObXXXXXXXXXXX 0b1000 Doubleword-size elements
0bX ObXXXXXXXXXXX 0b0000 Any-size elements. All FALSE predicate.
a. LSZ = the number of trailing zeroes in the element size field.
b. The 4 most significant bits are reserved.
Element size, bits|L.SZ:0]
For values shown in Table B1-3 other than 0b0000:
. Number of trailing zeroes = logx(element size in bytes).

For example, 2 trailing zeroes = logy(4 bytes). This means word-size elements.

Element count, bits[14:(LSZ+1)]

An unsigned integer value:

. The number of consecutive elements, starting from element 0, that are TRUE or FALSE
according to bit[15].
Invert, bit[15]
0bo [14:(LSZ+1)] is holding the number of TRUE elements. All other elements are FALSE.
0bl [14:(LSZ+1)] is holding the number of FALSE elements. All other elements are TRUE.
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The maximum number of elements that the predicate-as-counter encoding can count is four vectors of byte
elements, where the length of each vector is the largest architecturally defined length, 2048 bits:

Table B1-4
Bit[15] Bits[14:(LSZ+1)] Bits[LSZ:0]  Total number
Invert Element count Element size of bits
1 bit 4 reserved bits. 10 count bits. 1 bit 16 bits

10 count bits can count 1024 elements, which is the number of
byte elements in four 2048-bit long vectors.

The canonical all-FALSE predicate-as-counter encoding has an element count of zero, with the invert bit set to 0
and an element size field set to 0b0000.

The canonical all-TRUE predicate-as-counter encoding has an element count of zero, with the invert bit set to 1 and
a nonzero element size field determined by the generating instruction.

Ifthe Effective SVE vector length (VL) is greater than 128 bits, then an instruction generating a predicate-as-counter
encoding sets bits 16 and higher to zero.

If VL is greater than 128 bits, then an instruction consuming a predicate-as-counter encoding ignores bits 16 and
higher.

An instruction consuming a predicate-as-counter encoding uses the least significant bits of the element count field
required to count the number of bytes in VL times four. The instruction ignores the more significant bits in the
element count field. Table B1-5 gives an example for VL = 512 bits and byte-size elements:

Table B1-5
Bit[15] Bits[14:(LSZ+1)] Bits[LSZ:0]
Invert  Element count Element size
1 bit 4 reserved bits, bits[14:11]. The instruction ignores these. 1 bit

2 bits, bits[10:9]. The instruction ignores these.
8 count bits, bits[8:1]. The instruction uses these.

8 count bits can count 256 elements, which is the number of byte elements in four
512-bit long vectors.

See also:
. PO-P15.

. Configurable SVE vector lengths.

B1.4.5.3 SVE predicated instructions
If an instruction supports predication, it is known as a predicated instruction.

The predicate operand that is used to determine the Active elements of a predicated instruction is known as the
Governing predicate.

An instruction that does not have a Governing predicate operand and implicitly treats all other vector and predicate
elements as Active is known as an unpredicated instruction.

Many predicated instructions can only use PO-P7 as the Governing predicate.
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When a Governing predicate element is TRUE, the corresponding element in other vector or predicate operands is
an Active element.

When a Governing predicate element is FALSE, the corresponding element in other vector or predicate operands is
an Inactive element.

Predicated instructions process Active elements.
Predicated instructions do not process Inactive elements.
Unpredicated instructions process all elements in their vector or predicate operands.

When a predicated instruction writes to a vector destination register or a predicate destination register, one of the
following happens:

. The Inactive elements in the destination register are set to zero.
. The Inactive elements in the destination register retain their previous value.
Zeroing predication is performed when the Inactive elements in the destination register are set to zero.

Merging predication is performed when Inactive elements in the destination register retain their previous value.

B1.4.6 Streaming SVE mode
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A PE with FEAT SME has Streaming SVE mode.

In Streaming SVE mode:

. SME and SME?2 instructions access Streaming SVE register state, which comprises:
—  SVE scalable vector registers, Z0 to Z31.
—  SVE predicate registers, PO to P15.

—  SVE First Fault register, FFR, if FEAT SME FA64 is implemented and enabled at the current
Exception level.

. PSTATE.ZA can be toggled, to enable and disable the Z4 storage and ZT0 register as required.

When the Effective value of PSTATE.SM is changed by any method from 0 to 1, an entry to Streaming SVE mode
is performed, and all implemented bits of Streaming SVE register state are set to zero.

When the Effective value of PSTATE.SM is changed by any method from 1 to 0, an exit from Streaming SVE mode
is performed, and in the newly-entered mode, all implemented bits of the SVE scalable vector registers, SVE
predicate registers, and FFR, are set to zero.

A legal instruction is an instruction that the architecture permits execution of when PSTATE.{SM, ZA} are in the
required state, unless its execution at the current Exception level is prevented by a configurable trap or enable.

An illegal instruction is an instruction whose attempted execution by a PE when PSTATE.SM and PSTATE.ZA are
not in the required state causes an SME illegal instruction exception to be taken, unless its execution at the current
Exception level is prevented by a higher-priority configurable trap or enable.

In Streaming SVE mode:

. Streaming SVE register state is valid, and SME and SME?2 instructions that access it are legal.

. When PSTATE.ZA is 1, SME and SME2 instructions that access ZA storage or the ZTO register are legal.
. SME and SME?2 instructions that do not access ZA storage or the ZTO register are legal.

. Legal instructions that access the SVE scalar vector registers or their correspondingly numbered SIMD&FP
registers access Streaming SVE register state.
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. The following are illegal if FEAT SME FA64 is not implemented or not enabled at the current Exception
level:

—  Some SVE and SVE2 instructions. The individual instruction descriptions in Chapter C8 SVE
Instruction Descriptions describe which are illegal.

— Al those instructions that call the CheckFPAdvSIMDEnabled64() function.
When the PE is not in Streaming SVE mode:
. Streaming SVE register state is not valid, and SME and SME2 instructions that access it are illegal.
. When PSTATE.ZA is 1:

—  SME LDR (array vector), STR (array vector), and ZERO (tiles) instructions that access ZA storage are
legal. All other instructions that access ZA storage are illegal.

—  SME?2 LDR (table), STR (table), and ZERO (table) instructions that access the ZTO register are legal. All
other instructions that access the ZTO0 register are illegal.

In Streaming SVE mode, the following instructions might be significantly delayed if FEAT SME FA64 is not
implemented or not enabled at the current Exception level:

. Instructions which are dependent on results generated from vector or SIMD&FP register sources written to
a general-purpose destination register, a predicate destination register, or the NZCV condition flags.

The Operational information sections of instruction descriptions in Chapter C7 464 Advanced SIMD and
Floating-point Instruction Descriptions and Chapter C8 SVE Instruction Descriptions describe which instructions
are affected.

When the Effective value of PSTATE.SM is changed by any method from 0 to 1 or from 1 to 0, the FPSR is set to
the value 0x0000_0000_0800_009f, setting all the cumulative status bits to 1.

Statements which refer to the value of the SVE vector registers, Z0-Z31, implicitly also refer to the lower bits of
those registers accessed by the SIMD&FP register names V0-V31, Q0-Q31, D0-D31, S0-S31, HO-H31, and
B0-B31.

See also:

. Registers in AArch64 Execution state.
. About PSTATE.ZA.

. Accessing PSTATE fields at ELQ.

. Floating-point behaviors in Streaming SVE mode.

B1.4.7 About PSTATE.ZA
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PSTATE.ZA enables ZA storage and, if FEAT SME2 is implemented, the ZTO register.

When PSTATE.ZA is 0, the contents of ZA storage and the ZT0 register are not valid, and SME and SME2
instructions that access them are illegal.

When PSTATE.ZA is 1, the contents of ZA storage and the ZTO register are valid and are retained by hardware
irrespective of whether the PE is in Streaming SVE mode, and:

. SME LDR (array vector), STR (array vector), and ZERO (tiles) instructions that access ZA storage are legal.
. SME2 LDR (table), STR (table), and ZERO (table) instructions that access the ZTO register are legal.

. When the PE is in Streaming SVE mode, all other SME and SME2 instructions that access ZA storage or the
ZTO0 register are legal.

When PSTATE.ZA is changed by any method from 0 to 1, all implemented bits of ZA storage and the ZTO register
are set to zero.
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When PSTATE.ZA is changed from 1 to 0, there is no architecturally defined effect on ZA storage and the ZT0
register, because the contents of ZA storage and the ZTO register cannot be observed when PSTATE.ZA is 0.

When PSTATE.ZA is changed from 0 to 1, or from 1 to 0, there is no effect on the SVE scalable vector registers,
SVE predicate registers, and FPSR if PSTATE.SM is not changed.

See also:
. Streaming SVE mode.
. ZA storage.

. SME?2 ZT0 register.

B1.4.8 ZA storage

REFwLL A PE with FEAT SME has Z4 storage.
Disvy; There are the following terms for the number of elements in a vector of SVL bits:
SVLp The number of byte elements, SVL + 8.
SVLy The number of halfword elements, SVL = 16.
SVLg The number of word elements, SVL + 32.
SVLp The number of doubleword elements, SVL + 64.
SVLq The number of quadword elements, SVL + 128.
RssxpL ZA storage is architectural register state consisting of a two-dimensional ZA array of [SVLp x SVLg] bytes.
See also:
. About PSTATE.ZA.
. Accessing PSTATE fields at ELQ.
. Streaming SVE mode.
B1.4.9 ZA array vector access
REpwNB The ZA array can be accessed as vectors of SVL bits.
DpppcMm An untyped vector access to the Z4 array is represented by ZA[N], where N is in the range 0 to SVLg-1 inclusive.
DptvzN In SME LDR (array vector) and STR (array vector) instructions, an untyped ZA4 array vector is selected by the sum of
a 32-bit general-purpose vector select register Wy and an immediate vector select offset offs, modulo SVLg.
DyxXHFR The preferred disassembly for an untyped Z4 array vector is ZA[Wv, offs], where offs is an immediate in the range
0-15 inclusive.
Dcripc The ZA array can be accessed as vectors of 8-bit, 16-bit, 32-bit, 64-bit, or 128-bit elements.
DwmvzT An elementwise vector access to the Z4 array is indicated by appending a vector index "[N]" to the Z4 array name

and element size qualifier, where N is in the range 0 to SVLg-1 inclusive, as follows:
. An 8-bit element vector access to the Z4 array is represented by ZA.B[N].
. A 16-bit element vector access to the Z4 array is represented by ZA.H[N].
. A 32-bit element vector access to the Z4 array is represented by ZA.S[N].
. A 64-bit element vector access to the Z4 array is represented by ZA.D[N].

. A 128-bit element vector access to the Z4 array is represented by ZA.Q[N].
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B1.4.10 ZA tile access
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A ZA tile is a square, two-dimensional sub-array of elements within the Z4 array.

Depending on the element size with which it is accessed, the ZA array is treated as containing one or more Z4 tiles,
as described in the following sections.

A ZA tile is indicated by appending the tile number to the Z4 name.

A ZA tile slice is a one-dimensional set of horizontally or vertically contiguous elements within a Z4 tile.
A vector access to a tile reads or writes a Z4 tile slice.

A ZA tile can be accessed as vectors of 8-bit, 16-bit, 32-bit, 64-bit, or 128-bit elements.

A ZA tile can be accessed as horizontal slices of SVL bits.

A ZA tile is accessed as horizontal slices if the V field in the accessing instruction opcode is 0.

An access to horizontal tile slices is indicated by an "H" suffix on the Z4 tile name.

A ZA tile can be accessed as vertical slices of SVL bits.

A ZA tile is accessed as vertical slices if the V field in the accessing instruction opcode is 1.

An access to vertical tile slices is indicated by a suffix on the ZA tile name.

In SME instructions, the tile slice is selected by the sum of a 32-bit general-purpose slice index register Ws and an
immediate slice index offset offs, modulo the number of slices in the named tile.

B1.4.10.1 Accessing an 8-bit element ZA tile

An 8-bit element Z4 tile is indicated by a ".B" qualifier following the tile name.

There is a single tile named ZA0.B which consists of [SVLg X SVLg] 8-bit elements and occupies all of the Z4
storage.

An access to a horizontal or vertical 8-bit element ZA tile slice reads or writes SVLg 8-bit elements.

An access to a horizontal or vertical 8-bit element ZA tile slice is indicated by appending a slice index "[N]" to the
tile name, direction suffix, and qualifier. For example, where N is in the range 0 to SVLg-1 inclusive:

. ZAOH.B[N] indicates a horizontal 8-bit element ZA tile slice selection.
. ZAOV.B[N] indicates a vertical 8-bit element ZA tile slice selection.

Horizontal and vertical ZA0.B slice accesses are illustrated in the following diagram for SVL of 256 bits:
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Figure B1-4 Horizontal and vertical ZA0.B slice for SVL of 256
An access to the horizontal slice ZAOH.B[N] reads or writes the SVLp bytes in Z4 array vector ZA.B[N].

An access to the vertical slice ZAOV.B[N] reads or writes the 8-bit element [N] within each horizontal slice of
ZA0.B.

The preferred disassembly is:
. ZAOH.B[Ws, offs], for a horizontal 8-bit element ZA tile slice selection.

. ZAOV.B[Ws, offs], for a vertical 8-bit element ZA4 tile slice selection.

Where offs is an immediate in the range 0-15 inclusive.

B1.4.10.2 Accessing a 16-bit element ZA tile
A 16-bit element ZA tile is indicated by a ".H" qualifier following the tile name.

There are two tiles named ZA0.H and ZA1.H. Each tile consists of [SVLy x SVLy] 16-bit elements, and occupies
half of the Z4 storage.

An access to a horizontal or vertical 16-bit element ZA tile slice reads or writes SVLy 16-bit elements.
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An access to a horizontal or vertical 16-bit element ZA tile slice is indicated by appending a slice index "[N]" to the
tile name, direction suffix, and qualifier. For example, where #is 0 or 1, and N is in the range 0 to SVLy-1 inclusive:

. ZArH.H[N] indicates a horizontal 16-bit element ZA4 tile slice selection.
. ZAfV.H[N] indicates a vertical 16-bit element ZA4 tile slice selection.

Horizontal and vertical ZAt.H slice accesses, where ¢ is 0 or 1, are illustrated in the following diagram for SVL of
256 bits:

ZAtV.H[15]
ZAt V.H[8]
ZAt V.H[0]

ZAtH.H[0] |

ZAt H.H[15]

Figure B1-5 Horizontal and vertical ZAt.H slice for SVL of 256

An access to the horizontal slice ZAfH.H[N] reads or writes the SVLy 16-bit elements in Z4 array vector ZA.H[¢ +
2 * N].

An access to the vertical slice ZAfV.H[N] reads or writes the 16-bit element [N] within each horizontal slice of
ZAt.H.

The preferred disassembly is as follows:
. ZAH . H[Ws, offs], for a horizontal 16-bit element ZA tile slice selection.

. ZAfVH[Ws, offs], for a vertical 16-bit element Z4 tile slice selection.

Where 7 is 0 or 1, and offs is an immediate in the range 0-7 inclusive.

B1.4.10.3 Accessing a 32-bit element ZA tile
A 32-bit element ZA tile is indicated by a ".S" qualifier following the tile name.

There are four tiles named ZA0.S, ZA1.S, ZA2.S, and ZA3.S. Each tile consists of [SVLg x SVLg] 32-bit elements,
and occupies a quarter of the Z4 storage.

An access to a horizontal or vertical 32-bit element ZA tile slice reads or writes SVLg 32-bit elements.

ARM DDI 0487K.a
1D032224

Copyright © 2013-2024 Arm Limited or its affiliates. All rights reserved. B1-197
Non-Confidential



Djrpss

Iszxzr

RiBizy

RgByss

DroLin

DrwMMm

Drupsp

RzxvyBQ

Dpcxsx

[LGize

The AArch64 Application Level Programmers’ Model
B1.4 The Scalable Vector and Scalable Matrix Extensions (SVE & SME)

An access to a horizontal or vertical 32-bit element ZA tile slice is indicated by appending a slice index "[N]" to the
tile name, direction suffix, and qualifier. For example, where #1is 0, 1, 2, or 3, and N is in the range 0 to SVLg-1
inclusive:

. ZArH.S[N] indicates a horizontal 32-bit element ZA tile slice selection.
. ZArV.S[N] indicates a vertical 32-bit element Z4 tile slice selection.

Horizontal and vertical ZAt.S slice accesses, where ¢is 0, 1, 2, or 3, are illustrated in the following diagram for SVL
of 256 bits:

ZAt V.S[7]
ZAtV.S[0]

ZAt H.S[0]

ZAtH.S[7]

Figure B1-6 Horizontal and vertical ZAt.S slice for SVL of 256

An access to the horizontal slice ZAfH.S[N] reads or writes the SVLg 32-bit elements in Z4 array vector ZA.S[¢ +
4 * N].

An access to the vertical slice ZAfV.S[N] reads or writes the 32-bit element [N] within each horizontal slice of
ZAtS.

The preferred disassembly is:
. ZAMH.S[Ws, offs], for a horizontal 32-bit element ZA tile slice selection.

. ZAtV.S[Ws, offs], for a vertical 32-bit element ZA4 tile slice selection.
Where tis 0, 1, 2, or 3, and offs is 0, 1, 2, or 3.

B1.4.10.4 Accessing a 64-bit element ZA tile
A 64-bit element ZA tile is indicated by a ".D" qualifier following the tile name.

There are eight tiles named ZA0.D, ZA1.D, ZA2.D, ZA3.D, ZA4.D, ZA5.D, ZA6.D, and ZA7.D. Each tile consists
of [SVLp x SVLp] 64-bit elements, and occupies an eighth of the Z4 storage.

An access to a horizontal or vertical 64-bit element ZA tile slice reads or writes SVLp 64-bit elements.

An access to a horizontal or vertical 64-bit element ZA tile slice is indicated by appending a slice index "[N]" to the
tile name, direction suffix, and qualifier. For example, where ¢ is in the range 0-7 inclusive, and N is in the range 0
to SVLp-1 inclusive:

. ZAfH.D[N] indicates a horizontal 64-bit element ZA tile slice selection.
. ZAfV.D[N] indicates a vertical 64-bit element ZA tile slice selection.

Horizontal and vertical ZAt.D slice accesses, where ¢ is in the range 0-7 inclusive, are illustrated in the following
diagram for SVL of 256 bits:
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ZAt V.D[3]
ZAt V.D[0]

ZAt H.D[0]

ZAtH.D[3]

Figure B1-7 Horizontal and vertical ZAt.D slice for SVL of 256

An access to the horizontal slice ZAfH.D[N] reads or writes the SVLp 64-bit elements in Z4 array vector ZA.D[¢ +
8 * N].

An access to the vertical slice ZAfV.D[N] reads or writes the 64-bit element [N] within each horizontal slice of
ZAtD.

The preferred disassembly is:
. ZAtH.D[Ws, offs], for a horizontal 64-bit element ZA tile slice selection.

. ZAfV.D[Ws, offs], for a vertical 64-bit element Z4 tile slice selection.

Where ¢ is in the range 0-7 inclusive, and offs is 0 or 1.

B1.4.10.5 Accessing a 128-bit element ZA tile
A 128-bit element ZA4 tile is indicated by a ".Q" qualifier following the tile name.

There are 16 tiles named ZA0.Q, ZA1.Q, ZA2.Q, ZA3.Q, ZA4.Q, ZA5.Q, ZA6.Q, ZA7.Q, ZA8.Q, ZA9.Q,
ZA10.Q,ZA11.Q,ZA12.Q,ZA13.Q,ZA14.Q, and ZA15.Q. Each tile consists of [SVLq x SVLq] 128-bit elements,
and occupies 1/16 of the ZA4 storage.

An access to a horizontal or vertical 128-bit element ZA tile slice reads or writes SVLq 128-bit elements.

An access to a horizontal or vertical 128-bit element ZA tile slice is indicated by appending a slice index "[N]" to
the tile name, direction suffix, and qualifier. For example, where 7 is in the range 0-15 inclusive, and N is in the range
0 to SVLg-1 inclusive:

. ZArH.Q[N] indicates a horizontal 128-bit element ZA tile slice selection.
. ZArV.Q[N] indicates a vertical 128-bit element ZA tile slice selection.

Horizontal and vertical ZAt.Q slice accesses, where ¢ is in the range 0-15 inclusive, are illustrated in the following
diagram for SVL of 256 bits:
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=
g
>
-
g
N

ZAt H.Q[0]

Figure B1-8 Horizontal and vertical ZAt.Q slice for SVL of 256

Rpyrqs An access to the horizontal slice ZAfH.Q[N] reads or writes the SVLq 128-bit elements in Z4 array vector ZA.Q[¢
+16 * N].

RTRIFZ An access to the vertical slice ZAfV.Q[N] reads or writes the 128-bit element [N] within each horizontal slice of
ZALQ.

DvcLip The preferred disassembly is:

. ZArH.Q[Ws, 0], for a horizontal 128-bit element ZA4 tile slice selection.

. ZAtV.Q[Ws, 0], for a vertical 128-bit element ZA tile slice selection.

Where ¢ is in the range 0-15 inclusive, and the slice index offset is always zero.
B1.4.11 ZA storage layout

B1.4.11.1 ZA array vector and tile slice mappings

IpyTiw Each horizontal tile slice corresponds to one ZA4 array vector.

The horizontal slice mappings for all tile sizes are illustrated by this table:

ZA Array 8-bit element Tile 16-bit element Tile 32-bit element Tile 64-bit element Tile 128-bit element Tile

Vector Horizontal Slice Horizontal Slice Horizontal Slice Horizontal Slice Horizontal Slice
ZA[0] ZAOH.B[0] ZAOH.HJ[0] ZAOH.S[0] ZAOH.D[0] ZAOH.Q[0]

ZA[1] ZAOH.B[1] ZATH.H[0] ZATH.S[0] ZATH.D[0] ZATH.Q[0]

ZA[2] ZAOH.B[2] ZAOH.H[1] ZA2H.S[0] ZA2H.D[0] ZA2H.Q[0]

ZA[3] ZAOH.BJ[3] ZA1H.H[1] ZA3H.S[0] ZA3H.D[0] ZA3H.Q[0]

ZA[4] ZAOH.B[4] ZAOH.H[2] ZAOH.S[1] ZA4H.D[0] ZA4H.Q[0]

ZA[5] ZAOH.BJ[5] ZA1H.H[2] ZATH.S[1] ZAS5H.D[0] ZA5H.Q[O0]

ZA[6] ZAOH.B[6] ZAOH.HJ[3] ZA2H.S[1] ZA6H.D[0] ZA6H.Q[0]

ZA[7] ZAOH.B[7] ZATH.H[3] ZA3H.S[1] ZATH.D[0] ZATH.Q[0]

ZA[8] ZAOH.B[8] ZAOH.H[4] ZAOH.S[2] ZAOH.D[1] ZASH.Q[0]

ZA[9] ZAOH.B[9] ZA1H.H[4] ZA1H.S[2] ZA1H.D[1] ZA9H.Q[0]
ZA[10] ZAOH.B[10] ZAOH.H[5] ZA2H.S[2] ZA2H.D[1] ZA10H.Q[O0]
ZA[11] ZAOH.B[11] ZATH.H[5] ZA3H.S[2] ZA3H.D[1] ZA11H.Q[0]
ZA[12] ZAOH.B[12] ZAOH.HJ[6] ZAOH.S[3] ZA4H.D[1] ZA12H.QJ[0]
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ZA Array 8-bit element Tile 16-bit element Tile 32-bit element Tile 64-bit element Tile 128-bit element Tile
Vector Horizontal Slice Horizontal Slice Horizontal Slice Horizontal Slice Horizontal Slice
ZA[13] ZAOH.BJ[13] ZATH.H[6] ZA1H.S[3] ZASH.D[1] ZA13H.Q[0]
ZA[14] ZAOH.B[14] ZAOH.H[7] ZA2H.S[3] ZA6H.D[1] ZA14H.Q[0]
ZA[15] ZAOH.BJ[15] ZA1H.H[7] ZA3H.S[3] ZATH.D[1] ZA15H.Q[0]
if applicable
ZA[16] to
ZA[SVLp-1]
B1.4.11.2 Tile mappings
Iyvyse The smallest Z4 tile granule is the 128-bit element tile. When the ZA4 storage is viewed as an array of tiles, the larger
64-bit, 32-bit, 16-bit, and 8-bit element tiles overlap multiple 128-bit element tiles as follows:
Tile Overlaps
ZA0.B ZA0.Q, ZA1.Q, ZA2.Q, ZA3.Q, ZA4.Q, ZA5.Q, ZA6.Q, ZA7.Q,
ZA8.Q,7ZA9.Q, ZA10.Q, ZA11.Q, ZA12.Q, ZA13.Q, ZA14.Q, ZA15.Q
ZA0.H ZA0.Q, ZA2.Q, ZA4.Q, ZA6.Q, ZA8.Q, ZA10.Q, ZA12.Q, ZA14.Q
ZA1lH ZA1.Q,ZA3.Q,ZA5.Q, ZA7.Q, ZA9.Q, ZA11.Q, ZA13.Q, ZA15.Q
ZA0.S ZA0.Q,ZA4.Q, ZA8.Q, ZA12.Q
ZA1.S ZA1.Q,ZA5.Q,ZA9.Q, ZA13.Q
ZA2.S ZA2.Q,ZA6.Q,ZA10.Q, ZA14.Q
ZA3.S ZA3.Q,ZA7.Q, ZA11.Q, ZA15.Q
ZA0.D ZA0.Q, ZA8.Q
ZA1.D ZA1.Q,ZA9.Q
ZA2.D ZA2.Q,ZA10.Q
ZA3.D ZA3.Q,ZA11.Q
ZA4.D ZA4.Q,ZA12.Q
ZA5D ZA5.Q,ZA13.Q
ZA6.D ZA6.Q,ZA14.Q
ZA7.D ZA7.Q,ZA15.Q
IwGgzBT The architecture permits concurrent use of different element size tiles.
B1.4.11.3 Horizontal tile slice mappings
IngIxwW The following diagram illustrates the Z4 storage mapping for SVL of 256 bits, for a 32-bit element and 64-bit
element horizontal tile slice.
Each small numbered square represents 8§ bits.
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313029 28272625242322212019181716151413121110 9 8 7 6 5 4 3 2 1 0

ZA2H.S[1]

e e

Figure B1-9 ZA storage mapping for SVL of 256 bits: 32-bit and 64-bit element horizontal tile slice

An SME vector load, store, or move instruction that accesses horizontal tile slices ZA2H.S[1] or ZA4H.D[2] treats
the slices as vectors with the following layout:

31 30 29 28 27 26 25 24 23 22 21 201918 1716 151413121110 9 8 7 6 5 4 3 2 1 O

1313029 28 27 26 252423 22 21 20 19 18/17 16/15 14/13/121110 9 |8 7 6 5 4 3 2

10| zA2H.S[1]

31 30 29 28 27 26 25 24 23 22 21 201918 1716 151413121110 9 8 7 6 5 4 3 2 1 O

3302928 271262520 232 212019 18 171615 10 13 2 1109 8 7 605 43 2 1 0 zawnor

Figure B1-10 ZA2H.S[1] and ZA4H.D[2] vector layout

B1.4.11.4 Vertical tile slice mappings

The following diagram illustrates the Z4 storage mapping for SVL of 256 bits, for a 32-bit element and 64-bit
element vertical tile slice.

Each small numbered square represents 8 bits.
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ZA4V.D[2] ZA2V.S[1]

S H B ZA 31302928272625242322212019181716151413121110 9 8 7 6 5 4 3 2 1 0
o[0o] o[o] o[o] [0]
1[o] 1[o] o[1] [1]
2[0] o[1] o[2] [2]
3[0] 1[1] o0[3] [3]
0[1] o©[2] o0[4] [4]
11] 1[2] o[5] [5]
2[1] o0o[3] o[6] [6]
3[1] 1[3] o[7] [7]
0[2] o0[4] o0[8] [8]
1[2] 1[4] o[9] [9]
2[2] o[5] O[10] [10]
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o[4] o[8] 0[16] [16]
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2[4] o0[9] oO[18] [18]
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3[5] 1[11] o0[23] [23]
o[6] O[12] 0[24] [24]
1[6] 1[12] 0[25] [25]
2[6] 0[13] O0[26] [26]
3[6] 1[13] 0[27] [27]
0[7] o0[14] O0[28] [28]
1[7] 1[14] 0[29] [29]
2[7] 0[15] o0[30] [30]
3[7] 1[15] o0[31] [31]

Figure B1-11 ZA storage mapping for SVL of 256 bits: 32-bit and 64-bit element vertical tile slices

An SME vector load, store, or move instruction which accesses vertical tile slices ZA2V.S[1] or ZA4V.D[2] treats
the slices as vectors with the following layout:

31 30 29 28 27 26 25 24 23 22 21 201918 1716151413 121110 9 8 7 6 5 4 3 2 1 0

31 30 29 28 27 26 25 24 23 22 21 201918 1716151413 121110 9 8 7 6 5 4 3 2 1 0

23 22 21 20 19 18 17 16 23 22 21 20 19 18 17 16/23 22 21 20 19 18 17 16 gwZ.YA"Asp]|

Figure B1-12 ZA2V.S[1] and ZA4V.D[2] vector layout

B1.4.11.5 Mixed horizontal and vertical tile slice mappings

The following diagram illustrates the Z4 storage mapping for SVL of 256 bits, for various element size tiles,
horizontal tile slices, and vertical tile slices.
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Each small square represents 8 bits.
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Figure B1-13 ZA storage mapping for SVL of 256 bits: various vertical and tile slices

It is possible to simultaneously use non-overlapping Z4 array vectors within tiles of differing element sizes. For
example, tiles ZA1.H, ZA0.S, and ZA2.D have no Z4 array vectors in common, as illustrated in the following
diagram for SVL of 256 bits:
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Figure B1-14 Using various non-overlapping ZA array vectors within tiles of different element sizes

It is possible to access overlapping Z4 array vectors within tiles of differing element sizes. For example, tiles
ZA0.H, ZA2.S, and ZA6.D have common ZA array vectors.

SME2 Multi-vector operands

Multi-vector operands allow certain SME2 instructions to access as source and destination operands:

A group of two or four SVE Z vector registers.
A group of two or four ZA tile slices.

A group of two, four, eight, or sixteen Z4 array vectors.

B1.4.12.1 Z multi-vector operands

A multi-vector operand consisting of two or four SVE Z vector registers is called Z multi-vector operand.

A Z multi-vector operand can occupy:

Consecutively numbered Z registers.

Z registers with strided numbering.

A Z multi-vector operand occupying two consecutively numbered Z vectors consists of Zn+0 and Zn+ 1, where n+x
modulo 32 is a register number in the range 0 to 31 inclusive.
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A Z multi-vector operand occupying four consecutively numbered Z vectors consists of Zn+0 to Zn+3, where n+x
modulo 32 is a register number in the range 0 to 31 inclusive.

The preferred disassembly for a Z multi-vector operand of consecutively numbered Z vectors is a dash-separated
register range, for example { Z0.S-Z1.S } or { Z30.B-Z1.B }. Toolchains must also support assembler source code
which uses the alternative comma-separated list notation, for example { Z0.S, Z1.S } or { Z30.B, Z31.B, Z0.B,
Z1.B}, and disassemblers may provide an option to select between the dash-separated range and comma-separated
list notations.

A Z multi-vector operand occupying two Z vectors with strided register numbering consists of a first register in the
range Z0-Z7 or Z16-7Z23, followed by a second register with a number that is 8 higher than the first.

A Z multi-vector operand occupying four Z vectors with strided register numbering consists of a first register in the
range Z0-Z3 or Z16-7Z19, followed by three registers with a number that is each 4 higher than the last.

The preferred disassembly for a Z multi-vector operand of Z vectors with strided register numbering is a
comma-separated register list, for example { Z0.D, Z8.D } or { Z0.H, Z4.H, Z8.H, Z12.H }.
B1.4.12.2 ZA multi-slice operands

A multi-vector operand consisting of two or four Z4 tile slices is called Z4 multi-slice operand.

A ZA4 multi-slice operand can occupy:

. Consecutively numbered horizontal Z4 tile slices.

. Consecutively numbered vertical ZA tile slices.

In instructions operating on Z4 multi-slice operands the lowest-numbered slice is a multiple of 2 for a two-slice Z4
operand, and a multiple of 4 for a four-slice ZA4 operand, selected by the sum of a 32-bit general-purpose register
(slice index register Ws) and an offset (slice index offset offs).

Instructions operating on the following Z4 multi-slice operands are treated as UNDEFINED:

. The four-slice operand in a 64-bit element tile when SVL is 128 bits.

. The two-slice operand in a 128-bit element tile when SVL is 128 bits.

. The four-slice operand in a 128-bit element tile when SVL is 128 bits or 256 bits.

The preferred disassembly for a Z4 multi-slice operand is as follows:

. ZAH.TTWs, offs1:0ffs2], for horizontal ZA two-slice operands, where offs2 = offs1 + 1.
. ZAtH.TTWs, offs1:offs4], for horizontal ZA four-slice operands, where offs4 = offs1 + 3.
. ZAV.TTWs, offs1:offs2], for vertical Z4 two-slice operands, where offs2 = offs1 + 1.

. ZAIV.TIWs, offsl:offs4], for vertical ZA4 four-slice operands, where offs4 = offsl + 3.

B1.4.12.3 ZA multi-vector operands

A multi-vector operand consisting of two, four, eight, or sixteen Z4 array vectors is called Z4 multi-vector operand.
One ZA array vector is called a Z4 single-vector group.

Two consecutively-numbered vectors in the Z4 array are called a Z4 double-vector group.

Four consecutively-numbered vectors in the Z4 array are called a Z4 quad-vector group.

The Z4 multi-vector operand consists of one, two, or four vector groups, where a vector group is one of the
following:

. ZA single-vector group.
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. ZA double-vector group.
. ZA quad-vector group.

The SME2 architecture includes multi-vector instructions that access a Z4 multi-vector operand consisting of the
same number of vector groups as there are vectors in each Z multi-vector operand.

The preferred disassembly for a Z4 multi-vector operand consisting of two or four vector groups, defined in
declarations Dxqzyz, Dywrsn, and Drrngh, includes the symbol VGx2 or VGx4, respectively. The symbol VGx2 or VGx4
can optionally be omitted in assembler source code if it can be inferred from the other operands.

In instructions that access a Z4 multi-vector operand, the lowest-numbered vector is selected by the sum of a 32-bit
general-purpose register (vector select register Wv) and an offset (vector select offset offs), modulo one of the
following values:

. SVLg when the operand consists of one Z4 vector group.

SVLg/2 when the operand consists of two ZA4 vector groups.

. SVLg/4 when the operand consists of four Z4 vector groups.

B1.4.12.3.1 ZA multi-vector operands of single-vector groups

In instructions where the Z4 multi-vector operand consists of two single-vector groups, each vector group is held
in a separate half of the Z4 array: ZA[n+0] and ZA[SVLp/2 + n+0], where n is in the range 0 to (SVLp/2 - 1)
inclusive.

In instructions where the Z4 multi-vector operand consists of four single-vector groups, each vector group is held
in a separate quarter of the Z4 array: ZA[n+0], ZA[SVLp/4 +n+0], ZA[SVLp/2 + n+0], and ZA[SVLp*3/4 + n+0],
where 7 is in the range 0 to (SVLp/4 - 1) inclusive.

The preferred disassembly for a Z4 multi-vector operand of single-vector groups is:
. ZA. TTWv, offs, VGx2], when the operand consists of two single-vector groups.

. ZA. TTWv, offs, VGx4], when the operand consists of four single-vector groups.
Where offs is in the range 0 to 7 inclusive, and T'is one of B, H, S, or D.

The mapping between Z4 multi-vector operands of single-vector groups and 32-bit element Z4 tile slices when SVL
is 256 bits is illustrated in the following diagram:
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Figure B1-15 ZA array vector view and 32-bit element ZA tile slice view for single-vector groups

The mapping between Z4 multi-vector operands of single-vector groups and 64-bit element Z4 tile slices when SVL
is 256 bits is illustrated in the following diagram:
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Figure B1-16 ZA array vector view and 64-bit element ZA tile slice view for single-vector groups

B1.4.12.3.2 ZA multi-vector operands of double-vector groups

In instructions where the Z4 multi-vector operand consists of one double-vector group, the vector group is held in
ZA array vectors: ZA[n+0] to ZA[n+1], where n is a multiple of 2 in the range 0 to (SVLp - 2) inclusive.

In instructions where the Z4 multi-vector operand consists of two double-vector groups, each vector group is held
in a separate half of the Z4 array: ZA[n+0] to ZA[n+1], and ZA[SVLp/2 + n+0] to ZA[SVLp/2 + n+1], where n is
a multiple of 2 in the range 0 to (SVLp/2 - 2) inclusive.

In instructions where the Z4 multi-vector operand consists of four double-vector groups, each vector group is held
in a separate quarter of the Z4 array: ZA[n+0]to ZA[n+1], ZA[SVLg/4 + n+0] to ZA[SVLg/4 + n+1], ZA[SVLg/2
+n+0] to ZA[SVLp/2 + n+1], and ZA[SVLp*3/4 + n+0] to ZA[SVLp*3/4 + n+1], where n is a multiple of 2 in
the range 0 to (SVLp/4 - 2) inclusive.

The preferred disassembly for a Z4 multi-vector operand of double-vector groups is:

. ZA.TTWv, offs1:0ffs2], where: offs 1 is amultiple of 2 in the range 0 to 14 inclusive, when the operand consists
of one double-vector group.

. ZA.TTWv, offsI:offs2, VGx2], where offs1 is a multiple of 2 in the range 0 to 6 inclusive, when the operand
consists of two double-vector groups.
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. ZA.TTWv, offs1:0ffs2, VGx4], where offs! is a multiple of 2 in the range 0 to 6 inclusive, when the operand
consists of four double-vector groups.

Where offs2 = offs] + 1, and T'is one of B, H, S, or D.

I zrTK The mapping between ZA4 multi-vector operands of double-vector groups and 32-bit element ZA4 tile slices when
SVL is 256 bits is illustrated in the following diagram:

Four double-vectors ZA[0:3] Two double-vectors ZA[6:7] One double-vector ZA[28:29]

ZA array vector view 32-bit ZA tile slices view
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Figure B1-17 ZA array vector view and 32-bit element ZA tile slice view for double-vector groups
Liyors The mapping between ZA4 multi-vector operands of double-vector groups and 64-bit element ZA4 tile slices when
SVL is 256 bits is illustrated in the following diagram:
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Figure B1-18 ZA array vector view and 64-bit element ZA tile slice view for double-vector groups

B1.4.12.3.3 ZA multi-vector operands of quad-vector groups

In instructions where the Z4 multi-vector operand consists of one quad-vector group, the vector group is held in Z4
array vectors: ZA[n+0] to ZA[n+3], where n is a multiple of 4 in the range 0 to (SVLp - 4) inclusive.

In instructions where the Z4 multi-vector operand consists of two quad-vector groups, each vector group is held in
a separate half of the Z4 array: ZA[n+0] to ZA[n+3], and ZA[SVLg/2 + n+0] to ZA[SVLp/2 + n+3], where n is a
multiple of 4 in the range 0 to (SVLp/2 - 4) inclusive.

In instructions where the Z4 multi-vector operand consists of four quad-vector groups, each vector group is held in
a separate quarter of the Z4 array: ZA[n+0] to ZA[n+3], ZA[SVLp/4 + n+0] to ZA[SVLp/4 + n+3], ZA[SVLp/2
+n+0] to ZA[SVLp/2 + n+3], and ZA[SVLp*3/4 + n+0] to ZA[SVLp*3/4 + n+3], where n is a multiple of 4 in
the range 0 to (SVLp/4 - 4) inclusive.

The preferred disassembly for a Z4 multi-vector operand of quad-vector groups is:

. ZA.TTWv, offs1:offs4], where: offs1 is a multiple of 4 in the range 0 to 12 inclusive, when the operand consists
of one quad-vector group.

. ZA.TIWv, offs1:offs4, VGx2], where offs1 is 0 or 4, when the operand consists of two quad-vector groups.
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. ZA. TIWv, offs1:offs4, VGx4], where offs1 is 0 or 4, when the operand consists of four quad-vector groups.
Where offs4 = offsl + 3, and T is one of B, H, S, or D.

The mapping between Z4 multi-vector operands of quad-vector groups and 32-bit element Z4 tile slices when SVL
is 256 bits is illustrated in the following diagram:

Four quad-vectors ZA[0:3] Two quad-vectors ZA[4:7] One quad-vector ZA[12:15]

ZA array vector view 32-bit ZA tile slices view
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< N ZA[25] ZA3H.S[1] ZA[7]
g N ZA[O-3] ZA[26] ZA3H.S[2] ZA[11]
3 ZA[27] m ZA3H.S[3] ZA[15]
p ZA[28] S ZA3H.S[4] ZA[19]
< ZA[29] ZA3H.S[5] ZA[23]
S ZA[30] ZA3H.S[6] ZA[27]
ZA[31] | | za3ns[7] za[31]

Figure B1-19 ZA array vector view and 32-bit element ZA tile slice view for quad-vector groups
IkBMLX The mapping between Z4 multi-vector operands of quad-vector groups and 64-bit element ZA tile slices when SVL

is 256 bits is illustrated in the following diagram:
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Four quad-vectors ZA[0:3] Two quad-vectors ZA[4:7] One quad-vector ZA[12:15]

ZA array vector view 64-bit ZA tile slices view
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£ zA[2] 3 ZAOH.D[2] ZA[16]
3 ZA[3] ZAOH.D[3] ZA[24]
- ZA[4] ZA1H.D[0] ZA[1]
» ZA[5) - ZA1H.D[1] ZA[9]
= ZA[6] = ZA1H.D[2] ZA[17]
< ZA[7] ZA1H.D[3] ZA[25]

4 ZA[8] ZA2H.D[0] ZA[2]
o< ZA[9] ~ ZA2H.D[1] ZA[10]
€ ZA[10] S ZA2H.D[2] ZA[18]
3 zA[11] ZA2H.D[3] ZA[26]
< ZA[12] ZA3H.D[0] ZA[3]
~ ZA[13] o ZA3H.D[1] ZA[11]
N ZA[14] S ZA3H.D[2] ZA[19]
ZA[15] ZA3H.D[3] ZA[27]

ZA[16] ZA4H.D[0] ZA[4]

s ZA[17] = ZA4H.D[1] ZA[12]
£ ZA[18] S ZA4H.D[2] ZA[20]
3 ZA[19] ZA4H.D[3] ZA[28]
s ZA[20] ZASH.D[0] ZA[5]
) zA[21] n ZASH.D[1] ZA[13]
S s ZA[22] S ZASH.D[2] ZA[21]
s ZA[23] ZASH.D[3] ZA[29]

S ZA[24] ZAGH.D[0] ZA[6]
< ZAI0-2] ZA[25] © ZAGH.D[1] ZA[14]
£ L ZA[26] S ZAGH.D[2] ZA[22]
3 ZA[27] ZAGH.D[3] ZA[30]
£ ZA[28] ZA7H.D[0] ZA[7]
< ZA[29] ~ ZA7H.D[1] ZA[15]
S ZA[30] 3 ZA7H.D[2] ZA[23]
ZA[31] ZA7H.D[3] ZA[31]

Figure B1-20 ZA array vector view and 64-bit element ZA tile slice view for quad-vector groups

B1.4.13 SME2 ZTO register
Riuzmv A PE with FEAT SME2 has a 512-bit register, ZT0, to store a lookup table.

Rwpisc The ZTO register holds 8-bit, 16-bit, or 32-bit lookup table elements that are stored in the least significant bits of
32-bit table entries. The lowest numbered 32 bits in the register hold table entry 0.

Rjoxrs The ZTO register lookup table can be accessed using fully packed 2-bit or 4-bit indices from a numbered portion of
one source Zn SVE scalable vector register.

IBRRGG When the ZT0 register lookup table is addressed by 2-bit indices, four different table elements (0-3) of a given
element size can be accessed. When the lookup table is addressed by 4-bit indices, 16 different table elements (0-15)
of a given element size can be accessed.

RykvyRrB The indexed 8-bit, 16-bit, or 32-bit table elements are read from the ZTO register and packed into consecutive or
strided elements of an SVE Z vector or Z multi-vector operand.
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See also:
. About PSTATE.ZA.
. Streaming SVE mode.

. Accessing PSTATE fields at ELO.
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B1.5 Software control features and ELO
The following sections describe the ELO view of the software control features:
. Exception handling.
. Wait for Interrupt and Wait for Event.
. The YIELD instruction.
. Application level cache management.
. Instructions relating to Debug.

. About PSTATE.DIT.

B1.5.1 Exception handling

In the Arm architecture, an exception causes a change of program flow. Execution of an exception handler starts, at
an Exception level higher than ELO, from a defined vector that relates to the exception taken.

Exceptions include:

. Interrupts.

. Memory system aborts.

. Exceptions generated by attempting to execute an instruction that is UNDEFINED.
. System calls.

. Secure monitor or Hypervisor traps.

. Debug exceptions.

Most details of exception handling are not visible to application level software, and are described in Chapter D1 The
AArch64 System Level Programmers’ Model.

The SVC instruction causes a Supervisor Call exception. This provides a mechanism for unprivileged software to
make a system call to an operating system.

The BRK instruction generates a Breakpoint Instruction exception. This provides a mechanism for debugging
software using debugger executing on the same PE, see Breakpoint Instruction exceptions.

Note

The BRK instruction is supported only in the A64 instruction set. The equivalent instruction in the T32 and A32
instruction sets is BKPT.

B1.5.2 Wait for Interrupt and Wait for Event

Issuing a WFI instruction indicates that no further execution is required until a WFI wakeup event occurs, see Wait
for Interrupt mechanism. This permits entry to a low-power state.

Issuing a WFE instruction indicates that no further execution is required until a WFE wakeup event occurs, see Wait
for Event. This permits entry to a low-power state.

B1.5.3 The YIELD instruction

The YIELD instruction provides a hint that the task performed by a thread is of low importance so that it could yield,
see YIELD. This mechanism can be used to improve overall performance in a Symmetric Multithreading (SMT) or
Symmetric Multiprocessing (SMP) system.
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Examples of when the YIELD instruction might be used include a thread that is sitting in a spin-lock, or where the
arbitration priority of the snoop bit in an SMP system is modified. The YIELD instruction permits binary
compatibility between SMT and SMP systems.

The YIELD instruction is a NOP hint instruction.

The YIELD instruction has no effect in a single-threaded system, but developers of such systems can use the
instruction to flag its intended use for future migration to a multiprocessor or multithreading system. Operating
systems can use YIELD in places where a yield hint is wanted, knowing that it will be treated as a NOP if there is no
implementation benefit.

B1.5.4 Application level cache management

A small number of cache management instructions can be enabled at ELO from higher levels of privilege using the
SCTLR_EL1 System register. Any access from ELO to an operation with the access right disabled causes the
instruction to behave as UNDEFINED.

About the available operations, see Application level access to functionality related to caches.

B1.5.5 Instructions relating to Debug

Exception handling refers to the BRK instruction, which generates a Breakpoint Instruction exception. In addition, in
both AArch64 state and AArch32 state, the HLT instruction causes the PE to halt execution and enter Debug state.
This provides a mechanism for debugging software using a debugger that is external to the PE, see Chapter H1
About External Debug.

Note

In AArch32 state, previous versions of the architecture defined the DBG instruction, which could provide a hint to the
debug system. This instruction executes as a NOP. Arm deprecates the use of the DBG instruction.

B1.5.6 About PSTATE.DIT

When the value of PSTATE.DIT is 1:
. The instructions affected by DIT are required to have;

—  Timing which is independent of the values of the data supplied in any of its registers, and the values
of the NZCV flags.

—  Responses to asynchronous exceptions which do not vary based on the values supplied in any of their
registers, or the values of the NZCV flags.

. All loads and stores must have their timing insensitive to the value of the data being loaded or stored.
Note
. The Operational information section of an instruction description indicates whether or not that instruction

honors the PSTATE.DIT control. If the Operational information section of an instruction description does
not mention PSTATE.DIT or if the section does not exist, then the instruction is not required to honor the
PSTATE.DIT control.

. The use of value prediction for load data values when PSTATE.DIT is set, is not compatible with the
requirement that the timing is insensitive to the data value being loaded.

. Arm recommends that the FEAT PAuth instructions do not have their timing dependent on the key value
used in the pointer authentication, regardless of the PSTATE.DIT bit.

. When the value of PSTATE.DIT is 0, the architecture makes no statement about the timing properties of any
instructions. However, it is likely that these instructions have timing that is invariant of the data in many
situations.
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. If SVE2 is not implemented, the data independent timing control introduced by FEAT DIT does not affect
the timing properties of SVE instructions.

. For SVE and SVE2 predicated instructions, it is the programmer’s responsibility to use a Governing
predicate that does not reflect the values of the data being operated on.

A corresponding DIT bit is added to PSTATE in AArch64 state, and to CPSR in AArch32 state.

On an exception that is taken from AArch64 state to AArch64 state, PSTATE.DIT is copied to SPSR_ELx.DIT.
On an exception that is taken from AArch32 state to AArch64 state, CPSR.DIT is copied to SPSR_ELx.DIT.
On an exception return from AArch64 state:

. SPSR_ELx.DIT is copied to PSTATE.DIT, when the target Exception level is in AArch64 state.

. SPSR_ELx.DIT is copied to CPSR.DIT, when the target Exception level is in AArch32 state.
PSTATE.DIT can be written and read at all Exception levels.

Note
. PSTATE.DIT is unchanged on entry into Debug state.

. PSTATE.DIT is not guaranteed to have any effect in Debug state.
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Chapter B2
The AArch64 Application Level Memory Model

This chapter gives an application level view of the memory model. It contains the following sections:

About the Arm memory model.

Atomicity in the Arm architecture.

Definition of the Arm memory model.

Completion and endpoint ordering.

SVE memory ordering relaxations.

Streaming SVE mode memory ordering relaxations.
Ordering of instruction fetches.

Restrictions on the effects of speculation from Armv8.5.
Memory barriers.

Limited ordering regions.

Caches and memory hierarchy.

Alignment support.

Endian support.

Memory types and attributes.

Mismatched memory attributes.

Synchronization and semaphores.
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Note

In this chapter, System register names usually link to the description of the register in Chapter D23 AA4rch64 System
Register Descriptions, for example. SCTLR_EL1.
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B2.1 About the Arm memory model

The Arm architecture is a weakly ordered memory architecture that permits the observation and completion of
memory accesses in a different order from the program order. The following sections of this chapter provide the
complete definition of the memory model. This introduction is not intended to contradict the definition found in
those sections.

In general, the basic principles of the memory model are:

. To provide a memory model that has similar weaknesses to those found in the memory models used by
high-level programming languages such as C or Java. For example, by permitting independent memory
accesses to be reordered as seen by other observers.

. To avoid the requirement for multi-copy atomicity in the majority of memory types.

. The provision of instructions and memory barriers to compensate for the lack of multi-copy atomicity in the
cases where it would be needed is required.

. The use of address, data, and control dependencies in the creation of order so as to avoid having excessive
numbers of barriers or other explicit instructions in common situations where some order is required by the
programmer or the compiler.

. If FEAT MTE2 is implemented, the definitions of the memory model which apply to data accesses and data
apply to Allocation Tag accesses and Allocation tags.

This section contains:

. Address space.

. Memory type overview.
. SVE memory model.

. SME memory model.

B2.1.1 Address space

Address calculations are performed using 64-bit registers. However, supervisory software can configure the top
eight address bits for use as a tag, as described in Address tagging. If this is done, address bits[63:56]:

. Are not considered when determining whether the address is valid.
. Are never propagated to the Program Counter.

Supervisory software determines the valid address range. Attempting to access an address that is not valid generates
an MMU fault.

Simple sequential execution of instructions might overflow the valid address range. For more information, see
Virtual address space overflow.

Memory accesses use the Mem[] function. This function makes an access of the required type. If supervisory software
configures the top eight address bits for use as a tag, the top eight address bits are ignored.

The AccessType defines the different access types and attributes.

Note

. Chapter D7 The AArch64 System Level Memory Model and Chapter D8 The AArch64 Virtual Memory System
Architecture include descriptions of memory system features that are transparent to the application, including
memory access, address translation, memory maintenance instructions, and alignment checking and the
associated fault handling. These chapters also include pseudocode descriptions of these operations.

. For information on the pseudocode that relates to memory accesses, see Basic memory access, Unaligned
memory access, and Aligned memory access.
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The AArch64 Application Level Memory Model
B2.1 About the Arm memory model

Memory type overview

The Arm architecture provides the following mutually-exclusive memory types:

Normal This is generally used for bulk memory operations, both read/write and read-only operations.

Device The Arm architecture forbids Speculative reads of any type of Device memory. This means Device

memory types are suitable attributes for read-sensitive Locations.

Locations of the memory map that are assigned to peripherals are usually assigned the Device
memory attribute.

Device memory has additional attributes that have the following effects:

. They prevent aggregation of reads and writes, maintaining the number and size of the
specified memory accesses. See Gathering.

. They preserve the access order and synchronization requirements for accesses to a single
peripheral. See Reordering.

. They indicate whether a write can be acknowledged other than at the end point. See Early
Write Acknowledgement.

For more information on Normal memory and Device memory, see Memory types and attributes.

Note

Earlier versions of the Arm architecture defined a single Device memory type and a Strongly-ordered memory type.
A Note in Device memory describes how these memory types map onto the Armv8 memory types.

SVE memory model

SME

SVE predicated memory operations have a vector element size and a memory element access size. The vector
element size specifies the data that is read from and written to the vector. The memory element access size specifies
the amount of data that is read from and written to the memory.

The vector element size and the memory element access size do not need to have the same value.

For each memory element, there is an associated element address.

SVE also affects behavior in the following areas:

Requirements for single-copy atomicity.

SVE memory ordering relaxations.

Load or Store of Single or Multiple registers.
Endianness in SVE operations.

SVE loads and stores that access Device memory.

memory model

SME load/store memory accesses are subject to the same rules that govern SVE load/store memory accesses.

When the PE is in Streaming SVE mode, there are relaxations for Advanced SIMD&FP instructions in the following

areas:

Streaming SVE mode memory ordering relaxations.

Streaming SVE mode loads and stores that access Device memory.
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B2.2 Atomicity in the Arm architecture

Atomicity is a feature of memory accesses, described as atomic accesses. The Arm architecture description refers to
two types of atomicity, single-copy atomicity and multi-copy atomicity. In the Arm architecture, the atomicity
requirements for memory accesses depend on the memory type, and whether the access is explicit or implicit. For
more information, see:

Requirements for single-copy atomicity.

Properties of single-copy atomic accesses.

Multi-copy atomicity.

Requirements for multi-copy atomicity.

Concurrent modification and execution of instructions.

Possible implementation restrictions on using atomic instructions.

For more information about the memory types, see Memory type overview.

B2.2.1 Requirements for single-copy atomicity

For explicit memory effects generated from an Exception level the following rules apply:

Acread that is generated by a load instruction that loads a single general-purpose register and is aligned to the
size of the read in the instruction is single-copy atomic.

A write that is generated by a store instruction that stores a single general-purpose register and is aligned to
the size of the write in the instruction is single-copy atomic.

Reads that are generated by a Load Pair instruction that loads two general-purpose registers and are aligned
to the size of the load to each register are treated as two single-copy atomic reads, one for each register being
loaded.

Writes that are generated by a Store pair instruction that stores two general-purpose registers and are aligned
to the size of the store of each register are treated as two single-copy atomic writes, one for each register being
stored.

Load-Exclusive Pair instructions of two 32-bit quantities and Store-Exclusive Pair instructions of 32-bit
quantities are single-copy atomic.

When the Store-Exclusive of a Load-Exclusive/Store-Exclusive pair instruction using two 64-bit quantities
succeeds, it causes a single-copy atomic update of the entire memory location being updated.

Note
To atomically load two 64-bit quantities, perform a Load-Exclusive pair/Store-Exclusive pair sequence of

reading and writing the same value for which the Store-Exclusive pair succeeds, and use the read values from
the Load-Exclusive pair.

Where translation table walks generate a read of a translation table entry, this read is single-copy atomic.
For the atomicity of instruction fetches, see Concurrent modification and execution of instructions.

Reads to SIMD and floating-point registers of a single 64-bit or smaller quantity that is aligned to the size of
the quantity being loaded are treated as single-copy atomic reads.

Writes from SIMD and floating-point registers of a single 64-bit or smaller quantity that is aligned to the size
of the quantity being stored are treated as single-copy atomic writes.

Element or Structure Reads to SIMD and floating-point registers of 64-bit or smaller elements, where each
element is aligned to the size of the element being loaded, have each element treated as a single-copy atomic
read.

Element or Structure Writes from SIMD and floating-point registers of 64-bit or smaller elements, where
each element is aligned to the size of the element being stored, have each element treated as a single-copy
atomic store.

Reads to SIMD and floating-point registers of a 128-bit value that is 64-bit aligned in memory are treated as
a pair of single-copy atomic 64-bit reads.

Writes from SIMD and floating-point registers of a 128-bit value that is 64-bit aligned in memory are treated
as a pair of single-copy atomic 64-bit writes.

Atomicity rules for SIMD load and store instructions also apply to SVE load and store instructions.

SVE predicated load and store instructions are performed as a sequence of memory element accesses.
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. If an SVE predicated load or store instruction uses an element address that is aligned to the specified memory
element access size, the related element memory access is performed as a single-copy atomic access.

. SVE unpredicated load and store instructions are performed as a sequence of byte accesses.

. SVE unpredicated load and store instructions do not guarantee that any access larger than a byte will be

performed as a single-copy atomic access.

. When FEAT LS64 is implemented, a single-copy atomic load of a 64-byte value that is 64-byte aligned in
memory is treated as an atomic 64-byte read from the target address.

. When FEAT LS64 is implemented, a single-copy atomic store of a 64-byte value that is 64-byte aligned in
memory is treated as an atomic 64-byte write to the target address.

. For unaligned memory accesses, the single-copy atomicity is described in Alignment of data accesses.

. The reads and writes of the two words or two doublewords accessed by CASP instructions are single-copy
atomic at the size of the two words or doublewords.

All other memory accesses are regarded as streams of accesses to bytes, and no atomicity between accesses to
different bytes is ensured by the architecture.

All accesses to any byte are single-copy atomic.

Note

In AArch64 state, no memory accesses from a DC ZVA have single-copy atomicity of any quantity greater than
individual bytes.

If, according to these rules, an instruction is executed as a sequence of accesses, exceptions, including interrupts,
can be taken during that sequence, regardless of the memory type being accessed. If any of these exceptions are
returned from using their preferred return address, the instruction that generated the sequence of accesses is
re-executed, and so any access performed before the exception was taken is repeated. See also Taking an interrupt
during a multi-access load or store.

Note

The exception behavior for these multiple access instructions means that they are not suitable for use for writes to
memory for the purpose of software synchronization.

B2.2.1.1 Changes to single-copy atomicity in Armv8.4
In addition to the single-copy atomicity requirements listed above:

Instructions that are introduced in FEAT LRCPC are single-copy atomic when all of the following conditions are
true:

. All bytes being accessed are within the same 16-byte quantity aligned to 16 bytes.
. Accesses are to Inner Write-Back, Outer Write-Back Normal cacheable memory.

If FEAT LSE2 is implemented, all loads and stores are single-copy atomic when all of the following conditions are

true:

. Accesses are unaligned to their data size but all bytes being accessed are within a 16-byte quantity that is
aligned to 16 bytes.

. Accesses are to Inner Write-Back, Outer Write-Back Normal cacheable memory.

IfFEAT LSE2 is implemented, LDP, LDNP, and STP instructions that load or store two 64-bit registers are single-copy
atomic when all of the following conditions are true:

. The overall memory access is aligned to 16 bytes.
. Accesses are to Inner Write-Back, Outer Write-Back Normal cacheable memory.

If FEAT LSE2 is implemented, LDP, LDNP, and STP instructions that access fewer than 16 bytes are single-copy
atomic when all of the following conditions are true:

. All bytes being accessed are within a 16-byte quantity aligned to 16 bytes.
. Accesses are to Inner Write-Back, Outer Write-Back Normal cacheable memory.
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B2.2.2 Properties of single-copy atomic accesses

A memory access instruction that is single-copy atomic has the following properties:

L. For a pair of overlapping single-copy atomic store instructions, all of the overlapping writes generated by one
of the stores are Coherence-after the corresponding overlapping writes generated by the other store.

2. For a single-copy atomic load instruction L; that overlaps a single-copy atomic store instruction Sy, if one of
the overlapping reads generated by L; Reads-from one of the overlapping writes generated by S, then none
ofthe overlapping writes generated by S, are Coherence-after the corresponding overlapping reads generated
by L.

For more information, see Definition of the Arm memory model.

B2.2.3 Multi-copy atomicity

In a multiprocessing system, writes to a memory location are multi-copy atomic if the following conditions are both
true:

. All writes to the same location are serialized, meaning they are observed in the same order by all observers,
although some observers might not observe all of the writes.

. A read of a location does not return the value of a write until all observers observe that write.

Note

Writes that are not coherent are not multi-copy atomic.

B2.2.4 Requirements for multi-copy atomicity

For Normal memory, writes are not required to be multi-copy atomic.
For Device memory, writes are not required to be multi-copy atomic.

The Arm memory model is Other-multi-copy atomic. For more information, see External ordering constraints.

B2.2.5 Concurrent modification and execution of instructions

The Arm architecture limits the set of instructions that can be executed by one thread of execution as they are being
modified by another thread of execution without requiring explicit synchronization.

Concurrent modification and execution of instructions can lead to the resulting instruction performing any behavior
that can be achieved by executing any sequence of instructions that can be executed from the same Exception level,
except where each of the instruction before modification and the instruction after modification is one of a B, B. cond,
BL, BRK, CBNZ, CBZ, HVC, ISB, NOP, SMC, SVC, TBNZ, TBZ, or TRCIT instruction.

For the B, B.cond, BL, BRK, CBNZ, CBZ, HVC, ISB, NOP, SMC, SVC, TBNZ, TBZ, and TRCIT instructions, the architecture
guarantees that after modification of the instruction, behavior is consistent with execution of either:

. The instruction originally fetched.
. A fetch of the modified instruction.

For all other instructions, to avoid UNPREDICTABLE or CONSTRAINED UNPREDICTABLE behavior, instruction
modifications must be explicitly synchronized before they are executed. The required synchronization is as follows:

1. No PE must be executing an instruction when another PE is modifying that instruction.

2. To ensure that the modified instructions are observable, a PE that is writing the instructions must issue the
following sequence of instructions and operations:

; Coherency example for data and instruction accesses within the same Inner Shareable domain.
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; enter this code with <Wt> containing a new 32-bit instruction,
; to be held in Cacheable space at a Tocation pointed to by Xn.

STR Wt, [Xn]

DC CVAU, Xn ; Clean data cache by VA to point of unification (PoU)DSB ISH; Ensure
visibility of the data cleaned from cache

IC IVAU, Xn ; Invalidate instruction cache by VA to PoU

DSB ISH

Note
. The DC CVAU operation is not required if the area of memory is either Non-cacheable or Write-Through

Cacheable.

. If the contents of physical memory differ between the mappings, changing the mapping of VAs to PAs
can cause the instructions to be concurrently modified by one PE and executed by another PE. If the
modifications affect instructions other than those listed as being acceptable for modification,
synchronization must be used to avoid UNPREDICTABLE or CONSTRAINED UNPREDICTABLE behavior.

. In a multiprocessor system, the DC CVAU and IC IVAU are broadcast to all PEs within the Inner
Shareable domain of the PE running this sequence.

3. When the modified instructions are observable, each PE that is executing the modified instructions must
execute an ISB or perform a context synchronizing event to ensure execution of the modified instructions:

ISB ; Synchronize fetched instruction stream

For more information about the required synchronization operation, see Synchronization and coherency issues
between data and instruction accesses.

For information about memory accesses caused by instruction fetches, see Ordering relations.

B2.2.6 Possible implementation restrictions on using atomic instructions

In some implementations, and for some memory types, the properties of atomicity can be met only by functionality
outside the PE. Some system implementations might not support atomic instructions for all regions of the memory.
In particular, this can apply to:

. Any type of memory in the system that does not support hardware cache coherency.

. Device, Non-cacheable memory, or memory that is treated as Non-cacheable, in an implementation that does
support hardware cache coherency.

In such implementations, it is defined by the system:
. Whether the atomic instructions are atomic in regard to other agents that access memory.

. If the atomic instructions are atomic in regard to other agents that access memory, which address ranges or
memory types this applies to.

An implementation can choose which memory type is treated as Non-cacheable.
The memory types for which it is architecturally guaranteed that the atomic instructions will be atomic are:

. Inner Shareable, Inner Write-Back, Outer Write-Back Normal memory with Read allocation hints and Write
allocation hints and not transient.

. Outer Shareable, Inner Write-Back, Outer Write-Back Normal memory with Read allocation hints and Write
allocation hints and not transient.

The architecture only requires that Conventional memory that is mapped in this way supports this functionality.

If the atomic instructions are not atomic in regard to other agents that access memory, then performing an atomic
instruction to such a location can have one or more of the following effects:

. The instruction generates a synchronous External abort.
. The instruction generates a System Error interrupt.
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. The instruction generates an IMPLEMENTATION DEFINED MMU fault reported using the Data Abort Fault
status code of ESR_ELx.DFSC = 110101.

For the EL1&0 translation regime, if the atomic instruction is not supported because of the memory type that
is defined in the first stage of translation, or the second stage of translation is not enabled, then this exception
is a first stage abort and is taken to EL1. Otherwise, the exception is a second stage abort and is taken to EL2.

. The instruction is treated as a NOP.

. The instructions are performed, but there is no guarantee that the memory accesses were performed
atomically in regard to other agents that access memory. In this case, the instruction might also generate a
System Error interrupt.
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B2.3 Definition of the Arm memory model

The Arm memory model introduces a number of relations which are as follows:

Intrinsic relations,; For example, Intrinsic data/control/order dependencies and
Translation-intrinsically-before are hardware requirements which stem from the instruction semantics.
After relations; For example, Coherence-after and TLBI-after are relations which happen to be oriented that
way in a specific execution, but could be oriented the other way in a different execution.

Observation relations,; For example, Explicitly-Observed-by and TLBI-Observed-by build on After relations
to describe an execution.

Ordered relations; For example, Ordered-before and TLBI-ordered-before are architectural requirements
which must be respected by hardware in all executions.

This section describes observation and ordering in the Arm memory model. It contains the following subsections:

Basic definitions.

Intrinsic Dependency relations.
Tag-check-intrinsically-before.
Translation-intrinsically-before.
Fetch-intrinsically-before.
Dependency relations.
Ordering relations.

Observation relations.

External ordering constraints.

For more information about endpoint ordering of memory accesses, see Reordering.

In the Arm memory model, the Shareability memory attribute indicates the degree to which hardware must ensure
memory coherency between a set of observers. See Memory types and attributes.

The Arm architecture defines additional memory attributes and associated behaviors, which are defined in the
system level section of this manual. See:

Chapter D7 The AArch64 System Level Memory Model.
Chapter D8 The AArch64 Virtual Memory System Architecture.

See also Mismatched memory attributes.

B2.3.1 Basic definitions

The Arm memory model provides a set of definitions that are used to construct conditions on the permitted
sequences of accesses to memory.

Common Shareability Domain

For the purpose of this section, all processing elements are assumed to belong to the same Inner
Shareable domain. All Memory Read and Write effects access Locations mapped as Normal, Inner
Shareable, Inner Write-Back, Outer Write-Back memory, and exclude the situations described in
Mismatched memory attributes.

Location

A Location is a byte that is associated with an address in the physical address space.

For example, a data location is an 8-bit that is associated with an address in the physical address
space. A Tag Location is a 4-bit MTE Allocation Tag.

Note

It is expected that an operating system behaves as if a location is considered as a byte that is
associated with an address in the virtual address space.
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Effects

The effects of an instruction can be:

. Register effects.

. Memory effects.

. Implicit Translation Table Descriptor (TTD) Memory effects.
. Hardware Update effects.

. Tag Memory effects.

. Barrier effects.
. Context Synchronization effects.
. Conditional Branching, and Intrinsic Branching effects.

. Fault effects, Exception Entry, and Exception Return effects.

. TLBI effects, Completed TLBI effects and Invalidation Scopes.
. TLBUncacheable effects.

. DC CVAU effects.

. IC effects, Completed IC effects.

Program order

An effect E1 of an instruction I; appears in program order before an effect E, of an instruction I if
and only if I} occurs before I, in the order specified by the program. Each effect generated by an
instruction has a unique effect identifier that characterizes it among the effects generated by the
same instruction.

Register effects

The Register effects of an instruction are register reads or register writes of that instruction. Register
effects only pertain to:

. General purpose registers from RO to R30, excluding the zero register.
. SVE registers.

. SIMD/FP registers.

. PSTATE.NZCV.

. Direct reads to System registers that are readable.
. Direct writes to System registers that are writable.
. Direct reads to Special-purpose registers that are readable.
. Direct writes to Special-purpose registers that are writable.

For an instruction that accesses registers, a Register Read effect is generated for each register read
by the instruction and a Register Write effect is generated for each register written by the instruction.
An instruction may generate both Register Read and Write effects.

Memory effects

The Memory effects of an instruction are the Read or Write effects from memory of that instruction.
For an instruction that accesses memory, a Memory Read effect is generated for each Location read
from by the instruction and a Memory Write effect is generated for each Location written to by the
instruction. An instruction can generate both Memory Read and Write effects.

Implicit Translation Table Descriptor (TTD) Memory effects

Implicit Translation Table Descriptor (TTD) Memory effects are a subset of Memory effects to a
TTD location. Implicit TTD Memory effects are Memory Read or Write effects caused by hardware
translation table walks, including the hardware updates for the Access Flag or the Dirty Bit of a
TTD.

Hardware Update effects

Hardware Update effects are Implicit TTD Memory Write effects that correspond to writes
modifying the Access Flag or the Dirty Bit of a TTD. See The Access flag. and Hardware
management of the dirty state.
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Tag Memory effects

Tag Memory effects are a subset of Memory effects. A Tag effect refers to a Memory Read or Write
effect to a tag location. For example:

. LDG and LDGM instructions generate an Explicit Tag Memory Read effect for their read from a
tag location.

. STG, STGM, STGP, DC GZVA, and DC GVA instructions generate an Explicit Tag Memory Write
effect for their write to a tag location.

. A Tag Checked memory access generates an Implicit Tag Memory Read effect for its read of
a tag location, as well as an Explicit Data Memory effect.
Barrier effects

Barrier instructions generate Barrier effects. In this chapter, the resultant effect is named after the
instruction. Therefore, an ISB instruction generates an ISB effect, a DMB instruction generates a
DMB effect, and a DSB instruction generates a DSB effect.

The following conventions are used when referring to DMB and DSB effects:
. A DMB FULL effect is generated by a DMB instruction with neither a LD nor ST qualifier.
. A DMB effect without a qualifier refers to all types of DMB effects.

The same conventions are used for DSB effects.

Context Synchronization effects

A Context Synchronization event generates a Context synchronization effect (CSE effect). For
example, an ISB instruction generates an ISB effect, which is a CSE effect. An Exception Entry
effect is a CSE effect.

IfFEAT ExS is not implemented, or if FEAT ExS is implemented and the SCTLR ELx.EOS field
is set, an Exception Return effect is a CSE effect.

Conditional Branching, and Intrinsic Branching effects

The Conditional Branching effects and Intrinsic Branching effects of an instruction represent the
decision points in choices between two possible changes to the execution flow.

Conditional Branching effects are generated by Conditional branch instructions, when as a
consequence of evaluating a condition a choice potentially affecting the execution flow of other
subsequent instructions is made.

Intrinsic Branching effects due to a translation occur when, as a consequence of reading a TTD, a
choice is made between raising a fault (for example, if the descriptor is invalid) or performing a
physical access. Intrinsic Branching effects represent such decision points.

Intrinsic Branching effects due to tag checking occur when, as a consequence of reading a tag, a
choice is made between raising a fault (that is, due to a failed tag check) or performing a physical
access. Intrinsic Branching effects represent such decision points.

Intrinsic Branching effects due to due to instruction fetch occur when, as a consequence of reading
and decoding an instruction, a choice is made between raising a fault (that is, an Illegal Instruction
Abort) or proceeding to execute the valid instruction. Intrinsic Branching effects represent such
decision points as well.

Note

Conditional Selection instructions do not generate Conditional Branching effects.
Compare-and-Swap instructions do not generate Conditional Branching effects either, but they do
generate Intrinsic Branching effects.

Fault effects, Exception Entry, and Exception Return effects

An instruction can generate a Fault or equivalently an Exception Entry effect, for example as a result
of reading an invalid TTD or fetching an illegal instruction.

An ERET instruction generates an Exception Return effect.
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A Fault effect generated by the MMU is called an MMU fault. A Fault effect generated by a failed
Tag Check is called a TugCheck fault.

TLBI effects, Completed TLBI effects and Invalidation Scopes
TLBI effects are generated by TLBI instructions.
ATLBI effect E; is a Completed TLBI effect if E| appears in program order before a DSB. FULL effect.
A TLBI effect defines an Invalidation scope, which is a set of TTD Memory Read or Write effects.
A TTD Memory Read or Write effect is in the Invalidation Scope of a TLBI effect if its address is
in the Invalidation scope of the TLBI instruction.

TLBUncacheable effects
An MMU Fault effect is TLBUncacheable if it is one of:
. A Translation Fault effect.
. An Access Flag Fault effect.
. An Address Size Fault effect.

Note
A Permission Fault effect is not TLBUncacheable.

DC CVAU effects
DC CVAU effects are generated by DC CVAU instructions.

IC effects, Completed IC effects
IC effects are generated by IC IALLUIS, IC IALLU or IC IVAU instructions. An IC effect E; is a
Completed IC effect if E| appears in program order before a DSB. FULL effect.
Reads-from-register

The Reads-from-register relation couples Register Read and Write effects to the same register such
that each Register Read effect is paired with exactly one Register Write effect in the execution of a
program. A Register Read effect E; Reads-from-register a Register Write effect E; if, and only if,
E; and E; are to the same register, and E, takes its data from E;. By construction E| appears in
program order before E; and there must be no Register Write effect to the same register in program
order between E| and E,.

Reads-from memory

The Reads-from memory relation couples Memory Read and Write effects to the same Location so
that each Memory Read effect is paired with exactly one Memory Write effect in the execution of a
program. A Memory Read effect E; Reads-from-memory a Memory Write effect E; if and only if
E; and E; are to the same location and E; takes its data from E;.

For two effects E; and E; if all of the following apply:
. E; is an Explicit Memory Read effect.

. E, is an Explicit Memory Write effect.

. E; appears in program order before E,.

. E| and E; are to the Same Location.
then it is not the case that E; Reads-from-memory E,.

For two effects E| and E, if all of the following apply:
. E; is an Explicit Memory Read effect.
. E, is an Explicit Memory Write effect.

. E; and E; form a successful Read-Modify-Write pair.
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then it is not the case that E; Reads-from-memory E,.

For two effects E| and E, if all of the following apply:
. E; is an Implicit Tag Memory Read effect.

. E, is an Explicit Memory Write effect.

. E; appears in program order before E,.

. E| and E; are to the Same Location.

then it is not the case that E; Reads-from-memory E,.

Coherence order

There is a per-location Coherence order relation that provides a total order over all Memory Write
effects to that Location, starting with a notional Memory Write effect of the initial value. The
Coherence order of a Location represents the order in which Memory Write effects to the Location
arrive at memory.

Local read successor
A Memory Read effect E; of a Location is the Local read successor of a Memory Write effect E; to
the same Location if E| appears in program order before E; and there is no Memory Write effect E3
to the same Location appearing in program order between E| and E,.

Local write successor
An effect E; is a Local write successor of a Memory Read or Write effect E; if E; is a Memory Write
effect or an MMU Fault, E| and E; are to the same Location, and E; appears in program order before
E»r.

Coherence-before, Coherence-after

A Memory Write effect E| is Coherence-before a Memory Write effect E to the same Location if
E; is sequenced before E; in the Coherence order for the Location.

A Memory Read effect E| is Coherence-before a Memory Write effect E; to the same Location if
E; Reads-from-memory a Memory Write effect E3 and E3 is Coherence-before Eo.

An effect E; is Coherence-after an effect E; if E is Coherence-before E,.

For two effects E; and E; if all of the following apply:
. E; is an Explicit Memory Write effect.
. E; is an Explicit Memory Write effect.
. E; appears in program order before E,.

. E; and E; are to the Same Location.
then it is not the case that E, is Coherence-before E;.

For two effects E| and E, if all of the following apply:
. E; is an Explicit Memory Write effect.

. E, is an Explicit Memory Read effect.

. E; appears in program order before E,.

. E; and E; are to the Same Location.
then it is not the case that E, is Coherence-before E;.

For two effects E; and E; if all of the following apply:

. E; is an Explicit Memory Write effect.
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. E, is an Implicit Tag Memory Read effect.
. E; appears in program order before E,.

. E| and E; are to the Same Location.

then it is not the case that E, is Coherence-before E;.

Low Order Bits
The Low Order Bits of an input address are the bits that map directly to the output address bits,
regardless of the TTD.

Same Low Order Bits

Two effects E| and E; have the Same Low Order Bits if the Low Order Bits of the address of E; and
the low address bits of the address of E, match.

Note

The address associated with an MMU Fault effect is the faulting address as also indicated in
FAR_ELx.

Same Location

An effect E; and an effect E; are to the Same Location if one of the following applies:
. All of the following apply:

—  E;is a Memory effect.

—  Ejis a Memory effect.

—  Ej and E; are to the physical address (PA), or
. All of the following applies:

—  E; is an MMU Translation Fault effect.

—  E; and E; have the Same Low-order Bits, or
. All of the following applies:
—  E; and E; have the Same Low-order Bits.
—  Ej is an MMU Translation Fault effect, or
. All of the following applies:
—  An effect Ej is a Translation-intrinsically-before E;.
—  An effect E4 is a Translation-intrinsically-before E;.

—  The output address of Ej is the same as the output address of E4.

—  E; and E; have the Same Low-order Bits.

Note

An effect E| and an effect E; are to the Same Location, if E| and E; are Memory effects or Fault
effects to the same PA. The PA for a Fault effect that prevents an output address from being
generated, for example a Translation Fault effect, is considered to be the same as the PA of an
Explicit Memory effect if the two effects have the Same Low-order Bits.
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Same Virtual Address

An effect E| and an effect E; are to the Same Virtual Address if and only if all of the following
applies:

. E; is an Implicit TTD Memory Read effect.

. E, is an Implicit TTD Memory Read effect.

. E; and E; are to the Same Location.

. E is Translation-intrinsically-before an effect Es.
. E, is Translation-intrinsically-before an effect E4.
. E;3 and E4 have the Same Low-order Bits.

Same Cache Line
An effect E| and an effect E; are to the Same Cache Line if:
. E; and E; are Memory effects or DC effects or IC effects.
. E and E; are to PAs that are on the Same Cache Line as follows from section Cache
identification.
TLBUncacheable-Write-Predecessor and -Successor

An effect E; is a TLBUncacheable-Write-Predecessor of an effect E; if and only if all of the
following applies:

. E; is an Implicit TTD Memory Read effect.
. E; is an Explicit Memory Write effect.
. E;3is a TLBUncacheable Fault effect.

. E,; is Translation-intrinsically-before Es.
. E; is Coherence-before E;.
. There is no Memory Write effect E4 such that E; is Coherence-before E4 and E4 is

Coherence-before E,.
E; is a TLBUncacheable-Write-Successor of E; if and only if E; is a TLBUncacheable-
Write-Predecessor of E;.
Hardware-Update-Predecessor and -Successor
An effect E| is Hardware-Update-Predecessor of another effect E; if all of the following apply:
. E, is a Hardware Update effect.
. E; is Coherence-Before E,.

. There is no Memory Write effect E3 such that E; is Coherence-Before E3 and Ej is
Coherence-Before E,.

E; is a Hardware-Update-Successor of E if and only if E; is a Hardware-Update-Predecessor of E;.

TLBI-before, TLBI-after
For two effects E; and E,, if and only if all of the following applies:
. E; is a Completed TLBI effect.
. E, is an Implicit TTD Read effect.
. E; is in the Invalidation Scope of E;.
then one and only one of the following applies:
. E; is TLBI-after E; (equivalently E; is TLBI-before E;), or
. E, is TLBI-after E; (equivalently E; is TLBI-before E,).
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Note

The TLBI-after relation enumerates all possible pairs (E1,E;) where E; is a TLBI effect and E; is an
Implicit TTD Read effect such that E; is in the Invalidation Scope of E;, and the TLBI-after relation
is asymmetric.

DC-before, DC-after

For two effects E; and E,, if all of the following applies:

. E;isa DC CVAU effect.

. E, is an Explicit Memory Write effect.

. E; and E; are to the Same Cache Line.

then one of the following applies:

. E; is DC-after E; (equivalently E, is DC-before E;), or
. E, is DC-after E; (equivalently E; is DC-before E,).

Note

The DC-after relation enumerates all possible pairs (Eq, E;) where E is a DC CVAU effect and E;
is an Explicit Memory Write effect such that E; and E; are to the Same Cache Line, and the relation
DC-after is asymmetric.

IC-before, IC-after

For two effects E; and E;, if and only if all of the following applies:
. E; is a completed IC effect.

. E, is an Implicit Instruction Memory Read effect.

. E; and E; are to the Same Cache Line.

then one and only one of the following applies:

. E; is IC-after E; (equivalently E; is IC-before E1), or

. E, is IC-after E; (equivalently E; is IC-before E»).

Note

The IC-after relation enumerates all possible pairs (E;,E,) where E; is a completed IC effect and E;
is an Implicit Instruction Memory Read effect such that E; and E; are to the Same Cache Line, and
the relation IC-after is asymmetric.

Single-copy-atomic class

A single-copy-atomic class gathers all the Explicit Memory effects generated by the same memory
access where that memory access is defined by the architecture to be single-copy atomic.

B2.3.2 Intrinsic Dependency relations

B2.3.2.1 Intrinsic data, control and order dependencies

Intrinsic dependencies are as follows:

Intrinsic data dependencies indicate an effect handing over some data to another effect.
Intrinsic control dependencies indicate an effect being predicated on another effect.

Intrinsic order dependencies indicate an Intrinsic dependency being neither data nor a control.

Generally, instructions provide an Intrinsic data dependency from the Register or Memory effects from which they
take their inputs to the Register or Memory effects from which they produce their outputs.
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In the following, instructions whose Intrinsic dependencies are note-worthy special cases are listed.

B2.3.2.1.1 Conditional Selection instructions

CSEL instruction success case.

If the condition cond is true all of the following apply to the effects generated by CSEL X, X, X5, cond instruction:

Cty: There is an Intrinsic control dependency from the Register Read effect of PSTATE.NZCV to the Register
Read effect of X.

Dt;: There is an Intrinsic data dependency from the Register Read effect of X to the Register Write effect of
Xo.

A CSEL instruction fail case.

If the condition cond is false all of the following apply:

Cf}: There is an Intrinsic control dependency from the Register Read effect of PSTATE.NZCV to the Register
Read effect of X.

Df}: There is an Intrinsic data dependency from the Register Read effect of X, to the Register Write effect of
Xo.

B2.3.2.1.2 Compare-and-Swap instructions

The following apply to the effects generated by CAS X, X1,[X2]:

CAS instruction fail case.

Dj: There is an Intrinsic data dependency from the Register Read effect of X, to the Explicit Memory Read
effect of the Memory Location x addressed by X».

D;y: There is an Intrinsic data dependency from the Explicit Memory Read effect of the Memory Location x
addressed by X to the Intrinsic Branching effect which checks whether the contents of the Memory Location
x are equal to the contents of the Register Xo.

Dj: There is an Intrinsic data dependency from the Register Read effect of X to the Intrinsic Branching effect
which checks whether the contents of the Memory Location x are equal to the contents of the Register Xo.

Dfj: There is an Intrinsic data dependency from the Explicit Memory Read effect of the Memory Location x
addressed by X to the Register Write effect of X.

CAS instruction success case 0.

D;: There is an Intrinsic data dependency from the Register Read effect of X to the Explicit Memory Read
effect of the Memory Location x addressed by X».

D,: There is an Intrinsic data dependency from the Explicit Memory Read effect of the Memory Location x
addressed by X to the Intrinsic Branching effect which checks whether the contents of the Memory Location
x are equal to the contents of the Register X.

Dj: There is an Intrinsic data dependency from the Register Read effect of X to the Intrinsic Branching effect
which checks whether the contents of the Memory Location x are equal to the contents of the Register Xo.

Ds;: There is an Intrinsic data dependency from the Explicit Memory Read effect of the Memory Location x
addressed by X to the Register Write effect of Xo.

Ds;: There is an Intrinsic control dependency from the Intrinsic Branching effect which checks whether the
contents of the Memory Location x are equal to the contents of the Register X to the Register Write effect
of X.
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CAS instruction success case 1.

Di: There is an Intrinsic data dependency from the Register Read effect of X, to the Explicit Memory Read
effect of the Memory Location x addressed by X».

D,: There is an Intrinsic data dependency from the Explicit Memory Read effect of the Memory Location x
addressed by X to the Intrinsic Branching effect which checks whether the contents of the Memory Location
x are equal to the contents of the Register Xo.

D3: There is an Intrinsic data dependency from the Register Read effect of X to the Intrinsic Branching effect
which checks whether the contents of the Memory Location x are equal to the contents of the Register Xo.

Dsj: There is an Intrinsic data dependency from the Register Read effect of X to the Explicit Memory Write
effect of the Memory Location x addressed by X».

Dsj: There is an Intrinsic data dependency from the Register Read effect of X to the Explicit Memory Write
effect of the Memory Location x addressed by X».

Cs;: There is an Intrinsic control dependency from the Intrinsic Branching effect which checks whether the
contents of the Memory Location x are equal to the contents of the Register X to the Explicit Memory Write
effect of the Memory Location x addressed by X».

Ds3,: There is an Intrinsic data dependency from Register Read effect X to the Register Write effect of X.

Cs;: There is an Intrinsic control dependency from the Intrinsic Branching effect which checks whether the
contents of the Memory Location x are equal to the contents of the Register Xy to the Register Write effect
of X.

B2.3.2.1.3 Swap instructions

All of the following apply to the effects generated by the SWP X, X;,[X»] instruction:

Di: There is an Intrinsic data dependency from the Register Read effect of X, to the Explicit Memory Read
effect of the Memory Location x addressed by X».

Djy: There is an Intrinsic data dependency from the Register Read effect of X, to the Explicit Memory Write
effect of the Memory Location x addressed by X».

O1: There is an Intrinsic order dependency from the Explicit Memory Read effect of the Memory Location x
addressed by X to the Explicit Memory Write effect of the Memory Location x addressed by X,.

Ds: There is an Intrinsic data dependency from the Explicit Memory Read effect of the Memory Location x
addressed by X, to the Register Write effect of X;.

Dj4: There is an Intrinsic data dependency from the Register Read effect of X, to the Explicit Memory Write
effect of the Memory Location x addressed by X».

B2.3.2.1.4 MTE Checked instructions

If FEAT MTE?2 is implemented, a Checked LDR X1, [Xo] instruction has the following additional dependencies:

Dj: There is an Intrinsic data dependency from the Implicit Tag Memory Read effect of the Tag Location x
of the Memory Location x addressed by X to the Intrinsic Branching effect which checks whether tags
match.

Cy: There is an Intrinsic control dependency from the Intrinsic Branching effect which checks whether tags
match to the Explicit Memory Read effect of the Memory Location x addressed by X.
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B2.3.3 Tag-check-intrinsically-before

If FEAT MTE?2 is implemented, an effect E; is Tag-check-intrinsically-before an effect E, generated by the same
instruction as E; if all of the following apply:

E; is an Implicit Tag Memory Read effect.

One of the following applies:

—  Ejis an Explicit Memory Write effect and it is not the case that E; is a Tag Memory effect.
—  Ej is an TagCheck Fault effect.

E; is a Branching effect.

There is an Intrinsic data dependency from E; to Es.

There is an Intrinsic control dependency from E3 to E,.

B2.3.4 Translation-intrinsically-before

An effect E is Translation-intrinsically-before an effect E; if all of the following apply:

E; is an Implicit TTD Memory Read effect.

One of the following applies:

—  Eis an Explicit Memory effect.

—  Ep is an MMU Fault effect.

E3 is a Branching effect.

There is an Intrinsic data dependency from E; to E3.

There is an Intrinsic control dependency from E3 to E;.

B2.3.5 Fetch-intrinsically-before

An effect E| is Fetch-intrinsically-before an effect E; if all of the following apply:

E; is an Implicit Instruction Memory Read effect.

Ej3 is a Branching effect.

There is an Intrinsic data dependency from E; to Es.

One of the following applies:

—  There is an Intrinsic control dependency from E3 to E,.

—  There is an Intrinsic control dependency from Ej3 to an effect E4 and there is an Intrinsic data
dependency from E4 to E;.

B2.3.6 Dependency relations

Dependency through registers and memory

There is a Dependency through registers and memory from an effect E; to an effect E; if one of the
following applies:

. All of the following apply:

—  Ejis a Register Write effect.
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—  Itis not the case that E; is generated by a Store Exclusive instruction.
—  Epis aRegister Read effect.

—  Ej Reads-from-register E;.

E; is a Local read successor of E;.

There is an Intrinsic data dependency from E; to E;.

There exists a chain of dependencies through registers and memory from E; to Ej.

There is a Basic dependency from an effect E to an effect E; if all of the following apply:

Data dependency

One of the following applies:

—  Ej is an Explicit Memory Read effect.

—  Ejis aRegister Read effect.

One of the following applies:

—  There is a dependency through registers and memory from E; to E.

— E| and E, are the same effect.

There is a Data dependency from an effect E; to an effect E; if all of the following apply:

Address dependency

There is a Basic dependency from E; to E3.
E; affects the data value written by E,.
There exists a chain of Intrinsic data dependency from Ej3 to E,.

E; is a Memory Write effect.

There is an Address dependency from an effect E; to an effect E; if all of the following apply:

Control dependency

E; is an Explicit Memory effect.

There is a Basic dependency from E; to Es.

Ej; affects the address of the Location accessed by E;.
There is an Intrinsic Data Dependency from Ej3 to Es.

E; is a Memory effect.

There is a Control dependency from an effect E; to an effect E; if all of the following apply:

There is a Basic dependency from E; to E3.
E; is a Conditional Branching effect.

Ej3 appears in program order before E,.
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Note

This includes cases where there is a Basic dependency from E; to the determination of a
synchronous exception on an instruction generating an effect E3, and E3 appears in program order
before E,. This is for any synchronous exception and not just exceptions related to translation. This
is also regardless of the exception actually being detected.

Pick dependency through registers and memory

There is a Pick dependency through registers and memory from an effect E to an effect E, if one of
the following applies:

There is a dependency through registers and memory from E; to E,.
There is an Intrinsic control dependency from E; to E,.

There exists a chain of dependency through registers and memory or Intrinsic control
dependency from E; to E,.

Pick Basic dependency

There is a Pick Basic dependency from an effect E| to an effect E; if one of the following applies:

One of the following applies:

—  Ej is an Explicit Memory Read effect.

—  Ejis a Register Read effect.

One of the following applies:

—  There is a Pick dependency through registers and memory from E; to E,.

—  E; and E; are the same effect.

Pick Data dependency

There is a Pick Data dependency from an effect E; to an effect E; if all of the following apply:

There is a Pick Basic dependency from effect E; to an effect Es.
E; affects the data value written by E,.

There exists a chain of Intrinsic data dependency from Ej; to E,.
E, is a Memory Write effect.

Pick Address dependency

There is a Pick Address dependency from an effect E; to an effect E; if all of the following apply:

There is a Pick Basic dependency from E; to an effect Es.
E; affects the address of the Location accessed by E,.

There exists a chain of Intrinsic data dependency from Ej; to E,.
E; is a Memory effect.

Pick Control dependency

There is a Pick Control dependency from an effect E| to an effect E; if all of the following apply:

There is a Pick Basic dependency from E; to an effect Es.
Ej is a Conditional Branching effect.

E;3 appears in program order before E,.
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There is a Pick dependency from an effect E| to an effect E; if one of the following applies:

B2.3.7 Ordering relations

There is a Pick Basic dependency from E; to E;.
There is a Pick Address dependency from E; to Ej.
There is a Pick Data dependency from E; to E,.

There is a Pick Control dependency from E; to E,.

Explicitly-Hazard-ordered-before

An effect E| is Explicitly-Hazard-ordered-before an effect E; if all of the following apply:

E; is an Explicit Memory Read effect.

E; appears in program order before Ej.

E; and Ej are to the Same Location.

Ej3 is an Explicit Memory Read effect.

Ej3 is Coherence-before E;.

E3 and E; are from different Processing Elements.
Ej3 is an Explicit Memory Write effect.

Note

The Explicitly-Hazard-ordered-before relation does not apply when either E; or E3 or both are
generated by SVE instructions.

TTD-read-ordered-before

An effect E| is TTD-read-ordered-before an effect E; if one of the following applies:

All of the following apply:

— E; is TLBI-before E;.

—  Ejis aTLBI effect.

—  Ej appears in program order before E4.
—  Eg4is aDSB.FULL effect.

—  Eg appears in program order before E,.
—  Itis not the case that E; is an Implicit Memory effect.
All of the following apply:

—  E;is TLBI-before E3.

—  EjisaTLBI effect.

—  Ej appears in program order before E4.
—  E4is aDSB.FULL effect.

—  Ej4 appears in program order before Es.
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Es is an Context Synchronization effect.
Es appears in program order before E,.

E, is an Implicit Memory effect.

. All of the following apply:

TLBI-ordered-before

ETS2 is implemented.

E, is a TLBI-before E;.

Es is a TLBI effect.

E;3 appears in program order before E4.
E4 is a DSB. FULL effect.

E4 appears in program order before E,.

E, is an Implicit TTD Memory effect.

An effect E| is TLBI-ordered-before an effect Ej if all of the following apply:

. E, is TTD-read-ordered-before E,.

. All of the following apply:

. Al

E;3 is Translation-intrinsically-before E;.
E3 is TTD-read-ordered-before E,.

E3 and E; are from different Processing Elements.

1 of the following apply:

E; appears in program order before Ej.
E| and Ej3 are to the Same Virtual Address.
Ej is TTD-read-ordered-before E,.

E3 and E; are from different Processing Elements.

Instruction-read-ordered-before

An effect E| is Instruction-read-ordered-before an effect E; if one of the following applies:

. All of the following apply:

E, is IC-before E;.

Ej is an IC effect.

Ej3 appears in program order before E4.
E,4 is a DSB.FULL effect.

E4 appears in program order before E,.

It is not the case that E; is an Implicit Memory effect.

. DIC is implemented and E; is Coherence-before Ej.
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. E; is an Implicit Instruction Memory Read effect.
. E; appears in program order before E;.

. Ej3 is an Implicit Instruction Memory Read effect.
. Ej3 is an Instruction-read-ordered-before E,.

Hazard-ordered-before

An effect E| is Hazard-ordered-before an effect E, if one of the following applies:

. E; is Explicitly-hazard-ordered-before E,.

. E, is TLBI-ordered-before E,.

. E; is IC-ordered-before E,.

DSB-ordered-before

An effect E| is DSB-ordered-before an effect E; if one of the following applies:

. All of the following apply:

. Al

One of the following applies:

— E; is a Memory effect.

—  E;isaDC VAU effect.

—  EjisanlIC effect.

E; appears in program order before Ej.
E; is a DSB.FULL effect.

E;3 appears in program order before E,.

It is not the case that E; is an Implicit Memory effect.

1 of the following apply:

ETS2 is implemented.

One of the following applies:

—  E; is a Memory effect.

—  E;isaDC VAU effect.

—  EjisanlIC effect.

E; appears in program order before Ej.
E; is a DSB.FULL effect.

Ej3 appears in program order before Ej.

E, is an Implicit TTD Memory effect.

1 of the following apply:

E; is an Explicit Memory Read effect.
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—  Ej is generated by an instruction whose destination register is not WZR or XZR.

—  E; appears in program order before E3.

—  EjisaDSB LD effect.

—  Ej appears in program order before E;.

—  Itis not the case that E; is an Implicit Memory effect.
. All of the following apply:

—  ETS2 is implemented.

—  Ej is an Explicit Memory Read effect.

—  Ej is generated by an instruction whose destination register is not WZR or XZR.

—  E; appears in program order before Es.

—  EjisaDSB LD effect.

—  Ej appears in program order before E.

—  Ejis an Implicit TTD Memory effect.
. All of the following apply:

—  Ej is an Explicit Memory Write effect.

—  E; appears in program order before Es.

—  EjisaDSB ST effect.

—  Ej appears in program order before E.

—  Itis not the case that E; is an Implicit Memory effect.
. All of the following apply:

—  ETS2 is implemented.

—  Ej is an Explicit Memory Write effect.

—  E; appears in program order before Es.

—  EjisaDSB ST effect.

—  Ej3 appears in program order before E,.

—  Ejisan Implicit TTD Memory effect.

CSE-ordered-before
An effect E| is CSE-ordered-before an effect E; if one of the following applies:

. All of the following apply:
—  Ejis an Explicit Memory Read effect.
—  There is a Control dependency from E; to Es.

—  Ej3is a Context Synchronization effect.
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—  Ej appears in program order before E;.

All of the following apply:

—  E; is a DSB-ordered-before Ej.

—  Ej3is a Context Synchronization effect.

—  Ej appears in program order before E.

All of the following apply:

—  Ejisan Implicit TTD Memory Read effect.
—  Ej is an Translation-intrinsically-before Ej.
—  Ejis a Context Synchronization effect.

—  Ej appears in program order before E.

All of the following apply:

—  Ej is an Implicit Instruction Memory Read effect.
— E; is an Fetch-intrinsically-before Ej.

—  Ejis a Context Synchronization effect.

—  Ej appears in program order before E.

Dependency-ordered-before

An effect E| is Dependency-ordered-before an effect E; if one of the following applies:

There is an Address dependency from E; to E;.

There is an Data dependency from E; to Ey.

All of the following apply:

—  There is a Control dependency from E; to E,.
—  Ejis a Memory Write effect.

All of the following apply:

—  There is an Address dependency from E; to E3.
—  Ejis an Explicit effect.

—  Ej appears in program order before E4.

—  E4is a Context Synchronization effect.

—  Eg appears in program order before E.

—  Ejis a Memory Read effect.

All of the following apply:

—  There is an Address dependency from E; to Ej.
—  Ejis an Explicit effect.

—  Ej appears in program order before E.

—  Ejis a Memory Write effect.
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. All of the following apply:
—  There is an Address dependency from E; to Es.
—  Ejis an Explicit effect.
— E, is a Local read successor of Ej.
. All of the following apply:
—  There is an Data dependency from E; to Es.
—  Ejis an Explicit effect.
—  EpisaLocal read successor of E3.

Pick-ordered-before

An effect E| is Pick-ordered-before an effect E; if one of the following applies:
. All of the following apply:
—  Ej is an Explicit effect.
—  There is a Pick dependency from E; to E.
—  Ejis a Memory Write effect.
. All of the following apply:
—  E; is an Explicit effect.
—  There is a Pick Control dependency from E; to E3.
—  Ejis a Context Synchronization effect.
—  Ej appears in program order before E;.
— E; is a Memory effect.
. All of the following apply:
—  E; is an Explicit effect.
—  There is a Pick Address dependency from E; to Es.
—  Ejis an Explicit effect.
—  Ej appears in program order before E4.
—  E4is a Context Synchronization effect.
—  E4 appears in program order before E,.
—  Epis a Memory effect.
. All of the following apply:
—  E; is an Explicit effect.
—  There is a Pick Address dependency from E; to Es.
—  Ej3is an Explicit Memory effect.
—  Ej appears in program order before E.

—  Ejis a Memory Write effect.
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Atomic-ordered-before

E; and E; form a successful Read-Modify-Write pair if and only if E| and E, are generated by the
same atomic instruction or the same successful Load-Exclusive/Store-Exclusive instruction pair to
the Same Location.

An effect E is atomic-ordered-before an effect E; if one of the following applies:

. E; and E; form a successful Read-Modify-Write pair.

All of the following apply:

—  E; and E3 form a successful Read-Modify-Write pair.

—  E, is the Local read successor of E3.

—  One of the following applies:
—  E,is generated by an instruction with Acquire semantics.
—  Ejis generated by an instruction with AcquirePC semantics.

Barrier-ordered-before

An effect E| is Barrier-ordered-before an effect E; if one of the following applies:
. All of the following apply:
—  E; appears in program order before Es.
—  Ej is either a DMB Full effect or a DSB Full effect.
—  Ej appears in program order before E.
. All of the following apply:
—  E;is a Memory Read effect.
—  Ej is generated by an instruction whose destination register is not WZR or XZR.
—  Ej appears in program order before Es.
—  Ejis either a DMB LD effect or a DSB LD effect.
—  Ej appears in program order before E,.
. All of the following apply:
— E; is a Memory Write effect.
—  E; appears in program order before Es.
—  Ejisaeithera DMB ST effect or a DSB ST effect.
—  Ej appears in program order before E,.
—  One of the following applies:
—  Epis a Memory Write effect.
—  Ej is a MMU Fault effect.
. All of the following apply:

—  E; is a Memory Write effect and is generated by an atomic instruction with both
Acquire and Release semantics.

—  Ej appears in program order before E.
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All of the following apply:

—  Ej is generated by an instruction with Release semantics.

—  Ej appears in program order before E.

—  Ej is generated by an instruction with Acquire semantics.

All of the following apply:

—  One of the following applies:
—  Ej is generated by an instruction with Acquire semantics.
—  Ej is generated by an instruction with AcquirePC semantics.

—  Ej appears in program order before E,.

All of the following apply:

—  One of the following applies:
—  Ej is generated by an instruction with Acquire semantics.
—  Ej is generated by an instruction with AcquirePC semantics.

—  There is an Intrinsic order dependency from E; to Ej.

All of the following apply:

—  Ej appears in program order before E.

—  Ej is generated by an instruction with Release semantics.

All of the following apply:

— There is an Intrinsic order dependency from E; to Ej.

—  Ejis generated by an instruction with Release semantics.

Locally-ordered-before

An effect E is Locally-ordered-before an effect E; if one of the following applies:

One of the following apply:
—  E,is aLocal write successor of E;.

—  EjisaLocal write successor of E| and E; belongs to the same single-copy-atomic class
as Ej.

E; is Dependency-ordered-before E,.
E, is Pick-ordered-before Ej.

E; is Atomic-ordered-before E,.

E, is Barrier-ordered-before E;.

There exists a chain of Locally-ordered-before from E; to E,.

Pick-locally-ordered-before

An effect E| is Pick-locally-ordered-before an effect E, if all of the following apply:

There is a Pick Basic dependency from E; to an effect Es.

Ej3 is Locally-ordered-before E,.
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. E; is a Memory Write effect.

Locally-hardware-required-ordered-before

An effect E| is Locally-hardware-required-ordered-before an effect E; if one of the following
applies:

. E; is Tag-check-intrinsically-before E,.
. E; is Translation-intrinsically-before E,.
. E is Fetch-intrinsically-before E;.
. All of the following apply:
—  One of the following applies:
—  Ejis an Explicit Memory effect.
—  Ej is an Implicit Tag Memory Read effect.
—  Ejis Locally-ordered-before E,.
—  One of the following applies:
—  Ej is an Explicit Memory effect.
—  Ejis an Implicit Tag Memory Read effect.
— E; is a Tag Check Fault effect.
—  E, is an MMU Fault effect.
. All of the following apply:
—  One of the following applies:
—  Ej is an Explicit Memory effect.
—  E; is an Implicit Tag Memory Read effect.
— E; is Pick-locally-ordered-before E,.
—  One of the following applies:
—  Epis an Explicit Memory effect.
—  Ejis an Implicit Tag Memory Read effect.
—  Ejis a Tag Check Fault effect.
—  E,is an MMU Fault effect.
. All of the following apply:
—  ETS2 is implemented.
—  Ejis an Explicit Memory effect.
—  E; appears in program order before Es.
—  Ejis a TLBUncacheable Fault effect.
—  E, is Translation-intrinsically-before Ej.

—  Ejisan Implicit TTD Memory Read effect.
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. E; is DSB-ordered-before E,.
. E, is CSE-ordered-before E,.
. All of the following apply:
—  Ej is an Implicit TTD Memory Read effect.
—  E; appears in program order before E.
—  E; and E; are to the Same Location.
— E; is a Memory Write effect.
. All of the following apply:
—  Ejis an Implicit TTD Read effect.
—  Ej and E; form a successful Read-Modify-Write pair.
—  E, is a Hardware Update effect.
. All of the following apply:
—  Ej is an Explicit Memory effect.
—  E; appears in program order before E.
—  E; and E; are to the Same Location.
— E, is a TLBUncacheable Fault effect.
. All of the following apply:
—  Ejis an Explicit Memory Read effect.
—  There is a Control dependency from E; to E,.
—  E, is a Hardware Update effect.
. All of the following apply:
—  Ej is an Explicit Memory Read effect.
—  There is an Address dependency from E; to E,.
—  E, is a Hardware Update effect.
. All of the following apply:
—  Ej is an Explicit Memory Read effect.
—  There is an Address dependency from E; to Ej.
—  Ejis an Explicit effect.
—  Ej appears in program order before E,.
—  E,is a Hardware Update effect.
. All of the following apply:
—  Ejis an Explicit Memory Read effect.
—  There is an Address dependency from E; to Es.

—  Ejis an Explicit effect.
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E;3 appears in program order before E4.
E4 is a Context Synchronization effect.

E4 appears in program order before E,.

1 of the following apply:
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E; is an Implicit Instruction Memory Read effect.

E; appears in program order before E,.

It is not the case that E; is an Implicit Instruction Memory Read effect.

1 of the following apply:

E; is an Explicit Memory Read effect.
E; appears in program order before Ej.
E; is a DMB Full effect.

Ej3 appears in program order before E,.

E; is a DC CVAU effect.

1 of the following apply:

E;isa DC CVAU effect.
E; appears in program order before E;.
E; is a DMB Full effect.
E;3 appears in program order before E,.

E; is an Explicit Memory effect.

1 of the following apply:

E; is a DC CVAU effect.
E; appears in program order before Ej.
E; is a DMB Full effect.
Ej3 appears in program order before E,.

E; is a DC CVAU effect.

1 of the following apply:

E; is an Explicit Memory effect.
E; appears in program order before E,.
E; and E; are to the Same Cache Line.

E; is a DC CVAU effect.

1 of the following apply:

E;isa DC CVAU effect.
E; appears in program order before E,.

E; and E; are to the Same Cache Line.
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—  Ejis an Explicit Memory effect.

All of the following apply:

—  E;isaDC CVAU effect.

—  E appears in program order before E,.
—  E; and E; are to the Same Cache Line.
—  E;isaDC CVAU effect.

There exists a chain of Locally-hardware-required-ordered-before from E; to E;.

Hardware-required-ordered-before

An effect E is in Hardware-required-ordered-before an effect E, if one of the following applies:

.

B2.3.8 Observation relations

E; is Locally-hardware-required-before E,.

E, is Hazard-ordered-before E;.

TLBI-Coherence-before and TLBI-Coherence-after
An effect E| is TLBI-Coherence-before an effect E, if all of the following apply:

E, is a TLBI effect.

E; is a TLBI-before Es.

E; is an Implicit TTD Memory Read effect.
Ej is Coherence-before E;.

E; is a Memory Write effect.

An effect E| is TLBI-Coherence-after an effect E; if and only if E; is TLBI-Coherence-before E;.

IC-Coherence-before and IC-Coherence-after

An effect E is IC-Coherence-before an effect E; if one of the following applies:

All of the following apply:

— It is not the case that DIC is implemented.
—  Itis not the case that IDC is implemented.
— E; is an IC effect.

—  E; is IC-before E;3.

—  Ejis an Implicit Instruction Memory Read effect.
— Ej is Coherence-before Eg4.

—  Esis a Memory Write effect.

—  E4is DC-before E;.

— E, is a DC CVAU effect.

All of the following apply:

—  Itis not the case that DIC is implemented.
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IDC is implemented.

E; is an IC effect.

E, is IC-before Ej.

E3 is an Implicit Instruction Memory Read effect.
E; is Coherence-before E;.

E, is a Memory Write effect.

1 of the following apply:

DIC is implemented.

IDC is implemented.

E; is an Implicit Instruction Memory Read effect.
E; is Coherence-before E;.

E, is a Memory Write effect.

An effect E; is IC-Coherence-after an effect E; if and only if E; is IC-Coherence-before E;.

Explicitly-Observed-by

An effect E| is Explicitly-Observed-by an effect E; if one of the following applies:

. All of the following apply:

. Al

Tag-Observed-by

E; is an Explicit Memory Write effect.
E; Reads-from-memory E;.
E; and E; are from different Processing Elements.

E, is an Explicit Memory Read effect.

1 of the following apply:

E; is an Explicit Memory effect.
E; is Coherence-before E;.
E; and E; are from different Processing Elements.

E, is an Explicit Memory Write effect.

An effect E is Tag-Observed-by an effect E; if one of the following applies:

. All of the following apply:

E; is an Explicit Memory Write effect.
E; Reads-from-memory E;.
E; and E; are from different Processing Elements.

E, is an Implicit Tag Memory Read effect.

. All of the following apply:

E; is an Implicit Tag Memory Read effect.
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—  E; is Coherence-before E,.
—  E; and E; are from different Processing Elements.

—  Ejis an Explicit Memory Write effect.

An effect E| is TTD-Observed-by an effect E; if one of the following applies:

All of the following apply:

—  Ejis an Implicit TTD Memory Write effect.
—  E; Reads-from-memory E;.

All of the following apply:

—  E; Reads-from-memory E;.

—  Ejis an Implicit TTD Memory Read effect.
E; is a TLBUncacheable-Write-Predecessor of E,.
E; is a Hardware-Update-Predecessor of Ej.

All of the following apply:

—  E; is a Hardware Update effect.

— E; is a Coherence-before E,.

All of the following apply:

—  Ej is a Coherence-before E,.

—  E, is a Hardware Update effect.

E, is a TLBI-coherence-before E,.

Instruction-Observed-by

An effect E| is Instruction-Observed-by an eftect E; if one of the following applies:

All of the following apply:

— E; Reads-from-memory E;.
—  Ejis an Implicit Instruction Memory Read effect.
E, is IC-before E;.

All of the following apply:

—  E;isaDC CVAU effect.

—  E; is a DC-before E,.

—  Ejis a Memory Write effect.
All of the following apply:

—  E; is a Memory Write effect.
— E is a DC-before E,.

—  EpisaDC CVAU effect.
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. E; is IC-coherence-before E;.

Observed-by
An effect E| is Observed-by an effect E; if one of the following applies:

. E; is Explicitly-Observed-by either E; or an effect which belongs to the same
single-copy-atomic class as Ej.

. E; is Tag-Observed-by either E; or an effect which belongs to the same single-copy-atomic
class as Ej.

. E; is TTD-Observed-by E,.

. E; is Instruction-Observed-by E,.

B2.3.9 External ordering constraints

An architecturally well-formed execution must satisfy the External visibility requirement.

B2.3.9.1 External visibility requirement

Ordered-before
An effect E| is Ordered-before an effect E; if one of the following cases apply:

. E; is Hardware-required-ordered-before E,.
. E; is Observed-by E,.
. There exists a chain of Ordered-before from E; to E;.

For an effect E; that is Ordered-before an effect E;, the External visibility requirement requires that E; is not
Observed-by E;. This requirement means that an architecturally well-formed execution must not exhibit a cycle in
the Ordered-before relation.

B2.3.9.2 External completion requirement

The External completion requirement is a requirement that is alternative to the External visibility requirement, but
is limited to Explicit Memory effects only. An architecturally well-formed execution must satisfy the External
completion requirement.

The Completes-before order is a total order that corresponds to the order in which Memory effects complete within
the system. Effects E| and E; constitute a single entry in the Completes-before order, if any of the following applies:

. All of the following apply:

—  E; is a Memory Write effect.

—  Ejis a Memory Write effect.

—  E; belongs to the same single-copy-atomic class as E,.
. All of the following apply:

—  E; is a Memory Read effect.

—  Ejis a Memory Read effect.

—  E| belongs to the same single-copy-atomic class as E,.

—  E; Reads-from-memory a Memory Write effect Es.

—  E; and E3 are from different Processing Elements.
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E, Reads-from-memory a Memory Write effect E4.

E» and E4 are from different Processing Elements.

1 of the following apply:

E; is a Memory Read effect.

E; is a Memory Read effect.

E; belongs to the same single-copy-atomic class as E,.

E; Reads-from-memory a Memory Write effect E;.

E; and E3 are from the same Processing Element.

E, Reads-from-memory a Memory Write effect E4.

E; and E4 are from the same Processing Element.

E3 belongs to the same single-copy-atomic class as Eg4.

All other Memory Read effects constitute distinct entries in the Completes-before order.

Single-copy-atomic-ordered-before

Completes-before

A Memory Read effect E; is single-copy-atomic-order-before another Memory Read effect E; if all
the following apply:

E| belongs to the same single-copy-atomic class as E,.
E; Reads-from-memory a Memory Write effect E;.

E; and E3 are from different Processing Elements.

E, Reads-from-memory a Memory Write effect E4.

E; and E4 are from the same Processing Element.

A Memory Read or Write effect E; completes-before a Memory Read or Write effect E; if E;
appears in the Completes-before order before E;.

Deriving Reads-from-memory and Coherence order from the Completes-before order

The Reads-from-memory relation can be derived from the Completes-before order by specifying
which Memory Write effect every Memory Read effect gets its value from. Specifically, for a
Memory Read effect E; one of the following must apply:

If all of the following apply:

—  There is a Memory Write effect E;.
—  E;isaLocal read successor of E,.
—  E; Completes-before E,.

—  There is no Memory Write effect E3 to the Same Location in the Completes-before
order between E; and an Explicit Memory Read effect E4 to the Same Location that
appears in program-order before E;.

then it must be that E; Reads-from-memory E,.
If all of the following apply:

—  There is a Memory Write effect E; (possibly representing the writing of the initial
value to the Location).
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—  E; and E; are to the Same Location.
—  E; Completes-before E;.

—  Itisnot the case that E; Completes-before a Memory Write effect E3 and E; is the local
read successor of Es.

—  There is no Memory Write effect E4 to the Same Location in the Completes-before
order between E; and E.

—  There is no Memory Write effect Es to the Same Location in the Completes-before
order between E; and a Memory Read effect Eg to the Same Location that appears in
program-order before E;.

then it must be that E; Reads-from-memory E,.

The Coherence order can be derived from the Completes-before order by letting the Coherence
order of Memory Write effects to a memory location be the order in which those Memory Write
effects appear in the Completes-before order. The final value of each memory location is therefore
determined by the final Memory Write effect to each Location in the Completes-before order. If no
such Memory Write effect exists for a given Location, the final value is the initial value of that
Location.

External completion requirement

The External completion requirement requires that a Memory effect E; Completes-before a
Memory effect E; if all of the following statements are true:

. E; is Locally-hardware-required-ordered-before Ej.
. E; is a Memory Read effect, E; is a Memory Read effect, and E; is

single-copy-atomic-ordered before E,.

B2.3.9.3 External global completion requirement

The External global completion requirement is a requirement that is alternative to the External visibility
requirement, but is limited to Explicit Memory effects only. An architecturally well-formed execution must satisfy
the External completion requirement.

The Globally-completes-before order is a total order that corresponds to the order in which Memory effects
complete within the system. Effects E| and E; constitute a single entry in the Globally-completes-before order, if
any of the following applies:

. All of the following apply:

—  E; is a Memory Write effect.

—  Ejis a Memory Write effect.

—  E| belongs to the same single-copy-atomic class as E,.
. All of the following apply:

—  E;is a Memory Read effect.

—  Ejis a Memory Read effect.

—  E| belongs to the same single-copy-atomic class as E,.

—  E; Reads-from-memory a Memory Write effect Ej.

—  Ej and E3 are from different Processing Elements.

—  E; Reads-from-memory a Memory Write effect E4.
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E; and E4 are from different Processing Elements.

1 of the following apply:

E; is a Memory Read effect.

E, is a Memory Read effect.

E| belongs to the same single-copy-atomic class as E,.

E; Reads-from-memory a Memory Write effect Es.

E; and E3 are from the same Processing Element.

E, Reads-from-memory a Memory Write effect E4.

E; and E4 are from the same Processing Element.

E;3 belongs to the same single-copy-atomic class as Eg4.

All other Memory Read effects constitute distinct entries in the Globally-completes-before order.

Single-copy-atomic-ordered-before

A Memory Read effect E is single-copy-atomic-order-before another Memory Read effect E; if all
the following apply:

E| belongs to the same single-copy-atomic class as E,.
E; Reads-from-memory a Memory Write effect E;.

E; and E3 are from different Processing Elements.

E; Reads-from-memory a Memory Write effect E4.

E; and E4 are from the same Processing Element.

Globally-completes-before

A Memory Read or Write effect E| Globally-completes-before a Memory Read or Write effect E; if
E; appears in the Globally-completes-before order before E,.

Deriving Reads-from-memory and Coherence order from the Globally-completes-before order

The Reads-from-memory relation can be derived from the Globally-completes-before order by
specifying which Memory Write effect every Memory Read effect gets its value from. Specifically,
for a Memory Read effect E; it must be that if all of the following applies:

There is Memory Write effect E, (possibly representing the writing of the initial value to the
Location).

E, Globally-completes-before E;.
E; and E; are to the Same Location.

There is no Memory Write effect E3 to the Same Location in the Globally-completes-before
order between E; and E;.

There is no Memory Write effect E4 to the Same Location in the Globally-completes-before
order between E; and an Explicit Memory Read effect Es to the Same Location that appears
in program-order before E;.

then it must be that E; Reads-from-memory E,.

The Coherence order can be derived from the Globally-completes-before order by letting the
Coherence order of Memory Write effects to a memory location be the order in which those Memory
Write effects appear in the Globally-completes-before order. The final value of each memory
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location is therefore determined by the final Memory Write effect to each Location in the
Globally-completes-before order. If no such Memory Write effect exists for a given Location, the
final value is the initial value of that Location.

External global completion requirement

The External global completion requirement requires that a Memory effect E;
Globally-completes-before a Memory effect E; if all of the following statements are true:

. E; is Locally-hardware-required-ordered-before E; and one of the following applies:
—  E; is a Memory Write effect.
—  E; is a Memory Read effect, and one of the following applies:

—  E; Reads-from-memory a Memory Write effect E3, and E; and E; are from
different Processing Elements, or.

— E; Reads-from-memory a Memory Write effect E3, E|, and E3 are from the
same Processing Element, and Ej is Locally-hardware-required-ordered-before
Es,.

. E; is a Memory Read effect, E; is a Memory Read effect, and E; is
single-copy-atomic-ordered before Ej.
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B2.4 Completion and endpoint ordering
For all memory, the completion rules are defined as:

. A Memory Read effect R to a Location is complete for a shareability domain when all of the following are
true:

—  Any write to the same Location by an observer within the shareability domain will be Coherence-after
R;.

—  Any translation table walks associated with R; are complete for that shareability domain.

. A Memory Write effect W to a Location is complete for a shareability domain when all of the following are
true:

—  Any write to the same Location by an observer within the shareability domain will be Coherence-after
Wi.

—  Any read to the same Location by an observer within the shareability domain will either Reads-from
W or Reads-from a Memory Write effect that is Coherence-after W.

—  Any translation table walks associated with the write are complete for that shareability domain.

. A translation table walk is complete for a shareability domain when the memory accesses, including the
updates to translation table entries, associated with the translation table walk are complete for that
shareability domain, and the TLB is updated.

. A cache maintenance instruction is complete for a shareability domain when the memory effects of the
instruction are complete for that shareability domain, and any translation table walks that arise from the
instruction are complete for that shareability domain.

. A TLB invalidate instruction is complete when all memory accesses using the TLB entries that have been
invalidated are complete.

The completion of any cache or TLB maintenance instruction includes its completion on all PEs that are affected
by both the instruction and the DSB operation that is required to guarantee visibility of the maintenance instruction.

Additionally, for Device-nGnRnE memory, a read or write of a Location in a Memory-mapped peripheral that
exhibits side effects is complete only when the read or write both:

. Can begin to affect the state of the Memory-mapped peripheral.
. Can trigger all associated side effects, whether they affect other peripheral devices, PEs, or memory.

Interaction between observers in a system is not restricted to communication via shared variables in coherent
memory. For example, an observer could configure an interrupt controller to raise an interrupt on another observer
as a form of message passing. These interactions typically involve an additional agent, which defines the instruction
sequence that is required to establish communication links between different observers. When these forms of
interaction are used in conjunction with shared variables, a DSB instruction can be used to enforce ordering between
them.

Note

This requirement for Device-nGnRnE memory is consistent with the memory access having reached the peripheral
endpoint.

Note

These completion rules mean that, for example, a cache maintenance instruction that operates by VA to the PoC
completes only after memory at the PoC has been updated.
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This section defines a Memory-mapped peripheral and the total order of reads and writes to a peripheral which is
defined as the Peripheral coherence order:

Memory-mapped peripheral

A Memory-mapped peripheral occupies a memory region of IMPLEMENTATION DEFINED size and
can be accessed using load and store instructions. Memory effects to a Memory-mapped peripheral
can have side effects, such as causing the peripheral to perform an action. Values that are read from
addresses within a Memory-mapped peripheral might not correspond to the last data value written
to those addresses. As such, Memory effects to a Memory-mapped peripheral might not appear in
the Reads-from or Coherence order relations.

Peripheral coherence order

The Peripheral coherence order of a Memory-mapped peripheral is a total order on all reads and
writes to that peripheral.

Note

The Peripheral coherence order for a Memory-mapped peripheral signifies the order in which
accesses arrive at the endpoint.

For a Read Memory or write effect RW; and a Read Memory or write effect RW; to the same
peripheral, then RW; will appear in the Peripheral coherence order for the peripheral before RW; if
either of the following cases apply:

. RW, and RW; are accesses using Non-cacheable or Device attributes and RW| is
Ordered-before RW5.

. RW, and RW; are accesses using Device-nGnRE or Device-nGnRnE attributes, with the
same XS attribute value, and RW; appears in program order before RW».

Note

When FEAT XS is implemented, if accesses marked with the Device-nGnRE or Device-nGnRnE
attributes are within the same Memory-mapped peripheral, but the XS attribute is not the same on
those accesses, the order of arrival at the endpoint is not defined by the architecture.

Out-of-band-ordered-before

Note

A Read Memory or write effect RW is Out-of-band-ordered-before a Read Memory or write effect
RW; if either of the following cases apply:

. RW] appears in program order before a DSB instruction that begins an IMPLEMENTATION
DEFINED instruction sequence indirectly leading to the generation of RW».

. RW]| is Ordered-before a Read Memory or write effect RW3 and RW3 is
Out-of-band-ordered-before RW5.

If a Memory effect M is Out-of-band-ordered-before a Read Memory or write effect M, then M
is seen to occur before M, by all observers.

Arm expects that, in most systems with early acknowledgments, those acknowledgments will come from a point at
or after the point that establishes global visibility. This is expected in such systems to enable the acknowledgments
to be used as part of the mechanisms to implement the ordering requirements of the Arm memory model.
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B2.5 SVE memory ordering relaxations
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The Arm memory model is relaxed for reads and writes generated by SVE load and store instructions.

When two reads generated by SVE vector load instructions have an address dependency, the dependency does not
contribute to the dependency-ordered-before relation.

When a pair of reads access the same location, and at least one of the reads is generated by an SVE load instruction,
for a given observer, the hazard-ordered-before relation does not apply to the pair of reads.

When a single SVE vector store instruction generates multiple writes to the same location, the instruction ensures
that these writes appear in the coherence order for that location, in order of increasing vector element number. No
other ordering restrictions apply to memory effects generated by the same SVE store instruction.

If a single SVE load instruction generates multiple reads, the order in which the reads for different elements and
registers appear is not architecturally defined.

If an address dependency exists between two Read Memory and an SVE non-temporal vector load instruction
generated the second read, then in the absence of any other barrier mechanism to achieve order, the memory
accesses can be observed in any order by the other observers within the shareability domain of the memory
addresses being accessed.

For any SVE load or store instruction that generates multiple single-copy atomic accesses to Normal or Device
memory, there is no requirement for the memory system beyond the PE to be able to identify the single-copy atomic

memory element access sizes.
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B2.6 Streaming SVE mode memory ordering relaxations

RuppTV

If a pair of memory reads access the same location, and at least one of the reads is generated by an Advanced
SIMD&FP load instruction, for a given observer, the hazard-ordered-before relation does not apply to the pair of
reads when the PE is in Streaming SVE mode and FEAT SME FA64 is not implemented or not enabled at the
current Exception level.

See also:

. Streaming SVE mode.
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B2.7 Ordering rules for GCS

ToNkNL If FEAT GCS is implemented, see Guarded Control Stack data accesses for relevant ordering rules.
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B2.8 Ordering of instruction fetches

For two memory locations A and B, if A has been written to with an updated value and been made coherent with
the instruction fetches of the shareability domain before B has been written to with an updated value by an observer
in the same shareability domain, then where, for an observer in the shareability domain, an instruction read from B
appears in program order before an instruction fetched from A, if the instruction read from B contains the updated
value of B then the instruction read from A appearing later in program order will contain the updated value of A.

A write has been made coherent with an instruction fetch of a shareability domain when:

CTR_ELO0.{DIC, IDC} == {0, 0}
The location written to has been cleaned to the Point of unification (PoU) from the data cache, and
that clean is complete for the shareability domain. Subsequently the location has been invalidated
to the Point of unification (PoU) from the instruction cache, and that invalidation is complete for
the shareability domain.

CTR_ELO0.{DIC, IDC} == {1, 0}
The location written to has been cleaned to the Point of unification (PoU) from the data cache, and
that clean is complete for the shareability domain.

CTR_ELO0.{DIC, IDC} == {0, 1}

The write is complete for the shareability domain. Subsequently the location has been invalidated
to the Point of unification (PoU) from the instruction cache, and that invalidation is complete for
the shareability domain.

CTR_ELO0.{DIC, IDC} == {1, 1}
The write is complete for the shareability domain.

Note

Microarchitecturally, this means that these situations cannot both be true in an implementation:

. After delays in fetching from memory, the instruction queue can have entries written into it out of order.

. For an implementation:

—  When CTR_ELO0.DIC == 0, if there is an outstanding entry in the instruction queue, then later entries
in the instruction queue are not impacted by the IC IVAU instructions of a different core.

—  When CTR_ELO0.DIC == 1, if there is a write to the location that is held in the queue when there is an
outstanding entry in the instruction queue for an older entry, then the instruction queue does not have
entries invalidated from it.
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B2.9 Restrictions on the effects of speculation

The Arm architecture places certain restrictions on the effects of speculation. These are:

Each load from a location using a particular VA after an exception return that is a Context Synchronization
event will not speculatively read an entry from earlier in the coherence order for the location being loaded
from than the entry generated by the latest store to that location using the same VA before the exception exit.

Each load from a location using a particular VA after an exception entry that is a Context Synchronization
event will not speculatively read an entry from earlier in the coherence order for the location being loaded
from than the entry generated by the latest store to that location using the same VA before the exception entry.

Any load from a location using a particular VA before an exception entry that is a Context Synchronization
event will not speculatively read data from a store to the same location using the same VA after the exception
entry.

Any load from a location using a particular VA before an exception return that is a Context Synchronization
event will not speculatively read data from a store to the same location using the same VA after the exception
exit.

When data is loaded under speculation with a Translation fault, it cannot be used to form an address, generate
condition codes, or generate SVE predicate values to be used by other instructions in the speculative
sequence.

When data is loaded under speculation with a GPC fault, it cannot be used to form an address, generate
condition codes, or generate SVE predicate values to be used by other instructions in the speculative
sequence, and the execution timing of any other instructions in the speculative sequence is not a function of
the data loaded under speculation.

When stage 2 translation is enabled and a stage 1 translation table entry is loaded under speculation with a
GPC fault, the output address or Next-level table address from the entry cannot be used to form an address
to be used by other fetches in the translation table walk.

Granule protection checks apply to speculative instruction fetch and speculative execution. Any instruction
fetched under speculation with a GPC fault:

—  Cannot cause an update to any architectural or micro-architectural state as a result of speculative
execution of the instruction, where the update of the state is dependent on the content of the
instruction.

—  Cannot be stored in a cache that is not affected by DC PAPA operations.

If GPCCR_EL3.GPCP == 0, data from a translation table walk for which the granule protection check for
the address being accessed has not been architecturally resolved can not be used to form an address for a
subsequent read access or for generating syndrome information, until the granule protection check has
passed.

Note

Permitting read accesses to locations for which the granule protection check has not been architecturally
resolved means the GPT does not protect non-idempotent locations from these speculative read operations.

When data is loaded under speculation from a location that does not have a valid translation for the translation
regime being speculated in, the data cannot be used to form an address, generate condition codes, or generate
SVE predicate values to be used by other instructions in the speculative sequence.

When data is loaded as a result of speculative accesses made after TLBI + DSB + ERET using a translation that
was invalidated by the TLBI, the data cannot be used to form an address, generate condition codes, or
generate SVE predicate values to be used by other instructions in the speculative sequence. The execution
timing of any other instructions in the speculative sequence is not a function of the data loaded.

Changes to System registers must not occur speculatively in a way that can affect a speculative memory
access that can cause a change to the microarchitectural state.
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. Changes to Special-purpose registers can occur speculatively.

. Accesses to Device memory are subject to many restrictions on the effects of Speculation. See Device
memory.

. Execute-never controls apply to speculative instruction fetching. See Effects on instruction execution

permissions and restrictions on instruction fetch.

. When writing new instructions to memory, there is no requirement for an SB instruction to prevent speculative
execution of the old code. See Instruction cache maintenance instructions.

. Write speculation that is visible to other observers is prohibited for all memory types.

Note

The prohibition of using data loaded under speculation with faults to form addresses, condition codes or SVE
predicate values does not prohibit the use of value predicted data from such locations for such purposes, so long as
the training of the data value prediction was from the hardware defined context that is using the prediction. A
consequence of this is that training of value prediction cannot be based on data loaded under speculation with a
translation or Permission fault.

B2.9.1 Speculative Store Bypass Safe (SSBS)

When FEAT SSBS is implemented, PSTATE.SSBS is a control that can be set by software to indicate whether
hardware is permitted to use, in a manner that is potentially speculatively exploitable, a speculative value in a
register that has been loaded from memory using a load instruction that speculatively read the location being loaded
from, where the entry that is speculatively read is from earlier in the coherence order than the entry generated by
the latest store to that location using the same virtual address as the load instruction.

A speculative value in a register is used in a potentially speculatively exploitable manner if it is used to form an
address, generate condition codes, or generate SVE predicate values to be used by other instructions in the
speculative sequence or if the execution timing of any other instructions in the speculative sequence is a function of
the data loaded under speculation.

When the value of PSTATE.SSBS is 0, hardware is not permitted to use speculative register values in a potentially
speculatively exploitable manner if the speculative read that loads the register is from earlier in the coherence order
than the entry generated by the latest store to that location using the same virtual address as the load instruction.

When the value of PSTATE.SSBS is 1, hardware is permitted to use speculative register values in a potentially
speculatively exploitable manner if the speculative read that loads the register is from earlier in the coherence order
than the entry generated by the latest store to that location using the same virtual address as the load instruction.

Note

. If speculation is permitted, then cache timing side channels can lead to addresses being derived using reads
of address values that have been speculatively loaded from memory to a register.

. Software written for architectures from Armv8.0 to Armv8.4 will set SPSR_ELx.SSBS to 0. This means that
PSTATE.SSBS will not set, so hardware will not be permitted to use speculative loads with outstanding
memory disambiguation issues for any subsequent speculative memory accesses if there is any possibility of
those subsequent memory accesses creating a cache timing side channel.

B2.9.2 Definition of exploitative control of speculative execution

The execution of some code (codel) can exploitatively control speculative execution of some other code (code2) if
all of the following apply:

. The actions of codel can influence, in a manner that is not hard-to-determine, the prediction of multi-bit
values that determine speculative execution of code2 to cause an irreversible change to the microarchitectural
state of the PE that is indicative of some architectural state accessible to the execution context of code2.
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codel has control in determining the choice of the architectural state that the irreversible change to the
microarchitectural state is indicative of.

The irreversible changes to the microarchitectural state of the PE can be measured by code executing in an
execution context other than that of code2 to allow the retrieval of the architectural state in a manner that is
not hard-to-determine.

B2.9.3 Definition of exploitative predictive leakage

The execution of some code (codel) can predictively leak to some other code (code2) if all of the following apply:

The execution of codel influences, in a manner that is not hard-to-determine, the predictive
microarchitectural structures of the implementation that predict multi-bit values, not binary choices, to
behave in a way that is indicative of some architectural state accessible to the execution context of codel.

The predictive microarchitectural structures of the implementation impact the timing of the speculative
execution of code2 in a way that enables code?2 to recover the architectural state in a manner that is not
hard-to-determine.

Codel and code?2 are not collaborating to communicate using the mechanisms in the previous two bullets.

Note

Mechanisms to prevent the influence and the state recovery being “not hard-to-determine” are left open to
implementations. Examples could include the complete separation of prediction resources, or the isolation of the
predictions using a cryptographic or pseudo-random mechanism to separate each context.

B2.9.4 Restrictions on the effects of speculation from Armv8.5

Note

If SCR_EL3.EEL2 is changed, in order to remove all VMID tagging from Secure EL1 and Secure ELO entries, each
prediction resource should be invalidated by software for:

Secure ELO for all ASID and VMID values.
Secure EL1 for all VMID values.

Further restrictions on speculation are introduced by some additional architectural features as described here.

FEAT CSV3 introduces these restrictions:

Data loaded under speculation with a Permission or Domain fault cannot be used to form an address, generate
condition codes, or generate SVE predicate values to be used by other instructions in the speculative
sequence.

Any read under speculation from a register that is not architecturally accessible from the current Exception
level cannot be used to form an address, to generate condition codes, or to generate SVE predicate values to
be used by other instructions in the speculative sequence.

Note

As the effects of speculation are not architecturally visible, this restriction requires that the effect of any
speculation cannot give rise to side channels that will leak the values of memory locations, System registers,
or Special-purpose registers to a level of privilege that would otherwise not be able to determine those values.

The value of Allocation tags loaded under speculation as the result of a Tag checked access with a
NoTagAccess fault or to Untagged memory cannot influence the execution of the instruction causing the Tag
checked access or other instructions in the speculative sequence.

Changes to System registers must not occur speculatively in a way that can affect a speculative memory
access that can cause a change to the microarchitectural state.
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Note

Changes to Special-purpose registers can occur speculatively.

FEAT CSV2, FEAT CSV2 Ipl, FEAT CSV2 1p2, FEAT CSV2 2 and FEAT CSV2 3 introduce a range of
additional restrictions.

If FEAT_CSV2 is implemented:

. Code running in one hardware-defined context (context1) cannot either exploitatively control, or predictively
leak to, the speculative execution of code in a different hardware-defined context (context2), as a result of
the behavior of any of the following resources:

—  Branch target prediction based on the branch targets used in contextl.

—  This applies to both direct and indirect branches, including return instructions, but excludes the
prediction of the direction of a conditional branch.

—  Data Value predictions based on data value from execution in context1.

Note
PSTATE. {N,Z,C,V} values from contextl are not considered a data value for this purpose.

—  Virtual address-based cache prefetch predictions generated as a result of execution in contextl, based
on, or causing dereference of, data values from memory.

—  Any other prediction mechanisms, other than Branch, Data Value, or Cache Prefetch predictions.

In this definition, the hardware-defined context is determined by:

—  The Exception level.

—  The Security state.

—  When executing at EL1, if EL2 is implemented and enabled in the current Security state, the VMID.

—  When executing at EL0, whether the EL1&0 or the EL2&0 translation regime is in use.

—  When executing at ELO and using the EL1&0 translation regime, the address space identifier (ASID)

and, if EL2 is implemented and enabled in the current Security state, the VMID.

—  When executing at ELO and using the EL2&0 translation regime, the ASID.

If FEAT CSV2 2 is implemented, then SCXTNUM_ ELXx is also part of the hardware-defined context.
If either FEAT CSV2 1pl or FEAT CSV2 3 is implemented, code running in one hardware-defined context
(contextl) cannot either exploitatively control, or predictively leak to, the speculative execution of code in a

different hardware-defined context (context2) as a result of the behavior of branch target prediction based on the
branch history used in contextl.

If FEAT CSV2 1pl is implemented, branch or data values trained from one instruction address cannot
exploitatively control, or predictively leak to, the speculative execution of code from a different address.

If FEAT CSV2 1p2 is implemented, the SCXTNUM _ELx register is implemented, but is not part of the
hardware-defined context.
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B2.10 Memory barriers

Memory barrier is the general term applied to an instruction, or sequence of instructions, that forces synchronization
events by a PE with respect to retiring load/store instructions. The memory barriers defined by the Arm architecture
provide a range of functionality, including:

. Ordering of load/store instructions.
. Completion of load/store instructions.
. Context synchronization.

The following subsections describe the Arm memory barrier instructions:
. Instruction Synchronization Barrier (ISB).

. Data Memory Barrier (DMB).

. Speculation Barrier (SB).

. Consumption of Speculative Data Barrier (CSDB).

. Speculative Store Bypass Barrier (SSBB).

. Profiling Synchronization Barrier (PSB).

. Physical Speculative Store Bypass Barrier (PSSBB).

. Trace Synchronization Barrier (TSB).

. Data Synchronization Barrier (DSB).

. Shareability and access limitations on the data barrier operations.
. Load-Acquire, Load-AcquirePC, and Store-Release.

. LoadLOAcquire, StoreLORelease.

. Guarded Control Stack Barrier (GCSB).

Note

Depending on the required synchronization, a program might use memory barriers on their own, or it might use them
in conjunction with cache maintenance and memory management instructions that in general are available only
when software execution is at EL1 or higher.

DMB and DSB instructions affect reads and writes to the memory system generated by load/store instructions and data
or unified cache maintenance instructions being executed by the PE.

B2.10.1 Instruction Synchronization Barrier (ISB)

An ISB instruction ensures that all instructions that come after the ISB instruction in program order are fetched from
the cache or memory after the ISB instruction has completed. Using an ISB ensures that the effects of
context-changing operations executed before the ISB are visible to the instructions fetched after the ISB instruction.
Examples of context-changing operations that require the insertion of an ISB instruction to ensure the effects of the
operation are visible to instructions fetched after the ISB instruction are:

. Completed cache and TLB maintenance instructions.
. Changes to System registers.

Any context-changing operations appearing in program order after the ISB instruction take effect only after the ISB
has been executed.

The pseudocode function for the operation of an ISB is InstructionSynchronizationBarrier().

See also Memory barriers.

B2.10.2 Data Memory Barrier (DMB)

The DMB instruction is a memory barrier instruction that ensures the relative order of memory accesses before the
barrier with memory accesses after the barrier. The DMB instruction does not ensure the completion of any of the
memory accesses for which it ensures relative order.

The full definition of the DMB instruction is covered formally in the Definition of the Arm memory model and this
introduction to the DMB instruction is not intended to contradict that section.
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The basic principle of a DMB instruction is to introduce order between memory accesses that are specified to be
affected by the DMB options supplied as arguments to the DMB instruction. The DMB instruction ensures that all
affected memory accesses by the PE executing the DMB instruction that appear in program order before the DMB
instruction and those which originate from a different PE, to the extent required by the DMB options, which have
been observed by the PE before the DMB instruction is executed, are observed by each PE, to the extent required by
the DMB options, before any affected memory accesses that appear in program order after the DMB instruction are
observed by that PE.

The use of a DMB instruction creates order between the Memory effects of instructions as described in the definition
of Barrier-ordered-before.

The DMB instruction affects only memory accesses and the operation of data cache and unified cache maintenance
instructions, see 464 Cache maintenance instructions. It has no effect on the ordering of any other instructions
executing on the PE.

The pseudocode function for the operation of a DMB instruction is DataMemoryBarrier().

B2.10.3 Speculation Barrier (SB)

An SB instruction is a memory barrier that prevents speculative execution of instructions until after the barrier has
completed when those instructions could be observed through side-channels.

Until the barrier completes, the speculative execution of any instruction appearing later in the program order than
the barrier cannot be performed to the extent that such speculation can be observed through side-channels as a result
of control flow speculation or data value speculation. An example is speculative allocation into any caching
structure where the allocation of that entry could indicate any data value present in memory or in the registers.

. Cannot be performed to the extent that such speculation can be observed through side-channels as a result of
control flow speculation or data value speculation.

. Can be performed when predicting that a instruction that could generate an exception does not generate an
exception.

The speculative execution of an SB instruction cannot be as a result of any of the following:

. Control flow speculation.

. Data value speculation.

. Can be as a result of predicting that an instruction that could generate an exception does not generate an
exception.

An SB instruction can complete when all of the following apply:
. It is known that it is not speculative, or it is speculative only as a result of either:
—  Speculating that an instruction that could generate an exception does not generate an exception.
—  Speculating past the point in the Execution stream where a precise asynchronous exception is taken.

. All the data values generated by instructions appearing in program order before the SB instruction are
architecturally resolved, and so are not speculative.

Note

The SB instruction has no effect on the use of prediction resources to predict the instruction stream that is being
fetched, so long as the prediction of the instruction stream is not informed by data taken from the register outputs
of the speculative execution of instructions appearing in program order after the SB instruction.

B2.10.4 Consumption of Speculative Data Barrier (CSDB)

The CSDB instruction is a memory barrier instruction that controls speculative execution arising from data value
prediction.
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Any instruction, other than a branch instruction, that appears in program order after the CSDB cannot be
speculatively executed using the results of any of the following predictions if those predictions come from
instructions that appear in program order before the CSDB and have not been architecturally resolved:

. Data value predictions of any instructions.

. PSTATE.{N,Z,C,V} predictions of any instructions other than conditional branch instructions appearing in
program order before the CSDB that have not been architecturally resolved.

. Predictions of SVE predication state for any SVE instructions.

Note

For purposes of the definition of CSDB, PSTATE. {N,Z,C,V} and SVE predication state are not considered data values.
This definition permits:

. Control flow speculation before and after the CSDB instruction.

. Speculative execution of conditional data processing instructions after the CSDB instruction, unless they use
the results of data value, SVE predication state, or PSTATE. {N,Z,C,V} predictions of instructions appearing in
program order before the CSDB instruction that have not been architecturally resolved.

B2.10.5 Speculative Store Bypass Barrier (SSBB)

The SSBB instruction is a memory barrier that prevents speculative loads from bypassing earlier stores to the same
virtual address under certain conditions.

The semantics of the Speculative Store Bypass Barrier are:

. When a load to a location appears in program order after the SSBB instruction, then the load does not
speculatively read an entry earlier in the coherence order for that location than the entry generated by the
latest store satistying all of the following conditions:

— The store is to the same location as the load.
—  The store uses the same virtual address as the load.
—  The store appears in program order before the SSBB instruction.

. When a load to a location appears in program order before the SSBB instruction, then the load does not
speculatively read data from any store satisfying all of the following conditions:

—  The store is to the same location as the load.
— The store uses the same virtual address as the load.

—  The store appears in program order after the SSBB instruction.

B2.10.6 Profiling Synchronization Barrier (PSB)

The PSB instruction is a barrier that ensures that all existing profiling data for the current PE has been formatted, and
profiling buffer addresses have been translated such that all writes to the profiling buffer have been initiated. A
following DSB instruction completes when the writes to the profiling buffer have completed.

If the Statistical Profiling Extension is not implemented, this instruction executes as a NOP.

B2.10.7 Physical Speculative Store Bypass Barrier (PSSBB)

The PSSBB instruction is a memory barrier that prevents speculative loads from bypassing earlier stores to the same
physical address under certain conditions.
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The semantics of the Physical Speculative Store Bypass Barrier are:

. When a load to a location appears in program order after the PSSBB instruction, then the load does not
speculatively read an entry earlier in the coherence order for that location than the entry generated by the
latest store satisfying all of the following conditions:

—  The store is to the same location as the load.
—  The store appears in program order before the PSSBB instruction.

. When a load to a location appears in program order before the PSSBB instruction, then the load does not
speculatively read data from any store satisfying all of the following conditions:

—  The store is to the same location as the load.
—  The store appears in program order after the PSSBB instruction.

Note

The effect of this barrier applies to accesses to the same location even if they are accessed with different virtual
addresses and from different Exception levels.

B2.10.8 Trace Synchronization Barrier (TSB)

The TSB instruction is a barrier instruction that preserves the relative order of accesses to System registers due to
trace operations and other accesses to the same registers.

A trace operation is an operation of the trace unit generating trace for an instruction when FEAT TRF is
implemented and enabled.

A TSB instruction is not required to execute in program order with respect to other instructions. This includes being
reordered with respect to other trace instructions. One or more Context synchronization events are required to
ensure that TSB instruction is executed in the necessary order.

If trace is generated between a Context synchronization event and a TSB operation, these trace operations may be
reordered with respect to the TSB operation, and therefore may not be synchronized.

The following situations are synchronized using a TSB operation:

. A direct write B to a System register is ordered after an indirect read or indirect write of the same register by
a trace operation of a traced instruction A, if all of the following are true:

—  Adis executed in program order before a Context synchronization event C.
—  Cappears in program order before a TSB operation T.
—  Bisexecuted in program order after T.

. A direct read B of a System register is ordered after an indirect write to the same register by a trace operation
of a traced instruction A if all the following are true:

—  Adisexecuted in program order before a Context synchronization event C1.

—  CI appears in program order before TSB operation T.

— T is executed in program order before a second Context synchronization event C2.
—  Bisexecuted in program order after C2.

A TSB operation is not needed to ensure a direct write B to a System register is ordered before an indirect read or
indirect write of the same register by a trace operation of a traced instruction A, if all the following are true:

. A is executed in program order after a Context synchronization event C.

. B is executed in program order before C.

If FEAT TRBE is implemented, the requirements in this section are extended. See Synchronization and the Trace
Buffer Unit.

The pseudocode function for the operation of a TSB instruction is TraceSynchronizationBarrier().
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B2.10.9 Data Synchronization Barrier (DSB)

A DSB instruction is a memory barrier that ensures that memory accesses that occur before the DSB instruction have
completed before the completion of the DSB instruction. In doing this, it acts as a stronger barrier than a DMB and
all ordering that is created by a DMB with specific options is also generated by a DSB with the same options.

Execution of a DSB instruction:

. At EL2 ensures that any memory accesses caused by Speculative translation table walks from the EL1&0
translation regime have been observed.

. At EL3 ensures that any memory accesses caused by speculative translation table walks from the EL2,
EL1&0 or EL2&0 translation regimes have been observed.

For more information, see Qut-of-context translation regimes.
A DSB instruction executed by a PE, PEe, completes when all of the following apply:

. All explicit memory effects of the required access types appearing in program order before the DSB are
complete for the set of observers in the required shareability domain.

. If the required access types of the DSB is reads and writes, the following instructions issued by PEe before the
DSB are complete for the required shareability domain:

—  All cache maintenance instructions.
—  All TLB maintenance instructions.
—  All PSB instructions.

. When FEAT XS is implemented, if the required access types of the DSB is reads and writes, completion of
the DSB instruction with the nXS qualifier executed by a PE, PEe, ensures that:

—  All previous TLBInXS maintenance operations generated by AArch64 TLB maintenance instructions
with the nXS qualifier executed by PEe are finished for all PEs in the shareability domain of the DSB
instruction.

—  All previous TLBInXS maintenance operations generated by AArch32 or AArch64 TLB maintenance
instructions executed at EL1 by PEe when HCRX EL2.FnXS is 1 are finished for all PEs in the
shareability domain of the DSB instruction.

Completion of the DSB instruction with the nXS qualifier executed by a PE, PEe, does not ensure that:

—  All previous TLB maintenance operations generated by AArch32 or AArch64 TLB maintenance
instructions executed at EL1 by PEe when HCRX EL2.FnXS is 0 are finished for all PEs in the
shareability domain of the DSB instruction.

—  All previous TLB maintenance operations generated by AArch32 or AArch64 TLB maintenance
instructions executed at EL2 or EL3 by PEe are finished for all PEs in the shareability domain of the
DSB instruction.

In addition, no instruction that appears in program order after the DSB instruction can alter any state of the system or
perform any part of its functionality until the DSB completes other than:

. Being fetched from memory and decoded.

. Reading the general-purpose, SIMD and floating-point, SVE vector or predicate, Special-purpose, or System
registers that are directly or indirectly read without causing side effects.

. If FEAT ETS?2 is not implemented, having any virtual addresses of loads and stores translated.

If FEAT MTE2 is implemented, on completion of a DSB instruction operating over the Non-shareable domain, all
updates to TFSR_ELx.TFx or TFSREO EL1.TFx due to Tag Check fails caused by accesses for which the DSB
operates will be complete. For more information on FEAT MTE2, see Chapter D10 The Memory Tagging
Extension.

When FEAT XS is implemented and HCRX EL2.FnXS is 1, an AArch64 DSB instruction executed at EL1 or ELO
behaves in the same way as the corresponding DSB instruction with the nXS qualifier executed at EL1 or ELO.
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ADSB instruction ordered after a direct write to a System PMU register does not complete until all observers observe
the direct write. A Context synchronization event is required to create the order between the direct write and the DSB
instruction.

If FEAT TRBE is implemented, the requirements in this section are extended. See Trace synchronization and
memory barriers.

The pseudocode function for the operation of a DSB is DataSynchronizationBarrier().

See also:
. Memory barriers.
. Ordering and completion of TLB maintenance instructions.

B2.10.10 Shareability and access limitations on the data barrier operations

The DMB and DSB instructions take an argument that specifies:
. The shareability domain over which the instruction must operate. This is one of:
—  Full system.
—  Outer Shareable.
—  Inner Shareable.
—  Non-shareable.
Full system applies to all the observers in the system and, as such, encompasses the Inner and Outer Shareable
domains of the processor.
Note

The distinction between Full system and Outer Shareable is applicable only for Normal Non-cacheable
memory accesses and Device memory accesses.

. The accesses for which the instruction operates. This is one of:
—  Read and write accesses, both before and after the barrier instruction.
—  Write accesses only, before and after the barrier instruction.
—  Read accesses before the barrier instruction, and read and write accesses after the barrier instruction.

Note
This form of a DMB or DSB instruction can be described as a load-load/store barrier.

For more information on whether an access is before or after a barrier instruction, see Data Memory Barrier (DMB)
or Data Synchronization Barrier (DSB).

Table B2-1 shows how these options are encoded in the <option> field of the instruction:

Table B2-1 Encoding of the DMB and DSB <option> parameter

Accesses

Shareability domain

Before the barrier  After the barrier Full system Outer Shareable Inner Shareable Non-shareable

Reads and writes Reads and writes SY OSH ISH NSH
Writes Writes ST OSHST ISHST NSHST
Reads Reads and writes LD OSHLD ISHLD NSHLD

See the instruction descriptions for more information:
. DMB.
. DSB.
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Note

ISB also supports an optional limitation argument that can contain only one value that corresponds to full system
operation, see /SB.

B2.10.11 Load-Acquire, Load-AcquirePC, and Store-Release

Arm provides a set of instructions with Acquire semantics for loads, and Release semantics for stores. These
instructions support the Release Consistency sequentially consistent (RCsc) model. In addition, FEAT LRCPC
provides Load-AcquirePC instructions. The combination of Load-AcquirePC and Store-Release can be use to
support the weaker Release Consistency processor consistent (RCpc) model.

The full definitions of the Load-Acquire and Load-AcquirePC instructions are covered formally in the Definition of
the Arm memory model. This introduction to the Load-Acquire and Load-AcquirePC instructions is not intended to
contradict that section.

The basic principle of both Load-Acquire and Load-AcquirePC instructions is to introduce order between:
. The memory access generated by the Load-Acquire or Load-AcquirePC instruction.

. The memory accesses appearing in program order after the Load-Acquire or Load-AcquirePC instruction,
such that the memory access generated by the Load-Acquire or Load-AcquirePC instruction is observed by
each PE to the extent that the PE is required to observe the access coherently, before any of the memory
accesses appearing in program order after the Load-Acquire or Load-AcquirePC instruction are observed by
that PE to the extent that the PE is required to observe the accesses coherently.

The use of a Load-Acquire or Load-AcquirePC instruction creates order between the Memory effects of instructions
as described in the definition of Barrier-ordered-before.

The full definition of the Store-Release instruction is covered formally in the Definition of the Arm memory model
and this introduction to the Store-Release instruction is not intended to contradict that section.

The basic principle of a Store-Release instruction is to introduce order between the following:

. A set of memory accesses, RWx, that are generated by the PE executing the Store-Release instruction and
that appear in program order before the Store-Release instruction, together with those that originate from a
different PE to the extent that the PE is required to observe them coherently, observed by the PE before
executing the Store-release.

. The memory access generated by the Store-Release (Wrel), such that all of the memory accesses, RWx, are
observed by each PE to the extent that the PE is required to observe those accesses coherently, before Wrel
is observed by that PE to the extent that the PE is required to observe that access coherently.

The use of a Store-Release instruction creates order between the Memory effects of instructions as described in the
definition of Barrier-ordered-before.

Where a Load-Acquire appears in program order after a Store-Release, the memory access generated by the
Store-Release instruction is observed by each PE to the extent that PE is required to observe the access coherently,
before the memory access generated by the Load-Acquire instruction is observed by that PE, to the extent that the
PE is required to observe the access coherently. In addition, the use of a Load-Acquire, Load-AcquirePC or a
Store-Release instruction on accesses to a Memory-mapped peripheral introduces order between the Memory
effects of the instructions that access that peripheral, as described in the definition of Peripheral coherence order.

Load-Acquire, Load-AcquirePC and Store-Release, other than Load-Acquire Exclusive Pair and
Store-Release-Exclusive Pair, access only a single data element.

Load-Acquire Exclusive Pair and Store-Release Exclusive Pair access two data elements.

A Store-Release Exclusive instruction has the release semantics only if the store is successful.
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Note

. Each Load-Acquire Exclusive and Store-Release Exclusive instruction is essentially a variant of the
equivalent Load-Exclusive or Store-Exclusive instruction. All usage restrictions and single-copy atomicity
properties:

—  That apply to the Load-Exclusive instructions also apply to the Load-Acquire Exclusive instructions.
—  That apply to the Store-Exclusive instructions also apply to the Store-Release Exclusive instructions.

. The Load-Acquire, Load-AcquirePC, and Store-Release instructions can remove the requirement to use the
explicit DMB instruction.

B2.10.12 LoadLOAcquire, StoreLORelease

For each PE, the Non-secure physical memory map is divided into a set of LORegions using a table that is held
within the PE. Any PA in the Non-secure memory map can be a member of one LORegion. If a PA is assigned to
more than one LORegion, then an implementation might treat it as if it has been assigned to fewer LORegions than
that have been specified. If a PA is not in the Non-secure physical memory map, then that PA cannot be a member
of any LORegion. For more information, see Limited ordering regions.

FEAT LOR provides a set of instructions with Acquire semantics for loads, and Release semantics for stores that
apply in relation to the defined LORegions. The new variants of the Load-Acquire and Store-Release instructions
are LoadLOAcquire and StoreLORelease. See LoadLOAcquire/StoreLORelease.

For all memory types, these instructions have the following ordering requirements:

. LoadLOAcquire has the same semantics as Load-Acquire except that the memory accesses affected lie within
the same LORegion as the address of the memory access generated by the LoadLOAcquire instruction. See
Load-Acquire, Load-AcquirePC, and Store-Release.

. StoreLORelease has the same semantics as Store-Release except that the memory accesses affected lie within
the same LORegion as the address of the memory access generated by the StoreLORelease instruction. See
Load-Acquire, Load-AcquirePC, and Store-Release.

In addition, for accesses to Memory-mapped peripherals:

. LoadLOAcquire has the same semantics as Load-Acquire except that the affected Memory effects of
instructions that access the peripheral lie within the same LORegion as the address of the memory access
generated by the LoadLOAcquire instruction. See Load-Acquire, Load-AcquirePC, and Store-Release.

. StoreLORelease has the same semantics as Store-Release except that the affected Memory effects of
instructions that access the peripheral lie within the same LORegion as the address of the memory access
generated by the StoreLORelease instruction. See Load-Acquire, Load-AcquirePC, and Store-Release.

Note

The LoadLOAcquire/StoreLORelease instructions can remove the requirement to use the explicit DMB instruction.

B2.10.13 Guarded Control Stack Barrier (GCSB)

The GCSB instruction is a barrier instruction that generates a GCSB event. The GCSB event applies ordering
requirements between general load/store accesses and Guarded Control Stack data accesses. For more information,
see Guarded Control Stack data access behaviors.

If FEAT GCS is not implemented, this instruction executes as a NOP.
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B2.11 Limited ordering regions

FEAT LOR introduces limited ordering regions (LORegions), which allow large systems to perform special
load-acquire and store-release instructions that provide order between the memory accesses to a region of the PA
map as observed by a set of observers.

LORegions are defined in the Non-secure physical address space. LORegions cannot be defined in the Secure,
Realm, or Root physical address spaces.

This feature is supported in AArch64 state only.

B2.11.1 Specification of the LORegions

The LORegions are defined in the Non-secure physical memory map using a set of LORegion descriptors. The
number of LORegion descriptors is IMPLEMENTATION DEFINED, and can be discovered by reading the LORID EL1
register.

Each LORegion descriptor consists of:
. A tuple of the following values:
— A Start Address.
—  An End Address.
—  An LORegion Number.
. Valid bit which indicates whether that LORegion descriptor is valid.

A memory location lies within the LORegion identified by the LORegion Number if the PA lies between the Start
Address and the End Address, inclusive. The Start Address must be defined to be aligned to 64KB and the End
Address must be defined as the top byte of a 64KB block of memory.

It is permitted for multiple LORegion descriptors with non-overlapping address ranges to be configured with the
same LORegion Number.

The LORegion descriptors are programmed using the LORSA EL1, LOREA EL1, LORN ELI1,and LORC ELI1
registers in the System register space. These registers describe only memory addresses in the Non-secure memory
map. These registers are UNDEFINED if accessed when SCR_EL3.NS == 0.

If a LoadLOAcquire or a StoreLORelease does not match with any LORegion, then:

. The LoadLOAcquire will behave as a Load-Acquire, and will be ordered in the same way with respect to all
accesses, independent of their LORegions.

. The StoreLORelease will behave as a Store-Release, and will be ordered in the same way with respect to all
accesses, independent of their LORegions.

Note

If no LORegions are implemented, then the LoadLOAcquire and StoreLORelease will therefore behave as a
Load-Acquire and Store-Release.
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B2.12 Caches and memory hierarchy

The implementation of a memory system depends heavily on the microarchitecture and therefore many details of
the memory system are IMPLEMENTATION DEFINED. The Arm architecture defines the application level interface to
the memory system, including a hierarchical memory system with multiple levels of cache. This section describes
an application level view of this system. It contains the subsections:

. Introduction to caches.

. Memory hierarchy.

. Application level access to functionality related to caches
. Implication of caches for the application programmer.
. Preloading caches.

B2.12.1 Introduction to caches

A cache is a block of high-speed memory that contains a number of entries, each consisting of:
. Main memory address information, commonly known as a tag.
. The associated data.

Caches increase the average speed of a memory access. Caching takes account of two principles of locality:

Spatial locality

An access to one Location is likely to be followed by accesses to adjacent Locations. Examples of
this principle are:

. Sequential instruction execution.
. Accessing a data structure.
Temporal locality

An access to an area of memory is likely to be repeated in a short time period. An example of this
principle is the execution of a software loop.

To minimize the quantity of control information stored, the spatial locality property groups several locations
together under the same tag. This logical block is commonly known as a cache line. When data is loaded into a
cache, access times for subsequent loads and stores are reduced, resulting in overall performance benefits. An access
to information already in a cache is known as a cache hit, and other accesses are called cache misses.

Normally, caches are self-managing, with the updates occurring automatically. Whenever the PE accesses a
cacheable memory location, the cache is checked. If the access is a cache hit, the access occurs in the cache.
Otherwise, the access is made to memory. Typically, when making this access, a cache location is allocated and the
cache line loaded from memory. The Arm architecture permits different cache topologies and access policies,
provided they comply with the memory coherency model described in this manual.

Caches introduce a number of potential problems, mainly because:
. Memory accesses can occur at times other than when the programmer would expect them.
. A data item can be held in multiple physical locations.

B2.12.2 Memory hierarchy

Typically memory close to a PE has very low latency, but is limited in size and expensive to implement. Further
from the PE it is common to implement larger blocks of memory but these have increased latency. To optimize
overall performance, an Armv8 memory system can include multiple levels of cache in a hierarchical memory
system that exploits this trade-off between size and latency. Figure B2-1 shows an example of such a system in an
Armv8-A system that supports virtual addressing.
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Figure B2-1 Multiple levels of cache in a memory hierarchy

Note

In this manual, in a hierarchical memory system, Level 1 refers to the level closest to the processing element, as
shown in Figure B2-1.

Instructions and data can be held in separate caches or in a unified cache. A cache hierarchy can have one or more
levels of separate instruction and data caches, with one or more unified caches that are located at the levels closest
to the main memory. Memory coherency for cache topologies can be defined using the conceptual points Point of
Unification (PoU), Point of Coherency (PoC), Point of Persistence (PoP), and Point of Deep Persistence (PoDP).

For more information, including the definitions of PoU, PoC, PoP, and PoDP, see About cache maintenance in
AArch64 state.

IfFEAT MTE2 is implemented, the behavior of cache maintenance instructions is modified. For more information,
see Allocation Tags.

B2.12.2.1 The cacheability and shareability memory attributes
Cacheability and shareability are two attributes that describe the memory hierarchy in a multiprocessing system:

Cacheability This attribute defines whether memory locations are allowed to be allocated into a cache or not.
Cacheability is defined independently for Inner and Outer Cacheability locations.

Shareability This attribute defines whether memory locations are shareable between different agents in a system.
Marking a memory location as shareable for a particular domain requires hardware to ensure that
the location is coherent for all agents in that domain. Shareability is defined independently for Inner
and Outer Shareability domains.

For more information about Cacheability and Shareability, see Memory types and attributes.

B2.12.3 Application level access to functionality related to caches

As indicated in About the Application level programmers’model, the application level corresponds to execution at
ELO. The architecture defines a set of cache maintenance instructions that software can use to manage cache
coherency. Software executing at a higher Exception level can enable use of some of this functionality from ELO,
as follows:

When the value of SCTLR_EL1.UCI is 1
Software executing at ELO can access:

. The data cache maintenance instructions, DC CVAU, DC CVAC, DC CVAP, DC CVADP, and DC CIVAC.
See The data cache maintenance instruction (DC).
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. The instruction cache maintenance instruction IC IVAU. See The instruction cache
maintenance instruction (IC).

Attempted execution of these instructions might generate a Permission fault as described in
Permission fault.

When the value of SCTLR_EL1.UCT is 1
Software executing at ELO can access the cache type register. See CTR_ELO.

When the value of SCTLR_EL1.DZE is 1

Software executing at ELO can access the data cache zero instruction DC ZVA. See Data cache zero
instruction.

The SCTLR_EL1.{UCI, UCT, DZE} control fields are accessible only by software executing at EL1 or higher.
When HCR_EL2.{E2H, TGE} == {1,1}, the controls {UCI, UCT and DZE} are found in SCTLR_EL2.

This functionality is UNDEFINED at ELO when the value of the corresponding SCTLR_EL1 control field is 0.

B2.12.4 Implication of caches for the application programmer

In normal operation, the caches are largely invisible to the application programmer. However they can become
visible when there is a breakdown in the coherency of the caches. Such a breakdown can occur:

. When memory locations are updated by other agents in the system that do not use hardware management of
coherency.
. When memory updates made from the application software must be made visible to other agents in the

system, without the use of hardware management of coherency.
For example:

. In the absence of hardware management of coherency of DMA accesses, in a system with a DMA controller
that reads memory locations that are held in the data cache of a PE, a breakdown of coherency occurs when
the PE has written new data in the data cache, but the DMA controller reads the old data held in memory.

. In a Harvard cache implementation, where there are separate instruction and data caches, a breakdown of
coherency occurs when new instruction data has been written into the data cache, but the instruction cache
still contains the old instruction data.

B2.12.4.1 Data coherency issues
Software can ensure the data coherency of caches in the following ways:

. By not using the caches in situations where coherency issues can arise. This can be achieved by:
—  Using Non-cacheable or, in some cases, Write-Through Cacheable memory.
—  Not enabling caches in the system.

. By using cache maintenance instructions to manage the coherency issues in software. See Application level
access to functionality related to caches.

. By using hardware coherency mechanisms to ensure the coherency of data accesses to memory for cacheable
locations by observers within the different shareability domains, see Non-shareable Normal memory and
Shareable, Inner Shareable, and Outer Shareable Normal memory.

Note

The performance of these hardware coherency mechanisms is highly implementation-specific. In some
implementations, the mechanism suppresses the ability to cache shareable locations. In other
implementations, cache coherency hardware can hold data in caches while managing coherency between
observers within the shareability domains.
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Note

Not all these mechanisms are directly available to software operating at ELO and might involve interaction with
software operating at a higher Exception level.

B2.12.4.2 Synchronization and coherency issues between data and instruction
accesses

How far ahead of the current point of execution instructions are fetched from is IMPLEMENTATION DEFINED. Such
prefetching can be either a fixed or a dynamically varying number of instructions, and can follow any or all possible
future execution paths. For all types of memory:

. The PE might have fetched the instructions from memory at any time since the last Context Synchronization
event on that PE.

. Any instructions fetched in this way might be executed multiple times, if this is required by the execution of
the program, without being refetched from memory. In the absence of a Context Synchronization event, there
is no limit on the number of times such an instruction might be executed without being refetched from
memory.

The Arm architecture requires the hardware to ensure coherency between instruction caches and memory, even for
locations of shared memory. A write has been made coherent with an instruction fetch of a shareability domain
when:

CTR_ELO0.{DIC, IDC} == {0, 0}

The location written to has been cleaned to the Point of unification (PoU) from the data cache, and
that clean is complete for the shareability domain. Subsequently the location has been invalidated
to the Point of unification (PoU) from the instruction cache, and that invalidation is complete for
the shareability domain.

CTR_EL0.{DIC, IDC} == {0, 1}

The write is complete for the shareability domain. Subsequently the location has been invalidated
to the Point of unification (PoU) from the instruction cache, and that invalidation is complete for
the shareability domain.

CTR_ELO0.{DIC, IDC} == {1, 1}
The write is complete for the shareability domain.

If software requires coherency between instruction execution and memory, it must manage this coherency using
Context Synchronization events and cache maintenance instructions. The following code sequence can be used to
allow a PE to execute code that the same PE has written.

; Coherency example for data and instruction accesses within the same Inner Shareable domain.
; Enter this code with <Wt> containing a new 32-bit instruction,

; to be held in Cacheable space at a Tocation pointed to by Xn.

STR Wt, [Xn]
DC CVAU, Xn ; Clean data cache by VA to point of unification (PoU)
DSB ISH ; Ensure visibility of the data cleaned from cache
IC IVAU, Xn ; Invalidate instruction cache by VA to PoU
DSB ISH ; Ensure completion of the invalidations
ISB ; Synchronize the fetched instruction stream
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Note

. If this sequence is not executed between writing data to a location and executing the instruction at that
location, the lack of coherency between instruction caches and memory means that the instructions that are
executed might be the old instruction or the updated instruction, and which is used can arbitrarily vary during
execution. It must not be assumed by software, before the synchronization sequence is executed, that when
the updated instruction has been seen, the old instruction will not be seen again.

. For Non-cacheable or Write-Through accesses, the clean data cache by VA instruction is not required.
However, the invalidate instruction cache instruction is required because the Armv8-A AArch64 architecture
allows Non-cacheable accesses to be held in an instruction cache. See Non-cacheable accesses and
instruction caches.

. This code can be used when the thread of execution modifying the code is the same thread of execution that
is executing the code. The Arm architecture limits the set of instructions that can be executed by one thread
of execution as they are being modified by another thread of execution without requiring explicit
synchronization. See Concurrent modification and execution of instructions.

. The system software controls whether these cache maintenance instructions are available to the application
level by setting SCTLR_EL1.UCI.

B2.12.5 Preloading caches

The Arm architecture provides memory system hints PRFM, RPRFM, LDNP, and STNP that software can use to
communicate the expected use of memory locations to the hardware. The memory system can respond by taking
actions that are expected to speed up the memory accesses if they occur. The effect of these memory system hints
is IMPLEMENTATION DEFINED. Typically, implementations use this information to bring the data or instruction
locations into caches.

The Preload instructions are hints, and so implementations can treat them as NOPs without affecting the functional
behavior of the device. The instructions cannot generate synchronous Data Abort exceptions, but the resulting
memory system operations might, under exceptional circumstances, generate an asynchronous External abort,
which is taken using an SError interrupt exception. For more information, see ISS encoding for an exception from
a Data Abort.

PrefetchHint{} defines the prefetch hint types.

The Hint_Prefetch() function signals to the memory system that memory accesses of the type hint to or from the
specified address are likely to occur in the near future. The memory system might take some action to speed up the
memory accesses when they do occur, such as preloading the specified address into one or more caches as indicated
by the innermost cache level target and non-temporal hint stream.

For more information on PRFM, RPRFM, and load/store instructions that provide hints to the memory system, see
Prefetch memory and Load/store SIMD and floating-point non-temporal pair. For more information on SVE PRF*
instructions that provide hints to the memory system, see Predicated non-contiguous element accesses.
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B2.13 Alignment support

This section describes alignment support. It contains the following subsections:

. Instruction alignment.
. Alignment of data accesses.
B2.13.1 Instruction alignment

A64 instructions must be word-aligned.

Attempting to fetch an instruction from a misaligned location results in a PC alignment fault. See PC alignment
checking.

B2.13.2 Alignment of data accesses

For an unaligned access to any type of Device memory:
. If the memory location cannot support unaligned accesses then an Alignment fault is generated.

. If the memory location supports unaligned accesses, then it is IMPLEMENTATION DEFINED whether the access
generates an Alignment fault if the location would not generate an Alignment fault if the same access were
made to Normal memory.

B2.13.2.1 Unaligned accesses to Normal memory

The behavior of unaligned accesses to Normal memory is dependent on all of the following:
. The instruction causing the memory access.

. The memory attributes of the accessed memory.

. The value of SCTLR_ELx.{A, nAA}.

. Whether or not FEAT LSE2 is implemented.

B2.13.2.1.1 Load or Store of Single or Multiple registers

For all instructions that load or store single or multiple registers, but not Load-Exclusive, Store-Exclusive,
Load-Acquire/Store-Release, Atomic, and SETG+ Memory Copy and Memory Set instructions, if the address that is
accessed is not aligned to the size of the data element being accessed, then:

When the value of SCTLR_ELx.A applicable to the current Exception level is 1, an Alignment fault is generated.

When the value of SCTLR _ELx.A applicable to the current Exception level is 0:
. An unaligned access is performed.

. If FEAT LSE2 is not implemented, the access is not guaranteed to be single-copy atomic except at the byte
access level.

. If FEAT LSE2 is implemented:

—  Ifall the bytes of the memory access lie within a 16-byte quantity aligned to 16 bytes and are to Normal
Inner Write-Back, Outer Write-Back Cacheable memory, the memory access is single-copy atomic.
For LDNP, LDP, or STP instructions, the entire memory access will be single-copy atomic.

—  Ifall the bytes of the memory accessed do not lie within a 16-byte quantity aligned to 16 bytes, or the
access is not to Normal Inner Write-Back, Outer Write-Back Cacheable memory, the access is not
guaranteed to be single-copy atomic except at the byte access level.

For these instructions, the definition of an unaligned access is based on the size of the accessed elements, not the
overall size of the memory access. This affects SIMD and SVE element and structure loads and stores, and also
load/store pair instructions.

For predicated SVE vector element and structure load or store instructions, alignment checks are based on the
memory element access size, not on the vector element size.

For predicated SVE vector element and structure load or store instructions, /nactive elements cannot cause an
Alignment fault.
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For unpredicated SVE vector register load or store instructions, the base address is checked for 16-byte alignment.

For unpredicated SVE predicate register load or store instructions, the base address is checked for 2-byte alignment.

B2.13.2.1.2 Load-Exclusive/ Store-Exclusive and Atomic instructions

For Load-Exclusive/Store-Exclusive, and Atomic instructions including those with acquire or acquire-release
semantics:

When the value of SCTLR_ELx.A applicable to the current Exception level is 1, an Alignment fault is generated.
When the value of SCTLR _ELx.A applicable to the current Exception level is 0:

If FEAT LSE2 is not implemented, these instructions generate an Alignment fault if the address being accessed is
not aligned to the size of the data structure being accessed.

If FEAT LSE2 is implemented, then:

. If all the bytes of the memory access lie within a 16-byte quantity aligned to 16 bytes and are to Normal Inner
Write-Back, Outer Write-Back Cacheable memory, an unaligned access is performed.

. If all the bytes of the memory access do not lie within a 16-byte quantity aligned to 16-bytes, or the memory
access is not to Normal Inner Write-Back, Outer Write-Back Cacheable memory, then it is a CONSTRAINED
UNPREDICTABLE choice of either of the following:

—  Anunaligned access is performed meeting all of the semantics of the instruction.
—  An Alignment fault is generated.

Where memory access is performed, then it is single-copy atomic.
For these instructions, the definition of an unaligned access is based on the overall access size.

If FEAT LS64 is implemented, when a single-copy atomic 64-byte instruction accesses a memory location that is
not aligned to 64 bytes, an Alignment fault always occurs, regardless of the value of SCTLR ELx.A.

B2.13.2.1.3 Non-atomic Load-Acquire/Store-Release instructions

For Load-Acquire/Store-Release instructions that do not have exclusive or atomic behaviors:

When the value of SCTLR_ELx.A applicable to the current Exception level is 1, an Alignment fault is generated.
When the value of SCTLR _ELx.A applicable to the current Exception level is 0:

IfFEAT LSE2 is not implemented, then these instructions generate an Alignment fault if the address being accessed
is not aligned to the size of the data structure being accessed.

If FEAT LSE2 is implemented, then:

. If the memory access is not to Normal Inner Write-Back or Outer Write-Back Cacheable memory, then it is
a CONSTRAINED UNPREDICTABLE choice of either of the following:

—  Anunaligned access is performed meeting all of the semantics of the instruction.
—  An Alignment fault is generated.

. If all of the bytes of the memory access do not lie within a 16-byte quantity aligned to 16 bytes then the
following applies:
—  If SCTLR_ELx.nAA applicable to the current Exception level is 0, an Alignment fault is generated.
—  If SCTLR_ELx.nAA applicable to the current Exception level is 1, then an unaligned access is

performed which is not guaranteed to be single-copy atomic except at the byte access level.

In this case, the architecture does no define the order of the different transactions of the access defined by the
single instructions relative to each other.

. If all the bytes of the memory access lie within a 16-byte quantity aligned to 16 bytes and are to Normal Inner
Write-Back, Outer Write-Back Cacheable memory, an unaligned access meeting all the semantics of the
instruction is performed.

Note
. Unaligned accesses typically take additional cycles to complete compared to a naturally-aligned access.
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. An operation that is not single-copy atomic above the byte level can abort on any memory access that it makes
and can abort on more than one access. This means that an unaligned access that occurs across a page
boundary can generate an abort on either side of the page boundary.

B2.13.2.1.4 Memory Copy and Memory Set instructions

For SETG« instructions:

. There is an alignment check regardless of the value of SCTLR_ELx.A.
. If Xn is not a multiple of 16, an Alignment fault is generated.

. If Xd is not aligned to a multiple of 16, an Alignment fault is generated.

For more information, see the individual SETG+ instruction descriptions.
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Endian support

B2.14

General description of endianness in the Avrm architecture describes the relationship between endianness and

memory addressing in the Arm architecture.

The following subsections then describe the endianness schemes supported by the architecture:

Instruction endianness.

Data endianness.

Endianness of memory-mapped peripherals.

General description of endianness in the Arm architecture

B2.14.1

This section describes only memory addressing and the effects of endianness for data elements up to quadwords of

128 bits. However, this description can be extended to apply to larger data elements.

For an address A, Figure B2-2 shows, for big-endian and little-endian memory systems, the relationship between:

The quadword at address A.

The doubleword at address A and A+8.

The words at addresses A, A+4, A+8, and A+12.

The halfwords at addresses A, A+2, A+4, A+6, A+8, A+10, A+12, and A+14.

The bytes at addresses A, A+1, A+2, A+3, A+4, A+5, A+6, A+7, A+8, A+9, A+10, A+11, A+12, A+13,

A+14, and A+15.

The terms in Figure B2-2 have the following definitions:

Byte at address A.

B A
HW_A

Halfword at address A.
Most significant byte.

MSByte
LSByte

Least significant byte.

Big-endian memory system

» LSByte

Incrementing byte address

MSByte

Quadword at address A

HW_A+14

Word at address A+12

HW_A+12

Doubleword at address A+8

HW_A+10

B_A+11|B_A+12[B_A+13|B_A+14|B_A+15

Word at address A+8

HW_A+8

HW_A+6

Word at address A+4

HW_A+4

Doubleword at address A

HW_A+2

Word at address A

HW_A

A+1|B_A+2(B_A+3|B_A+4|B_A+5|B_A+6|B_A+7 [B_A+8 | B_A+9|B_A+10

Little-endian memory system

LSByte

Incrementing byte address

MSByte <

Quadword at address A

Word at address A

B_

HW_A

HW_A+2

Doubleword at address A

Word at address A+4

HW_A+4

HW_A+6

Word at address A+8

HW_A+8

A+9|B_A+8|B_A+7 |B_A+6|B_A+5|B_A+4|B_A+3[B_A+2|B_A+1

HW_A+10

Doubleword at address A+8

Word at address A+12

HW_A+12

HW_A+14

Figure B2-2 Endianness relationships
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The big-endian and little-endian mapping schemes determine the order in which the bytes of a quadword,
doubleword, word, or halfword are interpreted. For example, a load of a word from address 0x1000 always results
in an access to the bytes at memory locations 0x1000, 0x1001, 9x1002, and 0x1003. The endianness mapping scheme
determines the significance of these 4 bytes.

B2.14.2 Instruction endianness

A64 instructions have a fixed length of 32 bits and are always little-endian.

B2.14.3 Data endianness

SCTLR_EL1.EQE, configurable at EL1 or higher, determines the data endianness for execution at ELO. When
HCR_EL2.{E2H,TGE} == {1, 1}, the control is from SCTLR_EL2.EOE.

The data size used for endianness conversions:

. Is the size of the data value that is loaded or stored for SIMD and floating-point register and general-purpose
register loads and stores.

. Is the size of the data element that is loaded or stored for SIMD element and data structure loads and stores.
For more information, see Endianness in SIMD operations.

Note

This means the Armv§ architecture introduces a requirement for 128-bit endian conversions.

B2.14.3.1 Instructions to reverse bytes in a general-purpose register, a SIMD and
floating-point register, or an SVE register

An application or device driver might have to interface to memory-mapped peripheral registers or shared memory
structures that are not the same endianness as the internal data structures. Similarly, the endianness of the operating
system might not match that of the peripheral registers or shared memory. In these cases, the PE requires an efficient
method to transform explicitly the endianness of the data.

Table B2-2 shows the instructions that provide this functionality:

Table B2-2 Byte reversal instructions

Function Instructions  Notes
Reverse bytes in 32-bit word or words? REV32 For use with general-purpose registers
Reverse bytes in whole register REV For use with general-purpose registers
Reverse bytes in 16-bit halfwords REV16 For use with general-purpose registers
Reverse elements in doublewords, vector REV64 For use with SIMD and floating-point registers
Reverse elements in words, vector REV32 For use with SIMD and floating-point registers
Reverse elements in halfwords, vector REV16 For use with SIMD and floating-point registers
Reverse bytes/halfwords/words within REVB, For use with SVE registers
elements, predicated REVH,

REVW

a. Can operate on multiple words.
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B2.14.3.2 Endianness in SIMD operations

SIMD element load/store instructions transfer vectors of elements between memory and the SIMD and
floating-point register file. An instruction specifies both the length of the transfer and the size of the data elements
being transferred. This information is used to load and store data correctly in both big-endian and little-endian
systems.

For example:
LD1 {Vv@.4H}, [X1]

This loads a 64-bit register with four 16-bit values. The four elements appear in the register in array order, with the
lowest indexed element fetched from the lowest address. The order of bytes in the elements depends on the
endianness configuration, as shown in Figure B2-3. Therefore, the order of the elements in the registers is the same
regardless of the endianness configuration.

64-bit register containing four 16-bit elements

D[15:8] D[7:0] C[15:8] C[7:0] B[15:8] B[7:0] A[15:8] A[7:0]
{ )
A
N e
0 |A[7:0] 0 |A[15:8]
1 |A[15:8] 1 |A[7:0]
2 |B[7:0] 2 (B[15:8]
3 |B[15:8] W 3 |B[7:0]
4 [C[7:0] LD1 {V0.4H}, [X1] LD1 {vV0.4H}, [x1] | 4 |C[15:8]
5 |C[15:8] 5 |C[7:0]
6 [D[7:0] 6 [D[15:8]
7 |D[15:8] 7 |D[7:0]
— N—
Memory system with Memory system with
little-endian addressing (LE) big-endian addressing (BE)

Figure B2-3 SIMD byte order example
The BigEndian() pseudocode function determines the current endianness of the data.
The BigEndianReverse() pseudocode function reverses the endianness of a bitstring.

The BigEndian() and BigEndianReverse() functions are defined in Chapter J1 Armv8 Pseudocode.

B2.14.3.3 Endianness in SVE operations
Rules on byte and element order of SIMD load and store instructions apply to SVE load and store instructions.
Additional rules apply to the data endianness of memory accesses performed by SVE load and store instructions.

For predicated SVE vector element and structure load and store instructions, an endianness conversion is performed
using the memory element access size. The size of the vector element is not used in endianness conversion.

For unpredicated SVE vector register load and store instructions, the vector byte elements are transferred in
increasing element number order without any endianness conversion.

For unpredicated SVE predicate register load and store instructions, each 8 bits from the predicate are transferred
as a byte in increasing element number order without any endianness conversion.

When an SVE load instruction is executed, endianness conversion occurs before any sign-extension or
zero-extension into a vector element.

When an SVE store instruction is executed, endianness conversion occurs after any truncation from the vector
element to the memory element access size.
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B2.14.4 Endianness of memory-mapped peripherals

All memory-mapped peripherals defined in the Arm architecture must be little-endian.

Peripherals to which this requirement applies include:

Memory-mapped register interfaces to a debugger, or to a Cross Trigger Interface, see Chapter H8 About the
External Debug Registers.

The memory-mapped register interface to the system level implementation of the Generic Timer, see
Chapter 12 System Level Implementation of the Generic Timer.

A memory-mapped register interface to the Performance Monitors, see Chapter 13 Recommended External
Interface to the Performance Monitors.

A memory-mapped register interface to the Activity Monitors, see Chapter 14 Recommended External
Interface to the Activity Monitors.

Memory-mapped register interfaces to an Arm Generic Interface Controller, see the ARM® Generic Interrupt
Controller Architecture Specification, GIC architecture version 3.0 and version 4.0.

The memory-mapped register interface to an Arm trace component. See, for example, the Arm® Embedded
Trace Macrocell Architecture Specification, ETMv4.
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B2.15 Memory types and attributes

The ordering of accesses for addresses in memory, referred to as the memory order model, is defined by the memory
attributes. The following sections describe this model:

Normal memory.
Device memory.

Memory access restrictions.

B2.15.1 Normal memory

The Normal memory type attribute applies to most memory in a system. It indicates that the hardware is permitted
by the architecture to perform Speculative data read accesses to these locations, regardless of the access permissions
for these locations.

The Normal memory type has the following properties:

A write to a memory location with the Normal attribute completes in finite time.

Writes to a memory location with the Normal memory type that is either Non-cacheable or Write-Through

cacheable for both the Inner and Outer cacheability must reach the endpoint for that location in the memory
system in finite time. Two writes to the same location, where at least one is using the Normal memory type,
might be merged before they reach the endpoint unless there is an ordered-before relationship between the

two writes. For the purposes of this requirement, the endpoint for a location in Conventional memory is the
PoC.

Unaligned memory accesses can access Normal memory if the system is configured to generate such
accesses.

There is no requirement for the memory system beyond the PE to be able to identify the elements accessed
by multi-register load/store instructions. See Multi-register loads and stores that access Normal memory.

Where a load or store instruction performs a sequence of memory accesses, as opposed to one single-copy
atomic access as defined in the rules for single-copy atomicity, these accesses might occur multiple times as
a result of executing the load or store instruction.

Note

Write speculation that is visible to other observers is prohibited for all memory types.

Note

The Normal memory attribute is appropriate for locations of memory that are idempotent, meaning that they
exhibit all of the following properties:

—  Read accesses can be repeated with no side effects.
—  Repeated read accesses return the last value written to the resource being read.
—  Read accesses can fetch additional memory locations with no side-effects.

—  Write accesses can be repeated with no side-effects if the contents of the location accessed are
unchanged between the repeated writes or as the result of an exception, as described in this section.

—  Unaligned accesses can be supported.

—  Accesses can be merged before accessing the target memory system.

Normal memory allows speculative reads and may be affected by intermediate buffering and forwarding of
data. If non-idempotent memory locations are mapped as Normal memory, the following may occur:

—  Memory accesses return UNKNOWN values.

—  UNPREDICTABLE effects on memory-mapped peripherals.
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. An instruction that generates a sequence of accesses as described in Atomicity in the Arm architecture might
be abandoned as a result of an exception being taken during the sequence of accesses. On return from the
exception the instruction is restarted, and therefore, one or more of the memory locations might be accessed
multiple times. This can result in repeated write accesses to a location that has been changed between the
write accesses.

For accesses to Normal memory, a DMB instruction is required to ensure the required ordering.

The following sections describe the other attributes for Normal memory:

. Shareable Normal memory.

. Non-shareable Normal memory.

. Cacheability attributes for Normal memory.

See also:

. Multi-register loads and stores that access Normal memory.
. Atomicity in the Arm architecture.

. Memory barriers.

. Concurrent modification and execution of instructions.

B2.15.1.1 Shareable Normal memory

A Normal memory location has a Shareability attribute that is one of:

. Inner Shareable, meaning it applies across the Inner Shareable shareability domain.

. Outer Shareable, meaning it applies across both the Inner Shareable and the Outer Shareable shareability
domains.

. Non-shareable.

The shareability attributes define the data coherency requirements of the location, which hardware must enforce.
They do not affect the coherency requirements of instruction fetches, see Synchronization and coherency issues
between data and instruction accesses.

Note

. System designers can use the shareability attribute to specify the locations in Normal memory for which
coherency must be maintained. However, software developers must not assume that specifying a memory
location as Non-shareable permits software to make assumptions about the incoherency of the location
between different PEs in a shared memory system. Such assumptions are not portable between different
multiprocessing implementations that might use the shareability attribute. Any multiprocessing
implementation might implement caches that are shared, inherently, between different processing elements.

. This architecture assumes that all PEs that use the same operating system or hypervisor are in the same Inner
Shareable shareability domain.

B2.15.1.1.1 Shareable, Inner Shareable, and Outer Shareable Normal memory
The Arm architecture abstracts the system as a series of Inner and Outer Shareability domains.

Each Inner Shareability domain contains a set of observers that are data coherent for each member of that set for
data accesses with the Inner Shareable attribute made by any member of that set.

Each Outer Shareability domain contains a set of observers that are data coherent for each member of that set for
data accesses with the Outer Shareable attribute made by any member of that set.

The following properties also hold:

. Each observer is a member of only a single Inner Shareability domain.
. Each observer is a member of only a single Outer Shareability domain.
. All observers in an Inner Shareability domain are always members of the same Outer Shareability domain.

This means that an Inner Shareability domain is a subset of an Outer Shareability domain, although it is not
required to be a proper subset.
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Note

. Because all data accesses to Non-cacheable locations are data coherent to all observers, Non-cacheable
locations are always treated as Outer Shareable.

. The Inner Shareable domain is expected to be the set of PEs controlled by a single hypervisor or operating
system.

The details of the use of the shareability attributes are system-specific. Example B2-1 shows how they might be
used.

Example B2-1 Use of shareability attributes

In an implementation, a particular subsystem with two clusters of PEs has the requirement that:

. In each cluster, the data caches or unified caches of the PEs in the cluster are transparent for all data accesses
to memory locations with the Inner Shareable attribute.

. However, between the two clusters, the caches:
—  Are not required to be coherent for data accesses that have only the Inner Shareable attribute.
—  Are coherent for data accesses that have the Outer Shareable attribute.

In this system, each cluster is in a different shareability domain for the Inner Shareable attribute, but all components
of the subsystem are in the same shareability domain for the Outer Shareable attribute.

A system might implement two such subsystems. If the data caches or unified caches of one subsystem are not
transparent to the accesses from the other subsystem, this system has two Outer Shareable shareability domains.

Having two levels of shareability means system designers can reduce the performance and power overhead for
shared memory locations that do not need to be part of the Outer Shareable shareability domain.

For shareable Normal memory, the Load-Exclusive and Store-Exclusive synchronization primitives take account of
the possibility of accesses by more than one observer in the same Shareability domain.

B2.15.1.2 Non-shareable Normal memory

For Normal memory locations, the Non-shareable attribute identifies Normal memory that is likely to be accessed
only by a single PE.

A location in Normal memory with the Non-shareable attribute does not require the hardware to make data accesses
by different observers coherent, unless the memory is Non-cacheable. For a Non-shareable location, if other
observers share the memory system, software must use cache maintenance instructions, if the presence of caches
might lead to coherency issues when communicating between the observers. This cache maintenance requirement
is in addition to the barrier operations that are required to ensure memory ordering.

For Non-shareable Normal memory, it is IMPLEMENTATION DEFINED whether the Load-Exclusive and
Store-Exclusive synchronization primitives take account of the possibility of accesses by more than one observer.

B2.15.1.3 Cacheability attributes for Normal memory

In addition to being Outer Shareable, Inner Shareable or Non-shareable, each region of Normal memory is assigned
a Cacheability attribute that is one of:

. Write-Through Cacheable.
. Write-Back Cacheable.
. Non-cacheable.

Also, for Write-Through Cacheable and Write-Back Cacheable Normal memory regions:

. A region might be assigned cache allocation hints for read and write accesses.
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. It is IMPLEMENTATION DEFINED whether the cache allocation hints can have an additional attribute of
Transient or Non-transient.

For more information, see Cacheability, cache allocation hints, and cache transient hints.

A memory location can be marked as having different cacheability attributes, for example when using aliases in a

VA to PA mapping:

. If the attributes differ only in the cache allocation hint, this does not affect the behavior of accesses to that
location.

. For other cases, see Mismatched memory attributes.

The cacheability attributes provide a mechanism of coherency control with observers that lie outside the shareability
domain of a region of memory. In some cases, the use of Write-Through Cacheable or Non-cacheable regions of
memory might provide a better mechanism for controlling coherency than the use of hardware coherency
mechanisms or the use of cache maintenance routines. To this end, the architecture requires the following properties
for Non-cacheable or Write-Through Cacheable memory:

. A completed write to a memory location that is Non-cacheable or Write-Through Cacheable for a level of
cache made by an observer accessing the memory system inside the level of cache is visible to all observers
accessing the memory system outside the level of cache without the need of explicit cache maintenance.

. A completed write to a memory location that is Non-cacheable for a level of cache made by an observer
accessing the memory system outside the level of cache is visible to all observers accessing the memory
system inside the level of cache without the need of explicit cache maintenance.

. For accesses to Normal memory that is Non-cacheable, a DMB instruction introduces a Barrier-ordered-before
relation on all accesses to a single peripheral or block of memory that is of IMPLEMENTATION DEFINED size.
For more information, see Ordering relations.

Note

Implementations can use the cache allocation hints to indicate a probable performance benefit of caching. For
example, a programmer might know that a piece of memory is not going to be accessed again and would be better
treated as Non-cacheable. The distinction between memory regions with attributes that differ only in the cache
allocation hints exists only as a hint for performance.

For Normal memory, the Arm architecture provides cacheability attributes that are defined independently for each

of two conceptual levels of cache, the inner and the outer cache. The relationship between these conceptual levels

of cache and the implemented physical levels of cache is IMPLEMENTATION DEFINED, and can differ from the

boundaries between the Inner and Outer Shareability domains. However:

. Inner refers to the innermost caches, meaning the caches that are closest to the PE, and always includes the
lowest level of cache.

. No cache that is controlled by the Inner cacheability attributes can lie outside a cache that is controlled by the
Outer cacheability attributes.

. An implementation might not have any outer cache.

Example B2-2, Example B2-3, and Example B2-4 describe the possible ways of implementing a system with three
levels of cache, level 1 (L1) to level 3 (L3).

Note

. L1 cache is the level closest to the PE, see Memory hierarchy.

. When managing coherency, system designs must consider both the inner and outer cacheability attributes, as
well as the shareability attributes. This is because hardware might have to manage the coherency of caches
at one conceptual level, even when another conceptual level has the Non-cacheable attribute.
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Example B2-2 Implementation with two inner and one outer cache levels

Implement the three levels of cache in the system, L1 to L3, with:
. The Inner cacheability attribute applied to L1 and L2 cache.
. The Outer cacheability attribute applied to L3 cache.

Example B2-3 Implementation with three inner and no outer cache levels

Implement the three levels of cache in the system, L1 to L3, with the Inner cacheability attribute applied to L1, L2,
and L3 cache. Do not use the Outer cacheability attribute.

Example B2-4 Implementation with one inner and two outer cache levels

Implement the three levels of cache in the system, L1 to L3, with:
. The Inner cacheability attribute applied to L1 cache.
. The Outer cacheability attribute applied to L2 and L3 cache.

B2.15.1.4 Multi-register loads and stores that access Normal memory

For all instructions that load or store more than one general-purpose register from an Exception level there is no
requirement for the memory system beyond the PE to be able to identify the size of the elements accessed by these
load or store instructions.

For all instructions that load or store more than one general-purpose register from an Exception level the order in
which the registers are accessed is not defined by the architecture.

For all instructions that load or store one or more SVE or Advanced SIMD&FP registers from an Exception level,
there is no requirement for the memory system beyond the PE to be able to identify the size of the element accessed
by these load or store instructions.

B2.15.2 Device memory

The Device memory type attributes define memory locations where an access to the location can cause side-effects,
or where the value returned for a load can vary depending on the number of loads performed. Typically, the Device
memory attributes are used for memory-mapped peripherals and similar locations.

The attributes for Armv8 Device memory are:
Gathering Identified as G or nG, see Gathering.
Reordering Identified as R or nR, see Reordering.

Early Write Acknowledgement
Identified as E or nE, see Early Write Acknowledgement.

The Armv8 Device memory types are:

Device-nGnRnE Device non-Gathering, non-Reordering, No Early Write Acknowledgement.

Equivalent to the Strongly-ordered memory type in earlier versions of the architecture.

Device-nGnRE Device non-Gathering, non-Reordering, Early Write Acknowledgement.

Equivalent to the Device memory type in earlier versions of the architecture.
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Device-nGRE Device non-Gathering, Reordering, Early Write Acknowledgement.

Device-GRE

Armv§ adds this memory type to the translation table formats found in earlier versions of
the architecture. The use of barriers is required to order accesses to Device-nGRE memory.

Device Gathering, Reordering, Early Write Acknowledgement.

Armv8 adds this memory type to the translation table formats found in earlier versions of
the architecture. Device-GRE memory has the fewest constraints. It behaves similar to
Normal memory, with the restriction that Speculative accesses to Device-GRE memory is
forbidden.

Collectively these are referred to as any Device memory type. Going down the list, the memory types are described
as getting weaker; conversely the going up the list the memory types are described as getting stronger-.

Note

. As the

list of types shows, these additional attributes are hierarchical. For example, a memory location that

permits Gathering must also permit Reordering and Early Write Acknowledgement.

. The architecture does not require an implementation to distinguish between each of these memory types and
Arm recognizes that not all implementations will do so. The subsection that describes each of the attributes,
describes the implementation rules for the attribute.

All of these memory types have the following properties:

. Speculative data accesses are not permitted to any memory location with any Device memory attribute. This

means

that each memory access to any Device memory type must be one that would be generated by a simple

sequential execution of the program.

The fo

llowing exceptions to this apply:

Reads generated by the SIMD and floating-point instructions can access bytes that are not explicitly
accessed by the instruction if the bytes accessed are in a 16-byte window, aligned to 16-bytes, that
contains at least one byte that is explicitly accessed by the instruction.

For reads, including hardware speculation, that are performed by an SVE unpredicated load
instruction, all of the following are true:

—  Forany 64-byte window aligned to 64 bytes containing at least 1 byte that is explicitly accessed
by the instruction, any byte in the window can be accessed by the instruction.

—  All bytes accessed by the instruction will be in a 64-byte window aligned to 64 bytes containing
at least 1 byte that is explicitly accessed by the instruction.

For reads, including hardware speculation, that are performed by an SVE predicated load instruction
that is not a non-temporal load, all of the following are true:

—  For any 64-byte window aligned to 64 bytes containing at least 1 byte that is explicitly accessed
by an Active element of the instruction, any byte in the window can be accessed by the
instruction.

—  All bytes accessed by the instruction will be in a 64-byte window aligned to 64 bytes that
contains at least 1 byte that is explicitly accessed by an Active element of the instruction.

For reads, including hardware speculation, that are performed by an SVE predicated non-temporal
load instruction from memory locations with the Gathering attributes, all of the following are true:

—  For any 128-byte window aligned to 128 bytes containing at least 1 byte that is explicitly
accessed by an Active element of the instruction, any byte in the window can be accessed by the
instruction.

—  All bytes accessed by the instruction are in a 128-byte window aligned to 128 bytes that
contains at least 1 byte that is explicitly accessed by an Active element of the instruction.
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—  The architecture permits a Memory Copy and Memory Set CPY: instruction to perform speculative
reads of any memory location, even those marked as Device, within a 64-byte quantity, aligned to 64
bytes, of a location that is within the range [Xs] to [Xs+Xn-1].

—  For Device memory with the Gathering attribute, reads generated by the LDNP instructions are
permitted to access bytes that are not explicitly accessed by the instruction, provided that the bytes
accessed are in a 128-byte window, aligned to 128-bytes, that contains at least one byte that is
explicitly accessed by the instruction.

—  Where a load or store instruction performs a sequence of memory accesses, as opposed to one
single-copy atomic access as defined in the rules for single-copy atomicity, these accesses might occur
multiple times as a result of executing the load or store instruction. See Properties of single-copy
atomic accesses.

—  An LDRAA or LDRAB instruction that fails the pointer authentication check and loads from a location in
Device memory is permitted to cause one read access to that location if all of the other requirements
for accessing that Device location are met.

Note

—  Aninstruction that generates a sequence of accesses as described in Atomicity in the Arm architecture
might be abandoned as a result of an exception being taken during the sequence of accesses. On return
from the exception, the instruction is restarted, and therefore, one or more of the memory locations
might be accessed multiple times. This can result in repeated accesses to a location where the program
defines only a single access. For this reason, Arm strongly recommends that no accesses to Device
memory are performed from a single instruction that spans the boundary of a translation granule or
which in some other way could lead to some of the accesses being aborted.

—  Write speculation that is visible to other observers is prohibited for all memory types.

. A write to a memory location with any Device memory type completes in finite time.

. If a value that would be returned from a read of a memory location with the Device memory type changes
without an explicit Memory Write effect by an observer, this change must also be globally observed for all
observers in the system in finite time. Such a change might occur in a peripheral location that holds status
information.

. Data accesses to memory locations are coherent for all observers in the system, and correspondingly are
treated as being Outer Shareable.

. A memory location with any Device memory attribute cannot be allocated into a cache.

. Writes to a memory location with any Device memory attribute must reach the endpoint for that address in
the memory system in finite time. Two writes of Device memory type to the same location might be merged
before they reach the endpoint, unless both writes have the non-Gathering attribute or there is an
ordered-before relationship between the two writes.

. For accesses to any Device memory type, a DMB instruction introduces a Barrier-ordered-before relation on all
accesses to a single peripheral or block of memory that is of implementation defined size. For more
information, see Ordering relations.

. If a memory location is not capable of supporting unaligned memory accesses, then an unaligned access to
that memory location generates an Alignment fault at the first stage of translation that defined the location as
being Device.

. If a memory location is capable of supporting unaligned memory accesses, and such a memory location is
marked as Device, then it is IMPLEMENTATION DEFINED whether an unaligned access to that memory location
generates an Alignment fault at the first stage of translation that defined the location as being Device.

. Hardware does not prevent speculative instruction fetches from a memory location with any of the Device
memory attributes unless the memory location is also marked as execute-never for all Exception levels.
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Note

This means that to prevent speculative instruction fetches from memory locations with Device memory
attributes, any location that is assigned any Device memory type must also be marked as execute-never for
all Exception levels. Failure to mark a memory location with any Device memory attribute as execute-never
for all Exception levels is a programming error.

Note

In the EL1&0 translation regime in systems where HCR_EL2.TGE==1 and HCR_EL2.DC==0, any Alignment
fault that results from the fact that all locations are treated as Device is a fault at the first stage of translation. This
causes ESR_EL2.ISS[24] to be 0.

See also Memory access restrictions.

The memory types for translation table walks cannot be defined as any Device memory type within the TCR_ELx.
For the EL1&0 translation regime, the memory accesses made during a stage 1 translation table walk are subject to
a stage 2 translation, and as a result of this second stage of translation, the accesses from the first stage translation
table walk might be made to memory locations with any Device memory type. These accesses might be made
speculatively. When the value of the HCR_EL2.PTW bit is 1, a stage 2 Permission fault is generated if a first stage
translation table walk is made to any Device memory type.

Note

In general, making a translation table walk to any Device memory type is the result of a programming error.

For an instruction fetch from a memory location with the Device attribute that is not marked as execute-never for
the current Exception level, an implementation can either:

. Treat the instruction fetch as if it were to a memory location with the Normal Non-cacheable attribute.

. Take a Permission fault.

B2.15.2.1 Gathering

In the Device memory attribute:
G Indicates that the location has the Gathering attribute.
nG Indicates that the location does not have the Gathering attribute, meaning it is non-Gathering.

The Gathering attribute determines whether it is permissible for either:

. Multiple memory accesses of the same type, read or write, to the same memory location to be merged into a
single transaction.

. Multiple me